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Abstract

The Standard Model (SM) of particle physics, despite its accurate and thoroughly

tested description of nature, is an incomplete theory. Astrophysical observations

indicate an abundance of matter beyond that of the SM, which currently can only be

observed through indirect gravitational effects. The Cosmic Microwave Background

(CMB) provides a means to constrain both the abundance of this dark matter and

the presence of additional light particle species. The SM also fails to provide a

full description of gravity, with many open questions as to the quantum nature of

gravitational phenomena. In this thesis, we consider three distinct but complementary

means of extending this modern framework.

Conventional attempts to determine the nature of dark matter are insensitive to

models with mass below about a GeV. We consider newly proposed technology which

would allow for the detection of dark matter as light as an MeV in mass, through

the observation of single electron events in semiconductor materials with significantly

lowered thresholds. We find that such detectors would be particularly sensitive to

dark matter with electric and magnetic dipole moments, with a reach many orders of
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magnitude beyond current bounds.

We then consider the effects of new light species on the CMB. We perform a thor-

ough survey of natural, minimal models containing new light species and numerically

calculate the precise contribution of each of these models to the CMB. We provide

a map between the parameters of any particular theory and the results of observa-

tional experiments. Using this map, we present new constraints placed by the Planck

experiment on the parameter space of several models containing new light species.

Finally, we study the universal behavior of long-distance gravitational interactions

in AdS3 from the perspective of conformal field theory (CFT). To do so, we compute

the structure of Virasoro conformal blocks in a semi-classical, large central charge

approximation. Using this result, we then prove the existence of large spin operators

with fixed ‘anomalous dimensions’ indicative of the presence of deficit angles in AdS3.

As we approach the threshold for the BTZ black hole, interpreted as a CFT2 scaling

dimension, the twist spectrum of large spin operators becomes dense. We derive the

BTZ quasi-normal modes and show that primary states above the BTZ threshold

mimic a thermal background for light operators through exchange of the Virasoro

identity block.

Advisor: David E. Kaplan

iii



Acknowledgments

I owe so much to my advisor, Dave Kaplan, whose insight, guidance, and support

have shaped me as a physicist and a person. I am also grateful to Jared Kaplan,

who has taught me a remarkable amount in such a brief period of time. I would

like to thank Chris Brust, Cyrus Faroughy, and George Bruhn for all their help and

patience as officemates. I have also learned a great deal from discussions with many

incredible people, including Ian Anderson, Sean Cantrell, Fabrizio Caola, Liang Dai,

David Ely, Liam Fitzpatrick, Peter Graham, Marc Kamionkowski, Kirill Melnikov,

Reinard Primulando, Surjeet Rajendran, Raman Sundrum, and Junpu Wang. There

are so many others who have helped make the past five years such a great time in my

life, and I will forever be grateful to all of you.

iv



Dedication

This thesis is dedicated to my parents, Kenneth and Joan Walters. You were my

first teachers and my constant source of love and support. Thank you.

v



Contents

Abstract ii

Acknowledgments iv

List of Tables xi

List of Figures xii

1 Introduction 1

1.1 Light Dark Matter and Direct Detection . . . . . . . . . . . . . . . . 3

1.2 New Light Particles in the Early Universe . . . . . . . . . . . . . . . 4

1.3 AdS/CFT and Long-Distance Interactions . . . . . . . . . . . . . . . 6

2 Semiconductor Probes of Light Dark Matter 9

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.2 Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2.1 Dipole Moments . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2.2 Effective Pointlike Vertex . . . . . . . . . . . . . . . . . . . . 15

vi



CONTENTS

2.2.3 Broken U(1) . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3 Detection Rate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.3.1 Basic Kinematics . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.3.2 Single Atom Ionization . . . . . . . . . . . . . . . . . . . . . . 18

2.3.3 Semiconductor Valence Band . . . . . . . . . . . . . . . . . . 22

2.3.4 Detection Rate . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.4 Sensitivities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.4.1 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3 New Light Species and the CMB 36

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.2.1 Relativistic Species and the CMB . . . . . . . . . . . . . . . . 41

Silk Damping . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

Early Integrated Sachs-Wolfe Effect . . . . . . . . . . . . . . . 43

3.2.2 Early Universe Thermodynamics . . . . . . . . . . . . . . . . 46

3.2.3 Decoupling, Recoupling, and the Redistribution of Entropy . . 50

3.2.4 Relevant Decoupling Temperatures . . . . . . . . . . . . . . . 54

3.2.5 Big Bang Nucleosynthesis . . . . . . . . . . . . . . . . . . . . 57

3.2.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

vii



CONTENTS

3.3 Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.3.1 Spin-0: Goldstone Boson . . . . . . . . . . . . . . . . . . . . . 63

3.3.2 Spin-1
2
: Light Fermion . . . . . . . . . . . . . . . . . . . . . . 74

Gauge Interactions . . . . . . . . . . . . . . . . . . . . . . . . 74

Dipole and Anapole Moments . . . . . . . . . . . . . . . . . . 75

Four-Fermion Interactions . . . . . . . . . . . . . . . . . . . . 78

3.3.3 Spin-1: Gauge Boson . . . . . . . . . . . . . . . . . . . . . . . 82

Kinetic Mixing and Gauge Interactions . . . . . . . . . . . . . 83

Dipole Moments . . . . . . . . . . . . . . . . . . . . . . . . . . 90

3.3.4 Spin-3
2
: Gravitino . . . . . . . . . . . . . . . . . . . . . . . . . 92

3.3.5 Spin-2: Graviton . . . . . . . . . . . . . . . . . . . . . . . . . 94

3.3.6 Models with Light Masses . . . . . . . . . . . . . . . . . . . . 94

3.3.7 Models without New Light Species . . . . . . . . . . . . . . . 98

3.4 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4 Universality of Long-Distance AdS Physics from CFT Bootstrap 105

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.2 Defining Long-Distance AdS Physics in CFT Terms . . . . . . . . . . 118

4.2.1 AdS≥4: the Newtonian Gravitational Potential . . . . . . . . 127

4.2.2 Deficit Angles in AdS3 from Sub-Planckian Objects . . . . . . 131

4.2.3 Quasi-Normal Mode Spectrum from Super-Planckian Objects 133

4.3 Review of the Bootstrap Derivation for d ≥ 3 . . . . . . . . . . . . . . 136

viii



CONTENTS

4.3.1 Bootstrap Recap . . . . . . . . . . . . . . . . . . . . . . . . . 138

4.3.2 The Bootstrap in Generalized Free Theories . . . . . . . . . . 140

4.3.3 Lightcone OPE Limit and Cluster Decomposition . . . . . . . 143

4.3.4 Anomalous Dimensions and Long-Range Forces in AdS . . . . 146

4.4 Virasoro Blocks and the Lightcone OPE Limit . . . . . . . . . . . . . 151

4.4.1 AdS3 Deficit Angles from Semi-Classical Virasoro Blocks . . . 153

4.4.2 BTZ Quasi-Normal Modes from Semi-Classical Virasoro Blocks 158

4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160

A Ionization of Atoms by Dark Matter 165

B Details of Boltzmann Equation Code 170

C Properties of Global Conformal Blocks 178

C.1 Factorization at Large ` and Small u . . . . . . . . . . . . . . . . . . 179

C.2 Further Approximations at Small u . . . . . . . . . . . . . . . . . . . 180

C.3 Global Conformal Blocks in the Heavy/Light Probe Limit . . . . . . 181

D Direct Approach to Virasoro Conformal Blocks 183

D.1 Virasoro Blocks and Projection Operators . . . . . . . . . . . . . . . 184

D.2 Semi-Classical Graviton Basis . . . . . . . . . . . . . . . . . . . . . . 186

D.3 Tµν Correlators and the Identity Virasoro Block . . . . . . . . . . . . 189

E Review of Monodromy Method for the Virasoro Blocks 193

ix



CONTENTS

E.1 Scaling of the Semi-Classical Action . . . . . . . . . . . . . . . . . . . 195

E.2 Insertion of the Degenerate Operator . . . . . . . . . . . . . . . . . . 197

E.3 Differential Equation from the Degeneracy Condition . . . . . . . . . 199

E.4 Constraint on hβ and Monodromy . . . . . . . . . . . . . . . . . . . . 201

F Computing Virasoro Blocks via the Monodromy Method 203

F.1 S-Channel Virasoro Blocks . . . . . . . . . . . . . . . . . . . . . . . . 204

F.2 S-Channel Virasoro Blocks at Quadratic Order . . . . . . . . . . . . . 209

G T-Channel Virasoro Blocks 211

H Calculation of Deficit Angle Spectrum 215

H.1 Bootstrap Equation in the Lightcone OPE Limit . . . . . . . . . . . . 215

H.2 Bounds on Coefficient Density . . . . . . . . . . . . . . . . . . . . . . 220

Bibliography 224

Vita 260

x



List of Tables

3.1 Compatibility of light species models with the Planck results . . . . . 104

xi



List of Figures

2.1 Contribution of charged fermion-scalar pair to DM dipole moment . . 13
2.2 Contribution of charged fermion-scalar pair to DM mass . . . . . . . 14
2.3 Density of states for valence bands of Ge and Si . . . . . . . . . . . . 25
2.4 Projected semiconductor sensitivity for DM dipole moments . . . . . 29
2.5 Projected semiconductor sensitivity for broken U(1) . . . . . . . . . . 30
2.6 Projected semiconductor detection rates . . . . . . . . . . . . . . . . 31

3.1 CMB anisotropy power spectrum with different g∗ values . . . . . . . 45
3.2 Contribution to g∗ as a function of decoupling temperature . . . . . . 55
3.3 g∗ of the SM as a function of temperature . . . . . . . . . . . . . . . 56
3.4 Dominant Goldstone-lepton interaction process . . . . . . . . . . . . 66
3.5 ∆g∗ of Goldstone boson interacting with pions . . . . . . . . . . . . . 71
3.6 ∆g∗ of Goldstone boson interacting with pions and leptons . . . . . . 72
3.7 ∆g∗ of Weyl fermion interacting via massive vector boson . . . . . . . 80
3.8 ∆g∗ of gauge boson coupled to new millicharged fermion . . . . . . . 88
3.9 ∆g∗ of gauge boson interacting with muons via dipole moment . . . . 93
3.10 Energy density and pressure of massive particle as a function of tem-

perature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

4.1 Identification of CFT operators with AdS wavefunctions . . . . . . . 107
4.2 Creation of two objects at large AdS separation by CFT operators . . 110
4.3 Equality of amplitude singularity to sum of partial waves . . . . . . . 112
4.4 AdS/CFT correspondence in global coordinates . . . . . . . . . . . . 119
4.5 Correspondence of two-object AdS states to large ` CFT operators . . 126
4.6 Bootstrap equation in lightcone OPE limit . . . . . . . . . . . . . . . 138
4.7 Identity Virasoro block as exchange of multi-graviton states . . . . . 152

xii



Chapter 1

Introduction

The Standard Model (SM) of particle physics is a quantum field theory which

accurately describes the observed short-distance interactions of matter. Over the

past four decades, this SM has been experimentally tested to an unprecedented level

of precision, with no significant discrepancies between its theoretical predictions and

experimental results [1–3]. Despite its continued success, the SM is only an effective

description of nature; it is inherently incomplete.

One obvious shortcoming of the SM is its inability to account for the abundance

of additional matter observed throughout the universe [4, 5]. Though the precise

nature of this dark matter (DM) is unknown, it can be accurately approximated as

a single particle species which only interacts gravitationally [6]. While observational

constraints have been placed on various properties of DM, both its identity and its

production in the early universe remain a mystery.
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CHAPTER 1. INTRODUCTION

The presence of DM suggests that there exists a set of particles which is cur-

rently hidden due to the weakness of its interactions with the SM. While it is entirely

possible that this hidden sector is quite simple, it could instead contain a rich spec-

trum of phenomena waiting to be discovered. One well-motivated possibility is the

addition of new species of light particles [7, 8]. Though such particles must be so

weakly-coupled as to be unobservable in past collider experiments [9], they could still

significantly impact the evolution of the early universe [10–12]. Searches for both DM

and light species through cosmological observations thus provide an important means

of extending the SM.

Another observation which is not described by the SM is the accelerating ex-

pansion of the universe [13]. The simplest explanation of this acceleration is the

presence of a constant vacuum energy density, often referred to as a cosmological

constant. Currently, there is no accepted mechanism for determining the value of this

constant [14,15].

The standard framework for cosmology, referred to as the ΛCDM model, combines

the particle content of the SM with cold DM and a cosmological constant. Despite

being approximate and incomplete, this model successfully describes a variety of

observations of the universe from its early history onwards [16–21].

In this thesis, we consider three particular questions currently unresolved by this

standard framework: the nature of dark matter, the existence of additional species

of light particles, and the universal long-distance properties of gravity. The first two

2
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topics consist of phenomenological studies of current or future experiments, while the

third involves a more formal discussion of new theoretical results. We begin with a

brief introduction to each individual subject, before continuing with more detail in

the ensuing chapters.

1.1 Light Dark Matter and Direct Detection

There are a large number of well-motivated extensions to the SM which explain

the origin of DM and predict additional interactions with ordinary matter [22]. These

models have led to a set of experiments which attempt to determine the nature of

DM through direct observation. The general strategy is to use underground detec-

tors to observe collisions between DM and the atoms of some target material [23].

These experiments have led to significant constraints on the possible strength of DM

interactions [24–26].

Each experiment has a lower bound on the energy deposit required to produce an

observable signal, and for the majority of experiments this threshold is near the keV

scale [27]. However, DM with a mass below the GeV scale is kinematically unable

to generate recoil energies above this threshold, leaving a large range of light DM

models completely unconstrained by direct detection searches [28].

One possible means of extending our experimental reach is the study of low energy

electron recoil events. The bandstructure of semiconductors allows for the ionization

of electrons with energies near the eV scale, and recent technological advances have

3
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made the detection of such ionization events a realistic possibility [29,30]. In chapter

2, we consider the potential sensitivity of one proposal, referred to as CDMSLite [31],

which would modify the existing Cryogenic Dark Matter Search experiment [25] to

reduce the energy threshold by approximately three orders of magnitude, thereby

allowing detection of single electron recoils.

To determine the observational reach of such an experiment, we consider the

possible models for DM-electron interactions and compute the rate for a light DM

particle to scatter off a valence electron bound to a semiconductor. We combine these

rates with an estimate of the possible backgrounds at CDMSLite to determine the

sensitivity of such a device to DM-electron interactions, which is found to be orders of

magnitude beyond current bounds. This chapter is based on [32], which was written

in collaboration with Peter Graham, Dave Kaplan, and Surjeet Rajendran.

1.2 New Light Particles in the Early Universe

One of the best probes we have to study the ΛCDM model is the Cosmic Mi-

crowave Background (CMB) [33], an approximately thermal distribution of photons

emitted shortly after the Big Bang. In the earliest moments of the universe, photons

were continually interacting with electrons and protons, maintaining an approximate

thermal equilibrium. As the universe expanded, this system cooled, until the charged

electrons and protons could bind together into neutral hydrogen. The photons quickly

ceased to scatter and began to stream freely, and those photons which have freely

4
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propagated since that time compose the CMB, effectively providing a snapshot of

the early universe. Since its discovery fifty years ago [34], the CMB has been repeat-

edly measured by many independent observational experiments [16–19], leading to a

remarkably precise understanding of the early universe.

Precision measurements of the CMB allow us to determine what fraction of the

early universe consisted of massive particles with negligible kinetic energy and what

fraction consisted of light particles moving with a substantial velocity. Note that

in this context the term ‘light’ refers to particles with masses approximately at or

below the eV scale, whereas in the previous section it was used to describe much more

massive particles.

The energy density of massive particles was largely dominated by DM, so deter-

mining this portion of the early universe particle content can be viewed as an indirect

measure of the amount of DM. However, many extensions of the SM predict the

existence of additional species of light particles beyond those of the SM, so CMB

observations also provide a largely model-independent means of detecting new light

particles [35–37].

In chapter 3, we consider the effects of new light species on the CMB. Using an

effective field theory approach, we discuss the possible models of light particles which

are compatible with the simplifying criteria of naturalness and minimality. We then

numerically determine the contribution of each new light species to the CMB as a

function of the parameters in the underlying theory. We also interpret the viable

5
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parameter space of each model in terms of recent measurements of the CMB from the

Planck satellite [16], placing additional constraints on theories using this new data.

This chapter is based on [38], which was written in collaboration with Chris Brust

and Dave Kaplan.

1.3 AdS/CFT and Long-Distance Interactions

The SM completely ignores the existence of gravity. From a practical standpoint,

this omission is not worrisome. On long distances, the effects due to gravity are

accurately described using general relativity, with no need to include any quantum

corrections [39]. In fact, some of the universal quantum effects of gravity have been

shown to necessarily match those of relativity at long distances [40–42]. For all short

distance experiments, the gravitational effects due to individual particles are com-

pletely negligible in comparison to other interactions, and the effects due to macro-

scopic bodies can be accurately treated as an unchanging gravitational background

through which fundamental particles travel [43, 44].

From a conceptual perspective, though, the question of describing gravity as a

fully quantum theory remains one of the most compelling goals of modern theoretical

physics. Such a description is necessary to describe a rich spectrum of phenomena

in extreme conditions, such as the formation and evaporation of black holes and the

very first moments after the Big Bang. As we currently have no experimental data on

the quantum structure of gravity, many basic questions about such a theory remain

6
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unanswered and require much more theoretical progress [45,46].

Over the past fifteen years, a rather robust new framework for approaching this

issue has been rapidly developing. Known as the AdS/CFT correspondence [47, 48],

this framework posits that quantum theories of gravity in an anti de Sitter (AdS)

spacetime have a dual description in terms of a conformal field theory (CFT) in a

flat spacetime with one fewer dimension. Phrased more precisely, this correspondence

claims that the Hilbert space of states within a theory of AdSd+1 quantum gravity is

identical to that of some CFTd.

This correspondence has many surprising and far-reaching consequences [49, 50].

One of the most striking is the ability to relate the quantum properties of a full theory

of gravitational interactions to a separate theory which makes no reference to gravity.

Using this correspondence, any question about gravity can presumably be rephrased

as a question about ordinary quantum field theory. While these results technically

only apply to theories in an AdS background, this framework serves as a remarkably

useful arena in which to study general properties of quantum gravity.

Though there has been a tremendous amount of progress in understanding this

correspondence, there are many open questions remaining. One obvious question

is whether all CFTs have a dual description in terms of higher-dimensional AdS.

As a first step towards answering this question, it was recently shown [51, 52] that

all CFTs in d ≥ 3 have a structure consistent with long-distance locality in AdS.

More specifically, the Hilbert space of every CFT≥3 satisfies the principle of ‘cluster

7
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decomposition’, which can be interpreted in AdS as the independence of two systems

at large separation. This result can be viewed both as a basic check of the generality of

this correspondence and as a test of the universal nature of long-distance interactions

in AdS≥4.

In chapter 4, we consider the generalization of this work to AdS3/CFT2. The

structure of 2d CFTs is qualitatively very different from that of higher dimensions [53],

such that our generalization is only able to describe theories in the semi-classical limit.

However, in this limit we are able to discover dramatic properties of gravity in AdS3.

In particular, we derive the existence of deficit angles [54] surrounding any object

with mass below a particular threshold. We also show that all objects with mass

above this threshold mimic the effects of a thermal background. This behavior is

completely consistent with the interpretation of these massive objects as BTZ black

holes [55]. This chapter is based on [56], which was written in collaboration with

Liam Fitzpatrick and Jared Kaplan.

8



Chapter 2

Semiconductor Probes of Light

Dark Matter

2.1 Introduction

The particle nature of dark matter (DM) has been well established by astronomi-

cal and cosmological data ( [5,6] and references therein). It is reasonable to expect the

DM particle to carry non-gravitational interactions. These non-gravitational interac-

tions may permit direct detection of DM, plausibly leading to a deeper understanding

of its origins and the structure of particle physics. A good case can be made for weak-

scale interactions between the Standard Model (SM) and DM. The possible existence

of new states at the weak scale, as suggested by the hierarchy problem, could lead to

such interactions. A variety of experiments are currently probing these interactions.

9
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These experiments measure the energy deposited by DM as it scatters off the atoms

in a detector. Current experiments are sensitive to recoil energies & keV [27]. At

these recoil energies, the experiments are dominantly sensitive to the scattering of

DM particles with masses larger than ∼ 1 GeV off the atomic nucleus [28].

A lighter particle bound to the DM halo is kinematically forbidden from depositing

energies greater than a keV. Owing to our ignorance of the physics responsible for DM,

it is desirable to develop technological tools to explore all possible regions of the DM

parameter space. The ability to detect low energy (∼ eV) electron recoil events will

significantly extend our reach into this parameter space, as was demonstrated recently

in [57]. The energy deposited by a light DM particle on the nucleus is suppressed by

the nuclear mass. The difficulty of detecting such low energy nuclear recoils is further

complicated by the anaemic response of the nucleus to such events. However, since

the electron is light, DM can dump more energy into it. Further, energy deposition

into electrons can lead to more readily identifiable events such as ionization in the

detector. Technological advances in semiconductor-based DM detectors have made

the detection of such ionization events a realistic possibility. Strategies to suppress

backgrounds to ultra low levels similar to typical direct detection experiments also

seem feasible [29,30]. One possible experiment of this type is the CDMSLite proposal,

which would modify existing CDMS technology to reduce the energy threshold by

approximately three orders of magnitude, thereby allowing detection of single electron

recoils [58].

10
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The ionization of electrons always involves transfer of momentum from DM to the

atomic nucleus. The cross-section for such interactions is suppressed by a form factor

for momentum transfers much bigger than the inverse Bohr radius of the concerned

electron. The electrons in semiconductors and noble gas detectors have comparable

Bohr radii. However, the bandstructure of the semiconductor allows for the ionization

of electrons with relatively lower energy (∼ 1 eV) in comparison with the energy

needed to ionize electrons in a noble gas detector (∼ 10 eV). Since the DM particle has

to lose more energy in the case of a noble gas detector, the momentum transferred to

the nucleus is higher, leading to a form factor suppression of the cross-section. Owing

to the smaller energy transferred in the case of the semiconductor, the momentum

transferred to the nucleus is also smaller, leading to an unsuppressed cross-section.

In this chapter, we argue that semiconductor detectors able to measure the pro-

duction of single electron-hole pairs have the potential to detect light DM in a wide

range of parameter space, orders of magnitude beyond current bounds. We also show

that such semiconductor devices possess an enhanced sensitivity to light DM in com-

parison with noble gas detectors. We begin, in section 2.2, by considering the possible

models for DM-electron interactions, either through renormalizable couplings or ef-

fective operators such as electromagnetic dipoles. We illustrate, through the aid of

a simple concrete example, the ease with which these electromagnetic moments are

generated for DM particles as a consequence of new states at the weak scale. In sec-

tion 2.3, we compute the rate for a light DM particle to scatter off a valence electron

11
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bound to a semiconductor. In computing this rate for various operators, we focus

in particular on electromagnetic moments because they are both easily generated in

many models and have enhanced cross-sections due to their coupling to a long range

force carrier, namely, the photon. Consequently, these operators may offer the easiest

way to probe the existence of such light DM. Using an estimate of the possible back-

grounds at CDMSLite, we examine the sensitivity of such a device to DM-electron

interactions in section 2.4, in comparison to current bounds on these operators, as

well as the limits possible with noble gas detectors.

2.2 Models

In order to study the potential reach of detectors such as CDMSLite, we must

consider the possible operators that generate DM-electron interactions, as well as the

current constraints on the corresponding parameters. We restrict ourselves to the

simplest extensions to the SM, but the DM sector could contain other scenarios (such

as [59–63]), possible signals of which should be studied in future work. We also focus

specifically on the case of light DM (me . mχ . 10 GeV), in order to find unexplored

parameter space for these simple models.
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Figure 2.1: One-loop contributions to DM dipole moment due to a charged fermion-
scalar pair.

2.2.1 Dipole Moments

The simplest extension to the SM is for DM and electrons to interact electro-

magnetically. Due to constraints on the possible electric charge of DM [64], the

lowest dimensionality available for electromagnetic interactions corresponds to the

dimension-five dipole moment operators

Ldipole = − i
2
χ̄σµν(µχ + dχγ

5)χFµν , (2.1)

where µχ and dχ correspond to the DM magnetic and electric dipole moments, respec-

tively. These dipole moments correspond to a cutoff scale (dχ ∼ Λ−1) and arise from

loop interactions involving heavy charged particles, such as those shown in Figure

2.1. These dipole moments are then easily generated in models where DM carries a

conserved charge, such as asymmetric dark matter [65–69]. As an illustrative exam-

ple, we consider two new heavy intermediaries (a fermion and a scalar), in the limit

where both have approximately the same mass M and coupling to DM g. We then

13



CHAPTER 2. SEMICONDUCTOR PROBES OF LIGHT DARK MATTER

Figure 2.2: One-loop contribution to DM mass due to a charged fermion-scalar pair.

obtain (based on calculations similar to [70]) the dipole moment

dχ ≈
eg2

8π2M
, (2.2)

with the same approximate form for µχ. There might be some worry that loops

involving these heavy charged intermediaries, shown in Figure 2.2, would push the

natural DM mass beyond the MeV or GeV scale. The contribution from this diagram

is

δmχ ≈
g2M

16π2
. (2.3)

The important feature of this expression is that decreasing the coupling g between

DM and the heavy intermediaries decreases the effective scale contributing to the DM

mass. However, this decrease in g actually increases the effective scale contributing

to the DM dipole moment. This means that for a generic set of heavy charged

intermediaries, a large effective dipole scale does not imply a large mass contribution,

provided the coupling with DM is small. For example, a charged fermion-scalar pair

with M ≈ 500 GeV and g ≈ 0.2 would contribute δmχ ≈ 100 MeV and dχ ≈

3 × 10−4 TeV−1. As we will show in section 2.4, the enhanced cross-sections of

dipole interactions at low momentum transfer make them the strongest candidate for
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detection with CDMSLite, with experimental sensitivity to effective mass scales .

103 TeV.

2.2.2 Effective Pointlike Vertex

The next simplest extension is the dimension-six effective four-fermion vertex,

which corresponds to the exchange of a very massive mediator (such as a scalar or

vector) which is then integrated out of the theory. An example is the vector-channel

operator

Lpoint =
1

Λ2
χ̄γµχψ̄eγµψe, (2.4)

where Λ corresponds to the cutoff of this effective theory (roughly the mass of the

intermediary particle). The strongest constraints on these pointlike interactions come

from collider experiments such as LEP [71–73]. For example, the vector interaction

above is currently restricted to a cutoff scale Λ & 480 GeV. Calculations based on the

method presented in section 2.3 indicate that CDMSLite would only be able to search

for pointlike interactions up to the scale Λ ≈ 200 GeV. The weakness of this projected

sensitivity is due to the lack of enhancement for DM pointlike scattering at low

recoil energies. Semiconductor detectors will then be no more sensitive to dimension-

six DM interactions than collider experiments. However, higher scale physics which

generates dimension-six operators will very often generate dipole moment operators,

as well, whose recoils suffer from less suppression. As will be shown in section 2.4,

dipole operators will therefore allow CDMSLite to probe scales far beyond the reach
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possible with pointlike interactions, either in direct detection or collider experiments.

In light of these facts, we do not consider pointlike interactions for the remainder of

this chapter.

2.2.3 Broken U(1)

The final possibility for simply extending the SM is to introduce new light particles

to the theory. In this case, DM can interact via a broken U(1) gauge interaction, with

the corresponding dimension-four operator

LA′χ = gχA
′
µχ̄γ

µχ, (2.5)

where A′µ is the DM gauge field. A DM-electron interaction could then result from

kinetic mixing of amplitude ε between A′µ and the SM photon, which can be diago-

nalized to give a DM gauge boson-electron coupling term

LA′e = −εeA′µψ̄eγµψe. (2.6)

This interaction also has a large parameter space available for semiconductor detec-

tors, which was discussed in [57]. We consider this interaction later in some detail

for the sake of of thoroughness and comparison with that work, but our main focus

is on the potential exploration of new physics through DM dipole moments.
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2.3 Detection Rate

As a simpler conceptual example, we first consider DM ionizing a single isolated

atom. We then turn to DM interacting with a semiconducting lattice to excite an

electron from the valence band to the conduction band. Our approaches to these

two cases are rather similar, as are the resulting cross-sections. This topic is similar

to [57, 74, 75], but differs in the treatment of the lattice bandstructure and in the

inclusion of momentum transfer to nuclei.

2.3.1 Basic Kinematics

First, we briefly review the kinematics of electron recoil interactions. Our con-

vention for momenta is to use ~p to indicate incoming momenta and ~k for outgoing

momenta. Also, since the DM velocity vχ ∼ 10−3, we use simpler nonrelativistic

kinematics.

Interactions are classified by the recoil energy ER, defined as the kinetic energy

of the outgoing electron

ER =
k2
e

2me

. (2.7)

In the lab frame, the electron (initially in a bound state) can have a nonzero incoming

momentum ~pe, with the probability for this momentum determined by the electron’s

momentum space wavefunction ψ̃. However, the initial energy for the electron is

simply −EB, the binding energy associated with its initial state ψ. We also choose
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the lab frame to be such that the nucleus has no initial momentum (~pN = 0).

The momenta values we consider are much lower (∼ keV) than the nuclear masses

of silicon and germanium, such that the final kinetic energy of the nucleus can be

neglected. The resulting energy conservation equation can be rewritten as

k2
χ = p2

χ − 2mχ(ER + EB). (2.8)

We can then calculate the minimum possible momentum transfer q necessary to ionize

an electron with binding energy EB. For the case of semiconductors, with EB ∼ 1

eV, the DM must at least transfer momentum q ∼ 1 keV for ionization to be possible.

For noble gases, with a larger EB ∼ 10 eV, the mininum transfer necessary is q ∼ 10

keV. This increase in momentum transfer away from the inverse Bohr radius and

into the form factor regime suppresses the noble gas detection rates, reducing their

experimental sensitivity in comparison with semiconductors. This suppression in the

case of dipole moment interactions is given in detail in equations (2.16) and (2.18).

2.3.2 Single Atom Ionization

Our example initial state consists of free DM and a bound hydrogenic atom. If

the atom is ionized by the DM-electron interaction, then the final state consists of the

recoiling DM, escaping electron, and remaining nucleus. For calculational simplicity,

we model the nuclear final state as a plane wave. However, the final state of the

nucleus is in fact not relevant to the cross-section. Rather, what matters is that

the nucleus, due to its large mass, can absorb momentum at negligible energy cost.
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From the perspective of the DM-electron system, the recoiling nucleus then breaks

momentum conservation while preserving energy conservation.

The electron’s resulting wavefunction is also deformed by the presence of the

charged nucleus, causing it to deviate from a simple plane wave. This deformation

causes a substantial enhancement to the cross-section, which can be approximated by

combining a plane wave final state with a momentum-dependent enhancement factor.

This factor is similar to the standard treatments of beta decay [76] and Sommerfeld

enhancement [77] (for a clear review, see [78]), as well as the work on noble gas

detectors in [57]. This enhancement factor can be found by exactly solving the Dirac

equation for a free electron in the presence of a Coulomb potential, and comparing

the solution to that of a plane wave, yielding

F (ke) =
2πν

1− e−2πν
, (2.9)

where ν is the ke-dependent factor

ν =
Zeffmeα

ke
. (2.10)

In order to calculate the cross-section for DM to ionize the atom, we then simply

need to look at the usual scattering formula [79]

dσ =
1

|vrel|

(∏
f

d3kf
(2π)3

)
2π δ(Ef − Ei) |〈f |H|i〉|2 . (2.11)

Using this formula, we can then write out the full cross-section for our ionization

process, assuming (as stated earlier) that the lab frame corresponds to the nucleus
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rest frame and using the approximation me << mN ,

dσ =
F (ke)

|~vχ|
d3kχ
(2π)3

d3ke
(2π)3

d3kN
(2π)3

(2π)4δ4(kf −pi)
∣∣∣ψ̃(~pχ − ~kχ − ~ke)H̃(~pχ − ~kχ)

∣∣∣2 , (2.12)

where ψ̃ and H̃ refer to the Fourier transforms of the initial electron bound state

wavefunction and DM-electron interaction Hamiltonian, respectively. For our initial

bound state, we use the hydrogen ground state wavefunction

ψ0(~x) =
1√
πa3

e−r/a, (2.13)

where a is the Bohr radius.

We now calculate the cross-sections for the interactions considered earlier, the

first of which is the electric dipole moment (EDM) interaction. Averaging over initial

spins, summing over final spins, and using the approximation ke << q (for details,

see the appendix), we obtain the approximate cross-section

dσ

dER
≈

16a2d2
χkeF (ke)

πv2
χ

[
ln

(
1 + a2q2

min

a2q2
min

)
− 6a4q4

min + 15a2q2
min + 11

6(1 + a2q2
min)3

]
. (2.14)

The term vχ refers to the incoming velocity of the DM particle (in the lab frame),

and the various momenta have the following definitions

ke =
√

2meER,

qmin = mχvχ −
√
m2
χv

2
χ − 2mχ(ER + EB).

(2.15)

In order to understand the form factor suppression for momentum transfer above a−1,

we can take the further limit of aqmin >> 1, obtaining

dσ

dER
−→

4d2
χkeF (ke)

πv2
χa

6q8
min

. (2.16)
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The second cross-section corresponds to the similar magnetic dipole moment

(MDM) interaction. Using the same approximations and variables as the EDM case,

we find the cross-section

dσ

dER
≈

64α2a2µ2
χkeF (ke)

3πv2
χ

[
ln

(
1 + a2q2

min

a2q2
min

)
− 12a4q4

min + 30a2q2
min + 19

12(1 + a2q2
min)3

]
. (2.17)

Not surprisingly, this cross-section is quite similar to that of an EDM, but is sup-

pressed by an additional approximate factor of α2. This factor corresponds to the

average velocity of the bound electron (〈ve〉 ∼ α). We can also obtain the similar

form factor

dσ

dER
−→

16α2µ2
χkeF (ke)

3πv2
χa

4q6
min

. (2.18)

The final cross-section corresponds to the broken U(1) DM gauge interaction, for

which we consider two limiting regimes. The first corresponds to a heavy mediator,

with mass mA much greater than the momentum transfer, such that the interaction

is effectively pointlike. In this limit, the cross-section is

dσ

dER
≈ 128λ2keF (ke)

3v2
χm

4
A

1

(1 + a2q2
min)3

, (2.19)

where λ is the effective DM-electron coupling

λ = ε

√
g2
χ

4π
. (2.20)

The second limit corresponds to a light mediator, with mass much less than the

momentum transfer, such that A′µ is effectively massless. This yields the cross-section

dσ

dER
≈ 128λ2a4keF (ke)

3v2
χ

[
3

a2q2
min

+
9a4q4

min + 21a2q2
min + 13

(1 + a2q2
min)3

− 12 ln

(
1 + a2q2

min

a2q2
min

)]
.

(2.21)
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2.3.3 Semiconductor Valence Band

We now consider an atom in a semiconducting lattice. For an electron in any

periodic potential, the delocalized eigenfunctions of the Hamiltonian can be expressed

in terms of localized wavefunctions, in the form [80,81]

ψ~b(~x) =
1√
N

∑
n

ei
~b·~xnφ(~x− ~xn), (2.22)

where N is the total number of lattice sites and ~b is a wavevector with components

related to the dimensions Li of the lattice by the relationship

bi =
2πni
Li

, (2.23)

where i runs over the values x, y, and z, and ni is any integer from 1 to Ni, the number

of lattice sites in the i-direction (N = NxNyNz). The wavefunction φ(~x − ~xn) is a

localized Wannier wavefunction centered around each individual lattice site (located

at ~xn).

In the tight-binding, linear combination of atomic orbitals (LCAO) approximation

[82], the Wannier wavefunctions φ are written in the basis of free atomic orbitals.

These coefficients are very small for all atomic orbitals except those near the bound-

state energy of ψ~b [80], which for valence band states are the highest occupied s- and

p-states. These outermost states can be reasonably approximated with hydrogenic

wavefunctions, due to the screening of the nuclear charge by the inner core electrons.

For the final state, the valence band electron is excited into the conduction band,

where it can be treated as an approximately free electron, with two corrections. Due
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to the weak periodic potential of the lattice, a conduction band electron propagates

with the effective mass m∗e = feme. The correction factor fe is an element-dependent

factor determined by the direction of the electron momentum in the lattice and the

energy curvature along the conduction band. We use the density of states average

values for fe corresponding to the very edge of the conduction band. This gives an

approximate estimate for the interaction cross-section, which will only be slightly

modified by a more exact calculation. We use fe = 1.1 for silicon and fe = 0.6 for

germanium [83,84].

The second correction comes from the presence of the positively charged hole

remaining in the valence band. The Coulomb interaction between these charges causes

the same enhancement as the atomic case, where the effective charge Zeff felt by the

outgoing electron is simply that of the remaining hole.

With these particular initial and final states, we can use a similar approach to the

free atom considered earlier, writing the ~b-dependent interaction cross-section

dσ~b =
F (ke)

|~vχ|

(∏
f

d3kf
(2π)3

)
(2π)4δ4(kf − pi)

∣∣∣ψ̃~b(~pχ − ~kχ − ~ke)H̃(~kχ − ~pχ)
∣∣∣2 . (2.24)

For interactions localized to a single lattice site (momentum transfer of O(a−1)),

the cross terms for wavefunctions of different sites are negligible. This cross-section

can then be expressed in terms of interactions with a single local Wannier wave-

function. We therefore approximate cross-sections involving highly delocalized states

spread throughout the entire lattice by calculating cross-sections involving a single
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localized state, repeated periodically at the N sites of the lattice,

dσ~b ≈
F (ke)

|~vχ|

(∏
f

d3kf
(2π)3

)
(2π)4δ4(kf − pi)

∣∣∣φ̃(~pχ − ~kχ − ~ke)H̃(~kχ − ~pχ)
∣∣∣2 . (2.25)

Our full cross-section for a single lattice site is then simply the average of the indi-

vidual dσ~b,

dσ =
1

N

∑
~b

dσ~b. (2.26)

In this approximation, the ~b-dependence for each dσ~b is contained entirely in the

initial state binding energy EB. Our total cross-section then changes from an average

over all possible ~b to an integral over all possible EB,

dσ ≈
∫
dEB ρ(EB)dσ(EB), (2.27)

where ρ(EB) is an experimentally determined density of states (based on [82,85] and

shown in Figure 2.3) accounting for the fact that some EB values correspond to more

ψ~b states than others. This density of states then serves as an efficiency factor for

scattering at various binding energies. For example, there is zero detection efficiency

in germanium at the minimum EB of 0.7 eV, but the efficiency rapidly increases

for slightly larger EB. Note that our final result does not contain any directional

dependence resulting from the lattice structure, but rather gives the directionally-

averaged behavior of the total cross-section.

The cross-sections for electrons in a semiconducting lattice are then accurately

approximated by those of a free hydrogenic bound state, in a weighted average over

initial-state binding energies, with an altered final-state electron mass.
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Figure 2.3: Density of states as a function of binding energy for the valence bands of
germanium (red) and silicon (blue), normalized such that

∫
dEB ρ(EB) = 1.

2.3.4 Detection Rate

Once the interaction cross-section is known, the total rate of detection (typically

written in units of events/day/kg/eV) can be calculated using the following expression

dR

dER
=
ρχ ηe
mχ

∫
d3vχf(~vχ)vχ

dσ

dER
, (2.28)

where ρχ is the DM mass density and ηe is the valence electron number density per unit

mass of the detector. For the DM density we use the value ρχ = 0.3 GeV/cm3 [27].

The function f(~vχ) is the DM velocity distribution in the lab frame, meaning that

we need to account for the Earth’s average velocity ~vE through the galaxy. We use

the conventional Maxwellian distribution, truncated at a maximum escape velocity

of vesc (in the average rest frame of the galaxy),

f(~vχ) =
1

k
exp

(
−(~vχ + ~vE)2

v2
0

)
, (2.29)
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where k is a normalization factor chosen such that
∫
d3vχ f(~vχ) = 1,

k = (πv2
0)3/2

[
erf

(
vesc
v0

)
− 2√

π

vesc
v0

e−v
2
esc/v

2
0

]
. (2.30)

We use the following values for the velocity parameters: average Earth velocity vE =

240 km/s, average DM velocity v0 = 230 km/s, and DM escape velocity vesc = 600

km/s [86]. These values give us k = 2.504× 10−9 (in units with c = 1).

Performing the angular integrals (of which our cross-sections are independent),

we obtain the following expression

dR

dER
=
ρχ ηe πv

2
0

mχkvE

[∫ v+

vmin

dvχ v
2
χe
−
(
vχ−vE
v0

)2 dσ

dER
−
∫ v−

vmin

dvχ v
2
χe
−
(
vχ+vE
v0

)2 dσ

dER

]
,(2.31)

where v± = vesc ± vE and vmin is the minimum DM velocity necessary to induce an

interaction of recoil energy ER,

vmin =

√
2(ER + EB)

mχ

. (2.32)

2.4 Sensitivities

2.4.1 Approach

Using these detection rates, we can estimate the possible sensitivity for a detector

such as CDMSLite. We assume a flat background rate of 1 event/day/kg/keV, which

was provided as an experimental estimation of the expected background [58]. This

background rate is due to residual radioactivity, which produces high energy gamma

rays that can Compton scatter in the detector. To determine if the experimental
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reach is limited by the background, we also include the sensitivity possible using

germanium with no background. Due to the small number of events, we find that

reducing the background beyond our estimate does not have a substantial effect on

the exclusion sensitivity.

The proposed detection method involves the measurement of single electron-hole

pairs, assuming that the energy deposited in the initial recoiling electron will prompt

the formation of secondary electron-hole pairs. This method of detection will limit the

energy resolution to the average energy per electron-hole pair, which is approximately

3 eV [58,87]. We do not consider this process in detail, and instead focus on the initial

deposition of energy into a single electron. The possible interactions we consider are

all peaked very strongly at low ER ∼ eV, falling off quickly with growing recoil energy.

Because of this, we focus solely on recoils with the lowest energy (ER < 9 eV) where

the signal is most competitive with the background. For CDMSLite, we assume the

detection setup of CDMS II [88], with 4.4 kg of germanium and 1.1 kg of silicon. We

also consider the sensitivity of each material separately for the sake of comparison,

rather than combine data for a total exclusion limit. Using the approach of [89], we

can find the 95% confidence level sensitivity possible after an experimental run of one

year.

For comparison, we also include the possible sensitivity of measuring electron

recoils in a xenon-based detector. This approximate sensitivity is calculated using

the ionization cross-sections derived earlier, combined with atomic data from [90].
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For simplification, we only consider interactions with the valence electrons in the 5s-

and 5p-states, which dominate the overall cross-section, and use Zeff = 1 for the

Sommerfeld enhancement. We assume a detector mass of 1 kg, a runtime of 1 year,

and negligible background, in order to find the maximum possible reach of noble gas

detectors.

2.4.2 Results

Results are shown in Figure 2.4 for dipole moments and in Figure 2.5 for bro-

ken U(1) models, with sensitivities for silicon, germanium, and xenon detectors. As

mentioned before, we consider the mass range 600 keV < mχ < 10 GeV. The upper

limit is due to current nuclear recoil experiments, most of which provide substantial

exclusions down to mχ ∼ 10 GeV [28]. The lower limit is simply due to the limited

energy available for recoils at such light masses, which suppresses the possible signal.

For each interaction, we show the strongest current experimental and astrophysical

constraints on the relevant parameter space. There are also detailed constraints placed

by supernova cooling [91,92] and BBN [93] on DM with mass mχ . 10 MeV, but the

full calculation of those constraints for these particular models is beyond the scope

of this work. For this reason, we simply indicate in our plots the mass value below

which these additional bounds potentially apply. As a conceptual reference for the

plots, the minimum dχ and µχ values excluded by germanium without background

for mχ = 10 MeV correspond to 〈σv〉 ≈ 10−45 cm2.
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Figure 2.4: Exclusion sensitivity at 95% confidence level possible after 1 year, for (a)
electric and (b) magnetic dipole moments. The solid lines assume a background of 1
event/day/kg/keV, while the dashed lines assume no background. Areas above the
curves for germanium (red), silicon (blue), and xenon (brown) would be excluded.
Regions in gray are already excluded for all models of DM by other experiments
or astrophysical data. Masses to the left of the dashed black line are potentially
constrained by supernova cooling and BBN. While a detailed calculation of these
constraints on lighter masses is beyond the scope of this work, it is unlikely the entire
region is fully excluded.

As discussed in the beginning of section 2.3, the larger binding energy present

in xenon necessitates a larger momentum transfer. This results in an increased form
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Figure 2.5: Exclusion sensitivity at 95% confidence level possible after 1 year, for

effective U(1) coupling

(
λ = ε

√
g2
χ

4π

)
with (a) mA = 10 MeV and (b) mA = 1 meV.

The solid lines assume a background of 1 event/day/kg/keV, while the dashed lines
assume no background. Areas above the curves for germanium (red), silicon (blue),
and xenon (brown) would be excluded. Regions in gray are already excluded for all
models of DM by other experiments or astrophysical data. Masses to the left of the
dashed black line are potentially constrained by supernova cooling and BBN. While
a detailed calculation of these constraints on lighter masses is beyond the scope of
this work, it is unlikely the entire region is fully excluded.

factor suppression, reducing the experimental reach of noble gases in comparison with

that of semiconductors, as seen in both Figures 2.4 and 2.5.
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Figure 2.6: Detection rates (in events/eV) after 1 year, for mχ = 100 MeV. These
rates assume detector masses of 4.4 kg for germanium (red) and 1.1 kg for silicon
(blue). (a) Electric dipole with dχ = 10−5 TeV−1. (b) Magnetic dipole with µχ = 10−3

TeV−1. (c) Heavy broken U(1) with mA = 10 MeV and λ = 10−7. (d) Light broken
U(1) with mA = 1 meV and λ = 10−14.

For each of these exclusion limits, germanium provides somewhat weaker limits.

This is caused by our assumption of the same background per unit mass for both

materials, which places a stronger restriction on germanium, due to its heavier nuclear

mass. Germanium’s reach is also slightly reduced by its smaller effective electron mass

in the conduction band, but does become more competitive with silicon at lower DM

masses, due to its smaller band gap.

For EDM and MDM, the strongest general constraints on lighter masses come from

colliders such as LEP [94]. The parameter space for larger masses (> 1 GeV) is also
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probed by the direct detection experiments XQC [95,96], CRESST [97], CDMS [25],

and XENON10 [98]. Direct detection rates for MDM are suppressed by the extra

factor of v2 relative to EDM limits. This effect applies to both current nuclear recoil

experiments and CDMSLite, while collider limits do not suffer from this suppression

[99].

Current dark matter annihilation searches such as Fermi LAT [100], and bounds

on dark matter annihilation rates in the early universe from WMAP and ACT [101]

also provide limits to DM dipole moments. However, these results can only constrain

symmetric DM, and do not apply to asymmetric models of DM. The resulting con-

straints are strong for MDM interactions, but the case of EDM annihilations is much

more suppressed, making those irrelevant for our purposes.

As discussed in section 2.2, models which generate dipole moments will also gen-

erate pointlike four-fermion interactions. Current bounds on these pointlike oper-

ators placed by collider experiments or current direct detection results could then

potentially constrain dipole moments, as well. However, the charged particles which

generate dipole moments will generically not couple directly to electrons or quarks.

The generation of an effective vertex between DM and electrons would therefore re-

quire the exchange of a Z boson, in addition to the loop of charge intermediaries.

The resulting effective operator would be substantially suppressed by both a loop

factor and the Z boson propagator. Models which generate the dipole moments con-

sidered in this chapter (Λ & 1 TeV) would therefore be unconstrained by current
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bounds on pointlike four-fermion operators. However, the coupling of light DM to Z

bosons which contributes to these operators is constrained by measurements of the Z

width [102]. If the resulting Z dipole moments are approximately the same order as

the EDM or MDM, we estimate the dipole moment scale would be constrained to be

& 2 TeV. These EDM and MDM bounds are very model-dependent, and therefore

are not included in Figure 2.4.

As mentioned earlier, there are two limiting cases for a broken U(1). The first

corresponds to a heavy mediator, for which we consider mA = 10 MeV, and the second

to a light mediator, for which we use 1 meV. These sample masses were selected for

comparison with [57].

The strongest constraints on λ, defined previously in equation (2.20), come from

a combination of astrophysical data, due to the fact that λ depends on both the DM

self-coupling and the A′µ-photon mixing. Details on the U(1) mixing constraints can

be found in [7], while the strongest constraints on DM self-coupling are explained

in [57,103,104]. The larger mass regions are also limited by the same direct detection

experiments as dipole moments.

In Figure 2.6, we also provide example detection rates for each model considered

above, assuming a DM mass of 100 MeV, as well as the same runtime (1 year) and

detector masses (4.4 kg for Ge, 1.1 kg for Si). In the case of larger background, annual

modulation in these rates due to the Earth’s motion around the Sun would provide an

important confirmation of a potential DM signal. We estimate that the annual mod-
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ulation would be approximately 6% of the baseline average for the case of both EDM

and MDM, which is larger than the traditional modulation associated with a velocity-

independent cross-section. This difference arises due to the initial electron wavefunc-

tion, which provides substantial q-dependence (and therefore velocity-dependence) in

the final cross-section.

2.5 Conclusions

We have examined the potential direct detection reach of semiconductor-based

experiments such as CDMSLite. Experimental sensitivity to the production of single

electron-hole pairs can dramatically improve the detectable energy range over that

of traditional nuclear recoil methods. This enhanced energy range kinematically

allows electron recoils to probe the parameter space of light dark matter, a region

which remains largely inaccessible to nuclear recoils. The small energy gap present in

semiconducting bandstructure also provides materials such as silicon and germanium

with a substantial advantage relative to noble gases. Motivated by these prospects,

we have considered the possible interactions between electrons and dark matter, many

of which fit naturally into weak-scale extensions to the SM.

We have found that semiconductor detectors are sensitive to a large range of un-

investigated parameter space, specifically for interactions such as dipole moments,

which are enhanced at low recoil energies. Such dipole moments are naturally gen-

erated in many extensions of the SM and are generically expected in models where
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the dark matter carries a conserved charge, such as asymmetric dark matter [65–69].

Electromagnetic moments provide a unique glimpse into higher-scale physics, and we

have found that CDMSLite can extend our current reach by orders of magnitude, up

to scales as large as 103 TeV. Light dark matter with dipolar or new gauge interac-

tions remains a well-motivated alternative to the traditional heavy WIMP scenario,

and CDMSLite would present a substantial opportunity to explore this possibility.
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Chapter 3

New Light Species and the CMB

3.1 Introduction

The Cosmic Microwave Background (CMB) is one of the only probes we have

of physics in the early universe. Through a detailed mapping of anisotropies in the

temperature of those photons which decoupled from visible matter in the era of re-

combination, we are able to determine the relativistic energy density in that era.

From this, we gain information about the number of light species in our universe. In

the massless limit, we can accomplish this by a fit to only one number, the relativistic

degrees of freedom g∗ [33, 35–37, 105]. This parameter is often expressed in terms of

an effective number of neutrinos, Neff , defined such that in the Standard Model (SM)

of particle physics Neff is roughly the number of neutrino generations. Beyond the

Standard Model (BSM) physics models which contain new light species with masses
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O(eV) or less can contribute to this measurement. Consequently, we have new terrain

in which to test the SM through its prediction of g∗ = 3.38, corresponding to an Neff

of 3.046 [106–116].

There has been a statistically insignificant but consistent excess in the measured

value of g∗ [17, 19, 117, 118]. Prior to the results from the Planck satellite, the most

precise reported measurement was g∗ = 3.69± 0.16, corresponding to Neff = 3.71±

0.35 [117], coming from a combination of data from the South Pole Telescope (SPT)

and the Wilkinson Microwave Anisotropy Probe (WMAP). A similar excess is present

in measurements from the Atacama Cosmology Telescope (ACT) [19]. Very recently,

however, the Planck collaboration released the first results from its measurement of

CMB anisotropies, obtaining a result of g∗ = 3.50 ± 0.12, corresponding to Neff =

3.30± 0.27 [16]. Future Planck results will continue to improve the precision of this

measurement, with a projected final g∗ sensitivity of ±0.09 [101, 119]. In addition,

future measurements of the polarization of the CMB are projected to constrain g∗ to

within ±0.02, corresponding to constraints on Neff of ±0.044 [101]. We are entering

an era of being able to contrast the SM prediction for g∗ with the predictions of BSM

physics models containing new light species to an unprecedented precision.

The power of this probe of new physics is that in any BSM theory containing new

species with masses � 0.1 eV which were once in thermal equilibrium with the SM,

the effect of these species is contained in a single number, the correction ∆g∗ to the

SM prediction for g∗. Therefore, a map from the parameters of a BSM model to the
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number ∆g∗ can be constructed in order to determine the consistency of regions of

the parameter space with the measured value of g∗. Although useful approximations

of such a map exist [120,121], we are entering the exciting era of precision cosmology

experiments, and consequently it has become imperative to form precise theoretical

predictions. The subject of this chapter is the precise numerical computation of this

map of model parameters to ∆g∗ for a wide variety of natural, minimal BSM theories

containing new light or massless species. We approach this problem in a largely

model-independent effective field theory framework to fully characterize the effects of

all such models.

Although there are other existing constraints on new light species present in the

early universe coming from the study of Big Bang Nucleosynthesis (BBN) [122–124],

this probe does not have the same resolving power as the Planck satellite. Unlike

BBN, Planck and future polarization experiments have the power to probe the actual

values of the couplings of new light species to the SM, as we shall demonstrate in

this work. Even in the absence of a signal for new physics from future experiments,

the results of this work provide new constraints on the couplings of SM species to

new light particles which are competitive with, and sometimes even surpass, existing

constraints from other areas of physics. This establishes a new arena for testing the

predictions of BSM physics models with new light species.

The recent results for g∗ from Planck are in tension with independent measure-

ments of the Hubble expansion rate today [16]. Specifically, combining those mea-
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surements with the results from Planck leads to a preference for higher values of g∗

than quoted above. Therefore, these results are not capable of confirming or rejecting

the hypothesis of new light degrees of freedom being present in the early universe.

Regardless, in order to demonstrate the constraining power of measurements of the

CMB, we proceed as if this tension were not present. Motivated by the Planck results

given above, we proceed by supposing that values of g∗ ≥ 3.74 (Neff ≥ 3.84) are

excluded at the 95% confidence level. We interpret our results in this framework in

order to illustrate how further data could be utilized.

In section 3.2 of this chapter, we review the relevant details of the determina-

tion of g∗ using the CMB, as well as details of thermodynamics in an expanding

universe, providing a framework for the rest of this work. In section 3.3, we discuss

all BSM physics models compatible with our criteria of naturalness and minimal-

ity. Specifically, we discuss the parameters which provide the interaction strength

between various fields in the SM and the new light species present in the model. We

present the current experimental constraints on each of these scenarios, as well as

our findings for the contribution of each new light species to g∗ as a function of the

parameters in the underlying theory. We also interpret the viable parameter space of

each model in terms our aforementioned interpretation of the recent results from the

Planck satellite, placing additional constraints on theories using this new CMB data.
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3.2 Methodology

We study the effects of adding new light or massless particles to the SM on the

evolution of the universe and the CMB. Specifically, we investigate new particles which

at some time in the early universe were in equilibrium with the SM and decouple

prior to recombination. Translating between additional fields in the Lagrangian and

the measurement of the effective number of light degrees of freedom, g∗, requires

a detailed analysis of the quasi-thermal evolution of the universe. The effects of

new light degrees of freedom depend on both when and how they decouple from the

thermal bath. As we shall see, a direct measurement of anisotropies in the CMB then

leads to a resultant measure of g∗ at recombination.

In this section, we first review how light species predominantly affect the CMB,

namely via Silk damping and the early integrated Sachs-Wolfe (ISW) effect. We also

review the thermodynamics of the early universe, as well as the effects of decoupling

and other non-equilibrium events. We then discuss the range of decoupling temper-

atures which can significantly impact the CMB. Finally, we briefly review the most

important existing constraint on new light degrees of freedom, namely their effect on

Big Bang Nucleosynthesis. As this section is predominantly a review, readers familiar

with early universe thermodynamics can potentially skip to the summary provided

in subsection 3.2.6.
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3.2.1 Relativistic Species and the CMB

The early universe was not perfectly homogeneous, but instead had small per-

turbations in the distribution of energy density, which are currently believed to be

seeded by inflation. These regions of under- or overdensity correspond to small

perturbations in the metric away from the pure Friedmann-Robertson-Walker form.

CMB anisotropies provide a direct measurement of these early universe perturbations,

whose distribution and structure are sensitive to the thermodynamic conditions lead-

ing up to recombination. The CMB therefore gives us insight on the properties and

structure of the universe in its infancy. The measurement of g∗ using the CMB is

performed through a precise determination of the expansion rate, H, in the era of

recombination. The relationship between H and g∗ arises because the expansion rate

is determined solely by the total energy density, ρ, and the curvature. Increasing the

value of g∗ at a fixed temperature leads to a larger overall ρ, which then leads to

more rapid expansion. Silk damping is sensitive to the value of H leading up to and

during recombination, while the early ISW effect is affected by the evolution of H

once photons are effectively free-streaming, which lasts from recombination onwards.

For more detailed and thorough explanations of these effects than those presented

here, consult [10–12] and references therein.
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Silk Damping

Prior to recombination, protons, electrons, and photons interacted very strongly to

form a tightly-coupled plasma. Despite the high frequency of interactions, the mean

free path for photons was nonzero, and photons were able to diffuse outward. The rate

of photon diffusion grew as the protons and electrons combined into hydrogen, up until

the point of last scattering. The overall diffusion scale at the end of recombination

is therefore predominantly determined by the mean free path during recombination

and the duration of recombination. The diffusion of photons results in a partial

thermalization of the baryon-photon plasma, damping any inhomogeneities on scales

smaller than the photon diffusion length. This reduction of inhomogeneities below

some length scale in turn leads to a damping of temperature anisotropies, commonly

called Silk damping [125], above some multipole moment ld. A larger value for H

then leads to a decrease in the amount of time available for this diffusion, restricting

the damping to smaller angular scales and reducing the magnitude of the damping.

An increase in g∗ would therefore lead to reduced Silk damping, or equivalently a

larger damping moment.

Any map between the predicted diffusion length and the precise value for ld is

sensitive to experimental uncertainty in the angular distance to the last scattering

surface. In practice, it is simpler to remove this uncertainty by considering the ratio of

ld to the smaller sound horizon moment ls. This sound horizon arises independently of

photon diffusion, due to the spread of inhomogeneities in the baryon-photon plasma.
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These oscillations propagate at the corresponding speed of sound, setting an acoustic

oscillation length scale at recombination. The addition of new light species reduces the

time for these inhomogeneities to spread, which increases the value of ls, in addition to

the increase in ld. These two processes, photon diffusion and sound wave propagation,

have different time dependencies. This difference results in an increase of the ratio

ls/ld as H grows, leading to damping of more of the acoustic peaks, despite the fact

that the overall damping has been reduced.

Early Integrated Sachs-Wolfe Effect

Following recombination, photons propagate freely without scattering but pass

through points of matter over- or underdensity. If the gravitational potential of these

inhomogeneities is constant in time, there is no net effect on the CMB photons.

However, if the gravitational potential has any time-dependence, the photons will

experience some net loss or gain in energy as they pass through a single gravita-

tional perturbation and be red- or blueshifted as a result. The alteration of CMB

anisotropies due to time-dependent gravitational potentials is the ISW effect [126].

The evolution of gravitational potentials is determined by the expansion rate,

which depends on the overall particle content. In a universe consisting solely of non-

relativistic, pressureless matter, the competing effects of gravitational clustering and

universe expansion cancel, such that potentials are time-independent. However, any

nonnegligible pressure alters the expansion rate such that the potentials do evolve
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with time. There are therefore two points in time at which the ISW effect could

contribute to the CMB. The first occurs when the universe contains a nonnegligible

radiation density, which is the case immediately following recombination. This al-

teration to the CMB shortly after its formation is commonly referred to as the early

ISW effect. The second era corresponds to the point at which the vacuum energy

becomes a significant fraction of the total energy density. This second case, which

begins near modern times, is the late ISW effect.

Unsurprisingly, new light species increase the radiation energy density follow-

ing recombination, altering H and enhancing the early ISW effect. Specifically, the

presence of additional species causes gravitational potentials to evolve more rapidly,

resulting in more substantial red- and blueshifts to CMB photons passing through

these evolving potentials. On very small scales, photons will pass through multiple

such potentials, and the net effect cancels. However, the potentials rapidly become

time-independent, such that photons are unable to pass through multiple large-scale

perturbations before this effect ends. An increase to g∗ therefore enhances the variance

in temperature anisotropies on angular scales corresponding to the largest structures

immediately following recombination. The size of the largest structures at this point

coincides with the acoustic horizon, such that the early ISW effect leads to an in-

crease in the first acoustic peaks of the CMB. In practice, this effect is measured by

comparing the height of the first acoustic peak to that of latter peaks.

The effects of Silk damping and early ISW, which can be seen in figure 3.1, are
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Figure 3.1: Projected CMB anisotropy power spectrum for three different values of
g∗ (or equivalently Neff ). The addition of new light degrees of freedom increases the
height of the first peak through the early ISW effect and decreases the height of later
peaks through Silk damping. The power spectrum, and therefore these effects, are
measured by multiple observational experiments, such as the Planck satellite. These
spectra were calculated using CAMB [127,128]. The magenta, blue, and orange curves
(dark gray, black, and light gray curves, when viewed in black and white) correspond
to an Neff of 3, 4, and 5, respectively.

complementary means of measuring H, and therefore g∗, near recombination. How-

ever, they are still sensitive to two different points in time. Silk damping probes H

prior to and during recombination, while the early ISW effect is sensitive to H im-

mediately after recombination. This has two important consequences for constraints

on light species. The first is that experiments which focus on precision measurement

at smaller values of l, such as WMAP, are sensitive mainly to the early ISW effect.
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The resulting constraints are therefore more limited experimentally by the effects of

cosmic variance. Experiments which instead focus on anisotropies at larger l, such

as ACT, SPT, and Planck, are predominantly sensitive to Silk damping and are less

affected by cosmic variance.

The second consequence to note is that particles with masses near the tempera-

ture scale of recombination (∼ 0.1 − 1 eV) will potentially contribute very different

signals to these two sets of experiments. The detection of such species would involve

a detailed analysis of each individual effect, rather than a simple fit to all the exper-

imental data. While we consider massless particles for the majority of this work, we

will return to this possibility later in subsection 3.3.6.

3.2.2 Early Universe Thermodynamics

As mentioned earlier, CMB measurements of light species are predominantly sen-

sitive to the relativistic energy density, which is characterized by an effective number

of relativistic degrees of freedom g∗. For more details on the material discussed in

this subsection, see [129–131]. We can then define g∗ in terms of ρrel, the energy

density of all relativistic species, and a reference temperature T , which we take to be

the photon temperature (T ≡ Tγ),

ρrel ≡ g∗
π2

30
T 4. (3.1)

The light species content of the SM, which consists of photons and neutrinos, can

then be used to make a prediction for the measured value of g∗ at recombination.
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This prediction can be written in the form

g∗ = gγ +
7

8
gνNeff

(
Tν
T

)4

= 2 +
7

8
· 2 ·Neff

(
4

11

)4/3

, (3.2)

where the factor of 7
8

is due to the effect of Fermi-Dirac statistics on energy density,

and Tν is the calculated neutrino temperature assuming neutrinos instantaneously

decouple from the rest of the SM at T ∼ MeV. The parameter Neff is the effective

number of neutrino species. This historically defined parameter, which is 3.0461 for

the SM, is often used to parametrize the effect of any light species other than photons

on g∗. The contribution of neutrinos and any new light2 species to g∗ is given solely

by Neff . Any measured deviation from the SM prediction of g∗ = 3.38 would then

indicate the need for new physics.

This chapter calculates the full contribution ∆g∗ of new light species present in a

large number of beyond the SM theories. This contribution to the relativistic degrees

of freedom is found by calculating the energy density of new species near the point

of recombination. The contribution can also be expressed as a change to Neff as

∆Neff =
8

7

∆g∗
gν

(
T

Tν

)4

≈ 2.2 ∆g∗. (3.3)

To find the energy density of a light species at recombination, we must track the

evolution of its phase space density f(t, p). This form for the distribution function

1This effective number of neutrinos is defined such that if neutrinos truly did decouple instan-
taneously, Neff would be 3. However, detailed calculations have shown this to not be the case,
and the actual energy density of neutrinos is slightly larger than in the instantaneous decoupling
approximation due to their interactions with annihilating electrons. This then results in the slightly
larger predicted value for Neff . For details on these calculations, see [106–116].

2By light, we mean m� eV. The contribution of species with masses ∼ eV is more complicated,
as we shall discuss later.
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relies on the assumption that the universe is homogeneous and isotropic3. We must

first determine f at high temperatures, when the new species is in equilibrium with

the SM, then calculate the changes to f as the universe expands and cools, with

various species annihilating or decoupling.

As the universe expands, the evolution of each individual phase space density is

controlled by both the rate of expansion H ≡ ȧ
a
, where a(t) is the scale factor for the

expanding universe, and the rate of interaction with the other particle species. This

dependence is expressed using the Boltzmann equation

E
∂f

∂t
−Hp2 ∂f

∂E
= C[f ], (3.4)

where p = |~p| and the collision functional C[f ] accounts for changes to f due to

interactions. If we assume that the dominant interactions will consist of 2-to-2 scat-

tering, then C[f ] for some new species X is defined as the sum over all such possible

interactions involving X. If each interaction process is time-reversal invariant,

C[fX ] =
1

2

∑
X,i→j,k

∫ ( ∏
s=i,j,k

gs
d3ps

(2π)32Es

)
(2π)4δ4(p)S |M|2 Ω(fX , fi, fj, fk), (3.5)

with the squared amplitude |M|2 averaged over the spins of both incoming and out-

going particles. The term S corresponds to a symmetry factor whose value is 1
2

when

j and k are identical particles, to avoid overcounting of states in the phase space

3As discussed earlier, the universe is in fact not perfectly homogeneous or isotropic, and the distri-
bution functions therefore have some spatial and directional dependence. However, these deviations
are quite small in magnitude, and any resulting correction to the CMB is below the experimental
resolution. Consequently, any inhomogeneities and anisotropies in the distribution functions are
negligible for our purposes.
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integral, and is 1 otherwise. The Ω({f}) function is the phase space weighting term

Ω(fX , fi, fj, fk) = fjfk(1± fX)(1± fi)− fXfi(1± fj)(1± fk), (3.6)

where the ± term is + for bosons (Bose enhancement) and − for fermions (Pauli

exclusion). The collision terms therefore couple together the Boltzmann equations

for various particle species.

A detailed treatment of the full evolution of species in the early universe can

be found in [132]. For our purposes, the most important fact is that during non-

equilibrium events, specifically the decoupling or annihilation of a species, the mo-

mentum dependence of the collision functional C[f ] can alter the phase space density

of a decoupling species away from the standard thermal distributions. For these cases,

a general phase space density must be numerically evolved in time to find the pre-

cise contribution to g∗ at lower temperatures. The focus of this work includes both

decoupling and annihilation, necessitating our numerical treatment.

So far we have treated the expansion of the universe as an independent process,

but it is in fact coupled to the evolution of its particle content through the Einstein

field equations. Assuming a flat, isotropic, and homogeneous universe, we obtain the

Friedmann equations,

H2 =
8πG

3
ρ,

∂ρ

∂t
= −3H(ρ+ P ),

(3.7)

where ρ and P refer to the total energy density and pressure of the full particle

content. The Boltzmann equations and Friedmann equations then combine to give a
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coupled set of integro-differential equations governing the full evolution of the early

universe.

3.2.3 Decoupling, Recoupling, and the Redistribution of En-

tropy

While a full solution to the Boltzmann and Friedmann equations is necessary to

understand the detailed evolution of any species X and its exact contribution to

g∗, we can first gain a qualitative understanding by considering the approximation

of instantaneous decoupling. Once we have developed this conceptual framework, we

will then turn to more precise statements about the complete evolution of distribution

functions.

In the instantaneous decoupling approximation, the point of decoupling can be

found by comparing the rate of expansion H to the rate of interaction ΓX , defined as

ΓX =
∑

j,k→X,i

njnk
nX
〈σv〉j,k→X,i, (3.8)

where 〈σv〉 is the thermally-averaged cross-section for any interaction j, k → X, i.

This average cross-section can be formally defined as

〈σv〉j,k→X,i =

∫ ( ∏
s=X,i,j,k

gs
d3ps

(2π)32Es

)
(2π)4δ4(p)S |M|2 fjfk

njnk
(1±fX)(1±fi). (3.9)

Note that the symmetry factor S now includes an additional factor of 1
2

if the initial

state consists of identical particles, as well as the original 1
2

for an identical-particle
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final state. The full set of thermally-averaged cross-sections can be related to the

collisional term C[f ] via∫
gX

d3pX
(2π)3EX

C[fX ] =
∑
X,i,j,k

(njnk〈σv〉j,k→X,i − nXni〈σv〉X,i→j,k) . (3.10)

Conceptually, ΓX corresponds to the rate of production per particle for species X. As

the universe expands, both H and ΓX will decrease, though generically at different

rates. If ΓX decreases more quickly than H, then it is possible for a species originally

in equilibrium to ‘freeze out’ and decouple from the remainder of the SM.

Conversely, if H decreases more quickly than ΓX , a species originally out of equi-

librium may actually recouple to the SM. In this case, however, X will generically not

have the same temperature as the SM, if it even has a well-defined temperature, prior

to recoupling. Instead, the initial distribution will depend on any other particle con-

tent that could potentially couple to X, making this scenario very model-dependent.

In this framework, the point of instantaneous decoupling/recoupling is defined

simply as the temperature at which ΓX = H. It is common to assume that species

are in full equilbrium prior to decoupling, then evolve freely immediately after freez-

ing out. This approximate description is correct only when all relevant species are

relativistic and originally in full equilibrium. However, if X decouples during other

nonequilibrium processes, such as nonrelativistic annihilation, the full set of Boltz-

mann equations must be used.

Once T drops below the mass of any particle, that species begins to annihilate

away, with the number density quickly falling to a negligible amount. The entropy
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of the annihilating species is redistributed amongst the remaining interacting species,

such that the temperature of all remaining species decreases less quickly than would be

the case in free expansion. If X has decoupled from the SM prior to this annihilation,

it will not participate in the resulting entropy redistribution, and therefore reaches a

temperature lower than that of the SM following the annihilation.

To determine the impact of these entropy redistributions, we need to track the

relativistic entropy density s as a function of temperature. If the entropy density of

all SM species in equilibrium (excluding X) was initially s0 when X instantaneously

decoupled from the SM at temperature T0, conservation of total entropy gives us the

resulting temperature ratio following an entropy redistribution. This ratio can be

expressed as a function of the entropy density s of all species in equilibrium at any

future temperature T ,

TX
T

=

(
s/T 3

s0/T 3
0

)1/3

. (3.11)

In practice, because the entropy of annihilating species is only being distributed

amongst relativistic species in full thermal equilibrium, it is much simpler and equiv-

alent to instead use the relativistic degrees of freedom, rather than s/T 3, to calculate

the ratio

TX
T

=

(
gafter
∗

gbefore
∗

)1/3

, (3.12)

where gbefore
∗ and gafter

∗ are the relativistic degrees of freedom of all SM species in

equilibrium immediately before and after the entropy redistribution. This decrease
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in relative temperature also decreases the ∆g∗ due to X,

∆g∗ = ∆g∗0

(
gafter
∗

gbefore
∗

)4/3

, (3.13)

where ∆g∗0 is simply the initial contribution of X to g∗ at T0. For multiple entropy

redistributions, the overall ratio TX
T

can be found simply by multiplying together the

ratios from each individual redistribution, giving the full contribution of X to g∗.

Again, this discussion has made the simplifying assumption of instantaneous de-

coupling. In general, we cannot simply use comparisons of ΓX to H to determine the

exact evolution of the phase space density fX(t, E) if the species X decouples during

nonequilibrium processes. Our treatment must instead be made more precise by nu-

merically solving the Boltzmann equation for X, as well as the Friedmann equations,

which govern the evolution of the SM temperature T (t) and the expansion scale factor

a(t). More details on our numerical treatment can be found in appendix B.

The evolution of a given model of new light species is determined by calculating the

collision functional C[fX ] in terms of the model parameters, such as the suppression

scale Λ of nonrenormalizable operators in an effective theory. This interaction term

then governs the process of decoupling X from the SM. Any SM annihilation and

entropy redistribution that occurs after this decoupling reduces the change in effective

degrees of freedom ∆g∗ at the point of recombination. The contribution to g∗ for a

specific model can be found by using the resulting fX near the point of recombination

to calculate the energy density ρX . Solving this contribution in terms of generic

couplings establishes a direct relationship between model parameters and ∆g∗.
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It is important to note that in this work we consider the effective field theory

of each model at very low energies (as low as ∼ MeV). In order to match to any

full UV theory which generates the operators in this effective theory, one should in

principle treat operator couplings as Wilson coefficients and run these couplings from

the high energy theory down to the scale of interest using the renormalization group.

We assume that this running has already been done when we write down our effective

operators, such that we are working with the matched coefficient.

3.2.4 Relevant Decoupling Temperatures

For new light species to currently be detectable with the CMB, they must de-

couple at low enough temperatures such that their contribution ∆g∗ is within the

experimental sensitivity of Planck [16]. The full dependence of ∆g∗ on the decou-

pling temperature for various particle types is shown in figure 3.2. This functional

dependence is calculated in the instantaneous decoupling approximation by using eq.

(3.13) in combination with g∗ of the SM as a function of temperature, which is shown

in figure 3.3.

As we see in figure 3.2, for a species to be within the sensitivity of Planck, it must

decouple at temperatures T . 200 MeV, which corresponds to the approximate scale

of the QCD phase transition (see [133] and references therein for details). Prior to this

point, quarks and gluons are the relevant degrees of freedom for the QCD sector, such

that the total number of SM degrees of freedom is g∗ = 61.75. As the universe cools
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Figure 3.2: Additional light degrees of freedom ∆g∗ at recombination for a new light
species as a function of the decoupling temperature (in the instantaneous decoupling
approximation), calculated using eq. (3.13). The contribution of various particle
species is shown, specifically a real scalar boson (magenta), a Weyl fermion (blue), a
real gauge boson (orange), and a Dirac fermion pair (green). The dashed line indicates
the current sensitivity of the Planck observational experiment [16]. The gray region
corresponds to the QCD phase transition, where the precise evolution of g∗(T ) for
the SM is not well-understood. The provided values of ∆g∗ should therefore only be
interpreted qualitatively in that region.

to lower temperatures, the SM transitions to a regime where mesons and baryons are

the appropriate degrees of freedom. Specifically, the relevant hadrons present below

the QCD phase transition are pions and charged kaons, such that g∗ = 19.25. This

significant reduction in the degrees of freedom results from the rapid annihilation or

decay of any more massive hadrons which may have formed during the transition.

The QCD phase transition therefore corresponds to a large redistribution of entropy
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Figure 3.3: Effective degees of freedom g∗ in the SM as a function of temperature.
The gray region corresponds to the QCD phase transition, where the precise evolution
of g∗(T ) is not well-understood. The provided values of g∗ should therefore only be
interpreted qualitatively in that region.

into the remaining degrees of freedom, such that any species which decouples from

the SM prior to the transition will not contribute significantly to the CMB.

In principle, it is possible to discover species which decouple during the QCD phase

transition, as those species could contribute values of ∆g∗ above the experimental sen-

sitivity. However, the precise details of this phase transition are not well-understood

because of, e.g., strong coupling effects, and this transition is an area of active study

(see [134–136] and references therein). Consequently, we do not know how to make

precise predictions for ∆g∗ for species decoupling in this era. These computations

are beyond the scope of our work, so we choose to restrict our focus to species which
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decouple after the QCD phase transition.

For new species which do decouple immediately after this point, the calculation of

∆g∗ is sensitive to whether the species couples to leptons or to quarks. Species which

couple solely to leptons have a straightforward decoupling process, as all relevant

interactions are sufficiently weakly renormalized. Species which couple to quarks

will then couple to pions and kaons, whose couplings can be strongly renormalized.

We must restrict ourselves to quark and meson couplings which involve conserved

currents, as these are then protected against strong renormalization effects. For this

set of couplings, we can still make precise predictions for the contribution of new light

species which couple to quarks, even at temperatures immediately below the QCD

phase transition.

3.2.5 Big Bang Nucleosynthesis

Most models which include additional light degrees of freedom will have other

model-dependent constraints, such as those from collider signals or various astro-

physical observations. Arguably the most important model-independent bound other

than that of the CMB is that placed by Big Bang Nucleosynthesis (BBN). The mea-

surement of the primordial relic abundance of light elements formed by BBN provides

an independent probe of new light species, although at times earlier than recombi-

nation. While here we only give a brief summary of the relevant aspects of BBN, an

excellent introduction to the topic can be found in [122–124].

57



CHAPTER 3. NEW LIGHT SPECIES AND THE CMB

The resulting abundances of the light elements, particularly helium-4 (4He), are

sensitive to the number density of neutrons at the start of BBN. When neutrons

and protons were in full equilibrium, the number of neutrons relative to that of

protons continued to fall due to their mass splitting. The neutron abundance is then

determined by the point at which the weak interactions, which interconvert protons

and neutrons, freeze out. A larger expansion rate results in earlier freezeout, which

in turn leads to a larger number of neutrons and therefore more 4He.

The precise value of H at the time of BBN, which would be increased by the

presence of additional light species, therefore determines the relic abundance of 4He.

This abundance is often expressed in terms of the so-called ‘helium mass fraction’

YP ≡
4nHe

nH + 4nHe
. (3.14)

Observational determinations of YP therefore provide another means of constraining

the relativistic energy density of the early universe, though it is important to re-

member that these constraints apply at a different period of time than those placed

by direct CMB measurements of g∗. The SM prediction for the primordial helium

abundance is YP = 0.2487 ± 0.0006 [122], and this prediction can be tested by both

extracting the primordial abundance from direct observations of the modern helium

abundance and observing the effects of YP on CMB anisotropies.

Multiple primordial helium extractions have yielded results near YP = 0.240 ±

0.006 [122], which are consistent with SM predictions, but two recent observational

studies have indicated a higher abundance of YP = 0.2565 ± 0.0010 (stat) ±0.0050
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(syst) [137] and YP = 0.2561 ± 0.0108 [138], which are consistent with a larger

rate of expansion. This in turn allows for the presence of new light species. In

addition, combined CMB constraints from SPT and WMAP are consistent with

YP = 0.296 ± 0.030 [18], and combined results from Planck and WMAP are con-

sistent with YP = 0.266± 0.021 [16]. These results are therefore currently incapable

of either completely confirming or excluding the existence of new light species, but

instead increase the importance of the precision CMB measurements of g∗ possible

with future experiments.

Lastly, it is important to note that there is tension between the SM prediction

and observational determinations of the abundance of lithium-7 (7Li), with a lower

observationally inferred primordial 7Li abundance than that predicted by BBN. Un-

fortunately, this discrepancy is not immediately remedied simply by the presence of

new light species, and the detailed model-building necessary to address this tension

is beyond the scope of this work. However, the 7Li problem does present another

exciting opportunity for the possible discovery of new physics [139–143].

3.2.6 Summary

We have now introduced the framework necessary for the remainder of this chap-

ter. The focus of this work is the effects of light species in BSM theories on the CMB,

which we determine by computing the energy density of the new light species at re-

combination. We specifically concern ourselves with species which were in thermal
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equilibrium with the SM and then decouple after the QCD phase transition, poten-

tially during the annihilation of a SM species. Any species which decouples from

the SM before the QCD phase transition cannot be probed by the Planck satellite,

as its energy density is much smaller than that of the SM. The energy density of

light species is calculated by numerically solving the coupled Boltzmann and Fried-

mann equations, found in eqs. (3.4) and (3.7), in order to compute the potentially

nonthermal distribution function of the new species. The distribution function im-

mediately following decoupling can then be used to calculate the energy density at

recombination, which determines g∗ using eq. (3.1).

3.3 Models

In this section, we consider the set of models which can contribute to the CMB

measurement of g∗
4, mainly restricting ourselves to models where the additional de-

grees of freedom were in thermal equilibrium immediately following the QCD phase

transition5. Such models must either contain new species with mass . eV or alter the

neutrino energy density. While there are a very large number of possible models one

could write down, we choose to restrict ourselves to those which are both minimal

and natural.

4We only consider models with light degrees of freedom. It is possible to construct models where
heavier species mimic the effects of light degrees of freedom through a nonzero presure resulting
from non-equilibrium distribution functions [144].

5There are models where out-of-equilibrium effects such as decays generate a contribution to
g∗ [145–154], but no generic model-independent statements can be made about such scenarios, so
we do not consider them in this work.
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We consider a model to be minimal if it contains the smallest possible hidden

sector in the low-energy theory. In particular, this restricts our discussion to models

of elementary particles, ignoring the possibility of light composite states. We then

direct our attention to the low-energy effective field theory (EFT) and ignore any

additional particle content which may arise at higher energies, as these are irrelevant

for our calculations.

For this work, we define naturalness as technical naturalness. We therefore require

that the size of quantum corrections not exceed the size of the physical observables in

the theory, i.e. | δλ
λ
| < 1 for all parameters λ, as large corrections require an artificial

fine-tuning of parameters.

A large number of potential models of light species are unnatural, due to large

corrections to the mass of that new species. There are two predominant methods

of suppressing quantum corrections to a particle’s mass. The first method is the

introduction of an additional symmetry which prohibits the existence of a mass term

for that species. The second option is the use of strong dynamics in a hidden sector to

generate large anomalous dimensions for mass terms, such that those terms become

irrelevant operators, giving rise to a vanishing mass in the low-energy EFT. However,

most models of the latter type tend to contain a relatively rich spectrum, violating

our minimality principle. Although this is an interesting direction for future research,

it is outside the class of models we consider. We therefore focus solely on theories of

light species which contain a protective symmetry.
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The classes of possible new light species can be divided up by spin, as this restricts

the protective symmetries available. We progress through each possible case, from

spin-0 to spin-2, considering all minimal, natural models. For each model, we then

scan over all allowed couplings, numerically solving the Boltzmann and Friedmann

equations to calculate the full process of decoupling for any species which decouples

during SM entropy redistributions. The details of our numerical approach can be

found in appendix B. Using the resulting distribution function after the decoupling of

our new light species, we then calculate the energy density at recombination, which

is reported as the contribution to g∗ as a function of the coupling parameters of

the theory. This calculation of ∆g∗ is specifically done in the massless limit, and is

accurate for new species with m � eV. In subsection 3.3.6, we briefly discuss the

potential effects of non-negligible masses.

As discussed in subsection 3.2.4, each new light species must also decouple after

the QCD phase transition in order to be constrained by Planck, which limits the

dimensionality of the operators we choose to consider. If our new species couples

to the SM with an operator of scaling dimension d, the operator is suppressed by

Λ4−d, where Λ is the approximate cutoff scale of the EFT. Dimensional analysis

then indicates that, given independent experimental constraints, only operators of

dimension d . 6 will be able to maintain equilibrium between a new species and the

SM until after the QCD phase transition.

Finally, we discuss possible extensions to the SM which do not contain new light

62



CHAPTER 3. NEW LIGHT SPECIES AND THE CMB

species, but instead alter the neutrino distribution, through such means as decay or

neutrino asymmetry. These models then enhance the neutrino energy density relative

to SM predictions, leading to an increase in g∗.

3.3.1 Spin-0: Goldstone Boson

The first possibility for new light species is a spinless scalar boson. However,

the mass of any new scalar particle is generically sensitive to quantum contributions

resulting from interactions. While supersymmetry could potentially preserve the nat-

uralness of scalar masses, the observed particle spectrum indicates that any couplings

between the SM and new light scalars would mediate supersymmetry-breaking mass

terms significant enough to require fine-tuning. The only viable symmetry which can

protect the mass term of such light scalar bosons is then a shift symmetry, φ→ φ+ ε.

This is precisely the symmetry present in the Goldstone modes of a spontaneously

broken global symmetry. In the limit of an exact global symmetry, the mass of the

corresponding Goldstone boson is restricted to be zero, with any quantum corrections

forbidden by the symmetry. Even if the symmetry is inexact, the mass of the pseudo-

Goldstone is proportional to the symmetry-breaking terms in the original Lagrangian,

rather than the cutoff of the effective theory. We therefore restrict ourselves to the

study of Goldstone bosons, as other theories of light scalars are generically tuned and

unnatural. These particles arise in many theories, such as the QCD axion and the

so-called ‘String Axiverse’ of string compactifications [155].
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Since we only discuss thermodynamics after the QCD phase transition, the only

allowed interactions are those with leptons, mesons, baryons, and the photon. In

this low energy effective theory, any combination of such couplings may conceivably

be allowed. We explore all of these possibilities, finding that current collider and

astrophysical bounds are such that almost all scenarios are excluded, and minimal

models of Goldstone bosons must have a negligible impact on g∗. There are small

corners in (flavor-dependent) parameter space which are still viable and in which they

could in principle have a small but non-negligible impact on the effective number of

relativistic degrees of freedom. We conclude that unless we are very lucky, the addition

of a natural massless or near massless scalar will have, at best, a tiny impact on the

CMB and thus would require significant advances in our ability to measure g∗.

First, we consider couplings to leptons. Due to the shift symmetry, any coupling

between an exact Goldstone boson and SM fermions must only contain derivatives of

the field φ. We parameterize our effective field theory as

L ⊃ 1

2
(∂µφ)2 +

∂µφ

2Λ
ψ†Lσ̄

µψL +
∂µφ

2Λ
ψc†R σ̄

µψcR + h.c. (3.15)

Using identities found in [156], we can also write our Lagrangian in Dirac notation,

resulting in

L ⊃ 1

2
(∂µφ)2 − ∂µφ

Λ
Ψ̄γµγ5Ψ + h.c. (3.16)

In this form, it is simple to see that the interaction is specifically a derivative coupling

between φ and the axial current of Ψ. One might suspect that some theories could
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potentially generate a similar coupling between φ and the vector current for Ψ. How-

ever, any interaction of that form must vanish due to vector current conservation.

The conservation of the axial current is broken by the mass term for Ψ, meaning

that the axial coupling does not similarly vanish. However, this does imply that any

interaction rate involving the axial coupling is necessarily proportional to the fermion

mass m, and thus vanishes in the m→ 0 limit.

In simple UV completions of this effective field theory, the couplings of φ to

the SM are flavor-blind. More sophisticated UV model-building could potentially

result in flavor-specific couplings. However, a flavor-specific basis generically leads to

interactions which mix generations. There are greatly restrictive constraints coming

from flavor physics, as we shall discuss briefly below.

Due to the Λ suppression of the derivative couplings, the interaction rate between

φ and leptons will be dominated by processes which only involve one Goldstone in-

teraction term, shown in figure 3.4. Note that, as this dominant process involves

the emission/absorption of a photon, the interaction rate Γφ has no dependence on

the coupling between φ and neutrinos. Because of this, the only relevant lepton

interactions for φ are those with electrons and muons.

In the relativistic limit, dimensional analysis would expect the interaction rate be-

tween φ and a SM lepton Ψ to scale as Γφ ∼ T 3

Λ2 . However, the broken axial symmetry

for Ψ restricts the interaction rate to take the form Γφ ∼ m2T
Λ2 . The expansion rate will

therefore drop more quickly than the interaction rate as the universe expands. This
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Figure 3.4: Dominant interaction process for the Goldstone-lepton coupling.

implies that φ could have been out of thermal equilibrium after the time of global

symmetry breaking, and come back into thermal equilibrium with the SM leptons at

some point before the leptons annihilated.

As the universe cools to temperatures comparable to the relevant lepton mass,

this simplified form for the interaction rate will be substantially modified and needs

to be computed numerically. The interaction rate Γφ will begin to drop rapidly as the

leptons annihilate away, redistributing their entropy amongst the remaining coupled

species. If Λ is very large and substantially suppresses Γφ, φ will not have recoupled by

the time the leptons annihilate, meaning that φ will forever remain out of equilibrium.

Additional couplings beyond the lepton-only couplings we consider in this paragraph

would be needed in order to have SM-φ interactions. For each lepton, there is then

some maximum Λ for recoupling. Any Goldstone boson with a larger Λ will not be

reheated by the entropy redistribution and therefore cannot substantially contribute

to g∗ at recombination.

The distribution function for φ prior to recoupling is dependent on the original
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process of decoupling at high energies, which is then sensitive to details of the UV

theory, including the relative timings of global symmetry breaking and inflation. It

is then impossible to make fully model-independent predictions for the contribution

of φ to g∗ in the case where φ only couples to leptons. However, in a large class

of models, φ will also couple to quarks and photons, which results in qualitatively

different evolution.

For the case where φ has similar couplings to quarks, we must examine the result-

ing interactions between φ and mesons, specifically pions and charged kaons, since

we consider temperatures below the QCD phase transition. At these temperatures,

however, the number density of kaons will be much lower than that of pions, such

that any φ-kaon interactions will be subdominant. We can then simply focus on those

couplings which involve pions. Following [157], the original coupling of φ to quarks

can be rewritten in terms of the axial quark current. After the phase transition to

mesons, interactions with the quark current are replaced by those with the axial pion

current, which is safe from QCD renormalization effects. The full Lagrangian can

be expanded to leading order in Λ and fπ and subsequently studied, and depends

on the details of the flavor structure in the UV. We assume flavor-blind couplings,

as flavor-specific couplings in the UV do not alter our predictions for the thermody-

namic properties of φ, but such couplings must obey additional constraints coming

from flavor physics. With this assumption, we find that those terms which dominate
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the interaction rate between φ and pions are

L ⊃ − 2rm
3fπΛ

π+π−∂µφ∂
µπ0 +

rm
3fπΛ

π0π+∂µφ∂
µπ− +

rm
3fπΛ

π0π−∂µφ∂
µπ+. (3.17)

We have defined the ratio rm = md−mu
md+mu

, where mu and md are the up and down

current-quark masses. We use the approximate value rm = 1/3, based on lattice QCD

calculations [102], as well as the convention fπ = 93 MeV. Interactions of this type will

potentially keep the Goldstone boson φ in thermal equilibrium until the pions fully

annihilate and redistribute their equilibrium, depending on the suppression scale Λ.

The corresponding interaction rates decrease more rapidly than the expansion rate,

leading to the freezing out of the φ-π interactions.

Finally, there can be couplings of φ to photons via operators of the form

L ⊃ − e2

32π2Λγ

φF µνF̃µν . (3.18)

This operator arises because the axial symmetry in question can be anomalous. This

Λγ is not necessarily precisely the same as the Λ which couples φ to SM fermions,

though their orders of magnitude are similar in a large number of UV completions.

This is because the operator can be induced by loops of SM fermions. The additional

loop factor in the parameterization of Λγ is present because in these cases, the op-

erator appears in the Lagrangian suppressed by a loop factor relative to the fermion

couplings. As mentioned earlier, depending on the UV structure of the model, this

operator may or may not be present in the low-energy theory. Similar to pion cou-

plings, this operator gives rise to a rate such that φ-γ interactions freeze out as we
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go to lower temperatures.

We now outline the constraints on these scenarios, working in a general framework

with no assumptions regarding the operator or flavor structure of couplings in the UV.

The bounds are best stated in terms of the effective operators

L ⊃ −∂µφ
Λf

Ψ̄fγ
µγ5Ψf −

e2

32π2Λγ

φF µνF̃µν , (3.19)

where Ψf can either be a charged lepton or the proton. The strongest bounds for these

models come primarily from observations of stellar and supernova cooling, which will

also greatly constrain other models within this work. The production of new light

species which interact weakly enough to escape the interior of a star provides an effi-

cient energy loss mechanism, affecting both stellar cooling and evolution. Comparison

of SM predictions to astrophysical observations then provides a strong constraint on

the interactions of such new species. The resulting constraints for Goldstone interac-

tions are

Λe & 2.9× 109 GeV,

Λp & 3.5× 109 GeV,

Λγ & 1.2× 107 GeV.

(3.20)

More details about these bounds can be found in [158–161]. The relationship between

the effective proton scale Λp and the UV quark coupling scale Λ ≡ Λq present in eq.

(3.17) depends on phenomenological parameters in the baryon chiral Lagrangian, as

well as details of the UV theory. However, Λp and Λq are related by an O(1) number.

Consequently, we use the conservative bound Λq & 5× 108 GeV.
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In addition, there are constraints on the set of off-diagonal operators schematically

of the form 1
Λµe

∂µφµ̄γ
µγ5e coming from µ→ e+ /E [102]. These bounds restrict

Λµe & 1.6× 109 GeV. (3.21)

These off-diagonal operators’ contributions to early universe thermodynamics are not

significantly different from that of muon couplings during the era following the QCD

phase transition. Consequently, we do not consider this case to be qualitatively

distinct from the case with muon couplings, but considerably more constrained, and

so we do not consider these operators further.

Finally, there are direct constraints on Λµ also coming from observations of super-

novae. We take the average temperature within the core of a supernova to be T ≈ 30

MeV [159], which allows for the presence of a non-negligible muon abundance. We can

therefore apply the same cooling bounds to muon couplings, with a small suppression

due to the lower muon number density. Based on [159], we calculate the approximate

bound

Λµ & 2.0× 106 GeV. (3.22)

In order to consider the general list of all possible models, we present our results for

each interaction separately. For a large number of models, multiple such interactions

will be present, such that these results will be even more restrictive.

Electrons/Photons: Electron interaction rates are suppressed by me
T

, and pho-

ton interaction rates are suppressed by the loop factor e2

32π2 , such that these two
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Figure 3.5: ∆g∗ due to a single Goldstone boson which interacts with only pions.
The contribution to g∗ at recombination is given as a function of the effective scale Λ,
which suppresses this interaction. The gray region for Λ & 5×106 GeV corresponds to
models which decouple during the QCD phase transition. The provided values of ∆g∗
should therefore only be interpreted qualitatively in that region. Supernova and star
cooling constraints on this scenario limit Λ & 109 GeV, and so this plot demonstrates
that the Goldstone must have decoupled during or before the QCD phase transition.

heavily-constrained interactions do not play a role in the thermal evolution of Gold-

stone bosons.

Pions: For Goldstone bosons to be in thermal equilibrium with pions and re-

ceive any of the pion entropy redistribution, the coupling suppression scale must be

Λ . 5 × 106 GeV. This is illustrated in figure 3.5. The maximum possible Λ neces-

sary is far below the bound on Λ quoted above, and therefore the decoupling of the

Goldstone must have happened during or before the QCD phase transition, making

71



CHAPTER 3. NEW LIGHT SPECIES AND THE CMB

Figure 3.6: ∆g∗ due to a single Goldstone boson which interacts with at least pions
and muons. The contribution to g∗ at recombination is given as a function of the
effective scale Λ, which suppresses this interaction. The blue-gray region for Λ &
1.5×107 GeV corresponds to models which decouple during the QCD phase transition.
The provided values of ∆g∗ should therefore only be interpreted qualitatively in that
region. Supernova and star cooling constraints on this scenario limit Λ & 109 GeV,
and so this plot demonstrates that the Goldstone must have decoupled during or
before the QCD phase transition.

the Goldstone not a viable candidate for a contribution to g∗ in theories containing

only pion interactions.

Muons: In the case of muon-only couplings, it is not possible to give well-defined

initial conditions for the Goldstone boson distribution function just prior to the re-

coupling of the Goldstone boson to muons. For all reasonable initial configurations of

the Goldstone distribution function, the maximum contribution possible would result

from thermalization of the Goldstone bosons with muons, leading to a contribution of
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∆g∗ = 0.26, or ∆Neff = 0.57. We plan to pursue more precise predictions in future

work.

However, if these couplings are present in conjunction with couplings to pions, then

it is possible to study the decoupling of Goldstones from the SM, as the Goldstones

had been in thermal equilibrium in the era leading up to muon annihilation. In order

for a Goldstone to have received any entropy at all from SM annihilations following

the QCD phase transition, it must have coupled with Λ < 1.5 × 107 GeV. This is

illustrated in figure 3.6. While such couplings are allowed for muon interactions, this

range is below the pion bounds quoted above, and therefore the Goldstone is not a

viable candidate for a contribution to g∗ in this scenario.

To summarize, there are no parts of the minimal, natural parameter space where

the Goldstones had been in thermal equilibrium with the SM through the QCD phase

transition which do not directly conflict with bounds coming from star and supernova

cooling. As such, the effects of Goldstone bosons on the CMB in the predictive part

of the parameter space are well below the sensitivity of the Planck satellite. One

can, however, have couplings to only the muon with Λ in the narrow window between

2.0× 106 GeV and 1.5× 107 GeV, and still obtain a nontrivial contribution to ∆g∗,

though it is not possible to give well-defined, model-independent initial conditions for

the Goldstone distribution function in this scenario. Therefore, the only viable set of

theories must contain a highly specific hierarchy of couplings, such that interactions

with muons are much stronger than those with other SM fields present after the QCD
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phase transition, without the generation of significant off-diagonal couplings.

3.3.2 Spin-1
2: Light Fermion

Natural models of light spin-1
2

fermions are made more easily than those contain-

ing light scalar bosons. This naturalness can arise due to chiral symmetry, which

corresponds to a rotation of the field by an arbitrary phase, χ→ eiαχ. This symme-

try permits any fermion gauge and kinetic terms, but forbids Majorana mass terms.

Even if chiral symmetry is explicitly broken by the presence of a small fermion mass,

corrections to this mass parameter are in general proportional to the original value,

eliminating the need for any fine-tuning. Similarly, Dirac mass terms can be protected

by an axial symmetry.

Because of this protective symmetry, there are many allowed interactions for light

fermions. The possible models include interactions with SM gauge bosons, either

through direct gauge couplings or dipole moments, as well as interactions with SM

fermions through effectively pointlike operators, which result from the exchange of

heavy intermediary particles.

Gauge Interactions

One possibility is that a new light fermion χ is charged under the SM gauge

groups. The coupling strength of a fermion in any representation of SU(3)C or SU(2)L

is completely fixed by the representation theory of these groups. While χ could
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näıvely have any value of hypercharge, the prospect of gauge unification indicates that

hypercharge values are also discrete. Any new fermion in non-trivial representations

of the SM gauge groups will therefore couple with the same strength as the SM

fermions. Light species which possess electromagnetic or color charge are completely

excluded. The only remaining option is a neutral fermion, which must couple to the

Z, but these light fermions are excluded by measurements of the Z-width [102]. As

such, light fermions in any non-trivial representation of the SM gauge groups are

excluded as potential candidates for contributions to g∗.

However, if χ instead coupled to some new gauge boson, kinetic mixing between

this new field and the SM gauge bosons would lead to mixing-suppressed SM gauge

couplings for χ. Any such ‘millicharged’ light fermion therefore requires the existence

of a new gauge boson, which would also contribute to g∗. We consider the details of

new gauge bosons and the resulting millicharged interactions in subsection 3.3.3.

Dipole and Anapole Moments

While a new fermion cannot carry SM charges, χ could still interact via dimension-

5 dipole moment operators. The only nontrivial dipole interactions between χ and

SM gauge bosons are those with the hypercharge gauge boson, which are of the form

L ⊃ − 1

Λ
BµνχLσ

µνχcR + h.c., (3.23)

where the structure of these operators is such that we must introduce two new Weyl

fermions, χL and χcR. These interactions can arise from loops involving heavy charged
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intermediaries, whose mass and couplings set the dipole moment scale Λ.

However, the charged intermediary loops that generate this operator necessarily

preserve only the vector U(1) global symmetry of χ, which is precisely the symmetry

structure allowed by a Dirac mass term mχLχ
c
R. Therefore, any UV completion

reducing to the theory containing the Lagrangian terms of eq. (3.23) must also allow

for a Dirac mass term. It is not apparent how to create a UV completion of this

model which induces only a dipole term corresponding to large mass scales, while

generating the Dirac mass . eV in a natural fashion. Experimental constraints from

star cooling observations [162] currently limit χ dipole moments to

Λ & 109 GeV. (3.24)

Due to the resulting large separation of scales in this highly constrained EFT, we do

not consider a theory with new light species possessing a SM dipole moment to be a

viable, natural candidate for a contribution to ∆g∗.

A similar interaction term corresponds to the anapole moment and charge radius

operators, which are of the form

L ⊃ − 1

Λ2
χ†σ̄µχ∂νBµν . (3.25)

Such interactions are dimension-6 and only require the existence of a single new

Weyl fermion χ. New species with such interactions were discussed in the context of

dark matter in [163]. Unlike dipole moments, such anapole moment interactions do

not break chiral symmetry and are therefore compatible with new light or massless
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species, not just nonrelativistic dark matter.

Assuming vanishing boundary terms, the anapole interaction can be rewritten as

L ⊃ 1

Λ2
∂µ
(
χ†σ̄µχ

)
∂νB

ν +
1

Λ2
χ†σ̄µχ∂2Bµ, (3.26)

which then results in couplings between χ and both the photon and Z. Similar to

the case of Goldstone bosons, processes involving the first interaction term will be

proportional to mχ, as this interaction involves the divergence of a current which is

conserved in the limit mχ → 0. As mχ � T for all cases we consider, such processes

are greatly suppressed and this particular interaction is irrelevant to our discussion.

The second interaction term is not similarly suppressed but instead has the form

of a gauge coupling with additional momentum dependence. The dominant process

involving this interaction is the exchange of a photon between χ and SM fermions.

In such processes, the extra powers of momentum in this operator will cancel with

those of the photon propagator, resulting in an amplitude of the same form as four-

fermion interactions between χ and the SM. While the full models generating four-

fermion interactions are very different from those which generate anapole moments,

the phenomenology and the resulting bounds on the suppression scale Λ will be very

similar for both models. The results for four-fermion interactions, which are discussed

in the following subsection, can therefore easily be applied to models involving anapole

moment interactions.
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Four-Fermion Interactions

Another possibility for EFT interactions of light fermions is the dimension-6 cou-

plings of a single Weyl fermion χ or a Dirac pair of fermions X to SM fermions.

Such couplings can arise due to the exchange of a massive scalar or vector boson.

Spontaneously broken gauge symmetries, which generate such massive interactions,

are present in a large class of theories. Two well-motivated examples are the addi-

tion of light sterile neutrinos which couple to the SM via a new massive gauge boson

Z ′, corresponding to a spontaneously broken U(1) [164–167], and theories where the

axino, the supersymmetric partner of the axion, remains light and interacts with the

SM via other heavy superpartners.

As we will see below, light Weyl fermions with dimension-6 couplings are strong

candidates for significant contributions to g∗. Interactions suppressed by scales Λ ∼

2 TeV will keep new species in equilibrium until after the QCD phase transition,

leaving such species with a detectable energy density at recombination. The strongest

independent bounds on such models are placed by collider experiments, which will

continue to probe the relevant parameter space. These theories will then potentially

be discovered or fully excluded with the LHC.

In Dirac notation, the possible four-fermion operators present after electroweak
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symmetry breaking (EWSB) take four forms,

1

Λ2
X̄XΨ̄Ψ (Scalar),

1

Λ2
X̄γ5XΨ̄γ5Ψ (Pseudoscalar),

1

Λ2
X̄γµXΨ̄γµΨ (Vector),

1

Λ2
X̄γµγ5XΨ̄γµγ

5Ψ (Axial),

(3.27)

where Ψ corresponds to any SM fermion and the suppression scale Λ arises from the

mass and couplings of the exchanged intermediary. We instead discuss the couplings

of a Weyl fermion χ below, as our results can simply be scaled by a factor of 2 to

account for the two fermions in the Dirac case. As all four operators are dimension-6,

the interaction rate will drop more quickly than H, leading to the decoupling of χ

from the SM as the universe cools.

Couplings of this new fermion to quarks can induce couplings to pions in the

low-energy theory. However, any interaction arising from the scalar or pseudoscalar

operators will not be protected against strong renormalization effects, such that we

cannot make precise theoretical predictions for ∆g∗. If such a species is independently

discovered, potentially in collider experiments, and these interactions are precisely

determined, a detailed calculation could then be performed. In addition, the vector

or axial interactions are such that mesons will have no charge under such couplings,

with no induced pion couplings in the EFT6.

6Vector or axial interactions between pions and χ would result from models with couplings which
are not flavor-blind. Such couplings can only arise from the spontaneous breaking of nonabelian
gauge groups which do not commute with flavor symmetry. Such models require a significantly
larger particle content, thus violating our minimality requirement.
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Figure 3.7: ∆g∗ due to a single Weyl fermion which interacts with the SM via the
exchange of a massive vector boson. The contribution to g∗ at recombination is given
as a function of the effective scale Λ, which suppresses this interaction. Constraints
on this operator are given for interactions with electrons (purple) and quarks (blue),
which come from the LEP and LHC collision experiments. The green band indicates
couplings which are 95% excluded by a Planck result of g∗ = 3.50 ± 0.12. The
gray region for Λ & 5 TeV corresponds to models which decouple during the QCD
phase transition. The provided values of ∆g∗ should therefore only be interpreted
qualitatively in that region. The results for scalar, pseudoscalar and axial couplings
are effectively the same. The results for a Dirac fermion are double those given in
this figure, indicating that they must have decoupled during or before the QCD phase
transition to be compatible with the Planck data.

For each of these interactions, therefore, we can scan over possible effective sup-

pression scales. The resulting contribution to g∗ as a function of Λ is given in figure

3.7 for only the vector coupling, as the results for all four models are equivalent to

within 5%. Therefore, any distinction between these models is below the experimen-

tal resolution of Planck. We also assume identical couplings to electrons and muons.

For the possible case of flavor-specific couplings, the resulting ∆g∗ will be the same as
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the flavor-blind case, where the equivalent flavor-blind Λ is the smallest flavor-specific

Λ.

The strongest experimental constraints on such couplings are indicated in figure

3.7 for both electron and quark interactions. These bounds come primarily from /ET

+ monojet/monophoton searches at LEP and the LHC, again assuming universal cou-

pling to quarks. The LHC bounds specifically came from 10 fb−1 of data, so we expect

these experimental results to improve in the near future. Details of these exclusion

limits can be found in [71,168,169]. Couplings to muons are largely unconstrained in

a flavor-specific model, but in the universal coupling case, constraints on any species

would therefore limit the muon interactions.

As we see, theories with effective suppression scales Λ & 5 TeV decouple prior

to the muon entropy redistribution and are therefore predominantly affected by the

QCD phase transition. As such, our results beyond those scales can only place an

approximate upper bound on the possible contribution ∆g∗. However, there is a

range of potential suppression scales below 5 TeV but above the current experimental

bound which is compatible with the constraints coming from a Planck measurement

of g∗ = 3.50±0.12. A model with a light Weyl fermion with dimension-6 interactions

with SM fermions is therefore a viable model for substantial contributions to g∗. Our

results indicate that a Dirac fermion contributes double what a Weyl fermion does

at the same Λ, and that scalar, pseudoscalar, vector and axial vector operators give

the same results to within 5%. Consequently, Dirac fermions must have decoupled
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before or during the QCD phase transition in order to be compatible with the data

from Planck. Future results from the LHC will continue to probe these interaction

scales, providing an independent means of discovery or exclusion of such models.

3.3.3 Spin-1: Gauge Boson

A massless spin-1 particle has fewer degrees of freedom than a massive one, and

thus perturbative quantum effects cannot generate a mass, rendering a massless spin-

1 particle technically natural. These gauge bosons are then automatic candidates for

new light species. While gauge bosons can potentially acquire a mass through the

Higgs mechanism, masses at scales . eV are generically unnatural, unless there is a

more complicated particle content7. However, such non-minimal solutions are beyond

the scope of this work, so we assume that any additional vector bosons are precisely

massless. Similar to the case of a Goldstone boson, the corresponding gauge structure

automatically restricts the available interactions for light spin-1 particles. The only

possible operators are direct gauge couplings or dipole moment interactions with SM

fermions, as well as kinetic mixing with SM gauge bosons.

7It is, of course, possible to Higgs the group at the TeV-scale, but have such a small gauge
coupling that its mass is sub-eV (g . 10−12). However, such a small gauge coupling implies that it
will only recouple at very low temperatures, and even then, only to neutrinos. As neutrinos would
have already decoupled from the SM, such interactions can only redistribute the neutrino energy
density and cannot increase the total energy density. Thus there are no contributions of such a
model to g∗.
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Kinetic Mixing and Gauge Interactions

As we will show, new massless gauge bosons with renormalizable couplings to SM

fermions are viable candidates for contributions to g∗. Long-range force constraints

greatly restrict the possible direct couplings of SM fermions charged under new gauge

groups, such that these interactions must be too weak to contribute to g∗ [170].

However, such couplings can still arise due to kinetic mixing between the new and

SM gauge fields. For such mixing to give rise to non-negligible ∆g∗, there must also

be new fermions charged under the new gauge group. The additional fermions obtain

millicharged couplings to SM gauge fields, with astrophysical constraints such that

these fermions must have masses & MeV. Such models are sensitive to the details of

the full UV theory, as the hidden sector must come into equilibrium with the SM after

originally being completely decoupled. The class of viable models is then constrained

to a particular region of model-dependent parameter space.

For minimality, we consider the addition of a single new U(1) gauge boson A′,

with associated field strength A′µν . The new field A′ can kinetically mix with the

hypercharge gauge boson B with the following operator

L ⊃ − ε
2
A′µνBµν , (3.28)

where ε is simply a dimensionless mixing parameter. Such hidden sector U(1) gauge

bosons which mix with hypercharge arise naturally in many models [68,171–178].

This term indicates that our originally defined fields A′ and B are not propagation
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eigenstates, and must be redefined to diagonalize the propagation basis. If both gauge

bosons are precisely massless, then there is always a linear combination of gauge fields

which does not couple to the SM. We can always define this linear combination as A′

and the orthogonal combination as B, such that A′ does not couple to the SM.

However, if A′ originally interacts with some new fermion χ, any field redefinition

will generically result in couplings between χ and the SM gauge bosons. The new

fermion can then act as an intermediary between A′ and the SM, keeping all species

in equilibrium. The most minimal theory involving new direct gauge couplings must

contain both a new gauge boson A′ and a new Dirac fermion χ, with the resulting

interaction terms

L ⊃− εgA cos θW χ̄ /Aχ− εgA sin θW χ̄ /Zχ− gAχ̄ /A′χ. (3.29)

We see that after the field redefinition χ interacts with both the photon and Z, with

interaction strength that depends on the coupling gA of χ to A′, the original mixing

ε between A′ and B, and the weak mixing angle θW .

This particular choice of basis is technically arbitrary. It is also possible to rede-

fine gauge fields such that the SM fermions possess millicharged couplings to A′ and

χ possesses no couplings to the photon. The physics must be and is independent of

the choice of basis. These rotations do not affect any physical observable, provided

the observable is phrased in a basis-independent manner. Thermodynamic observ-

ables such as the overall energy density of massless gauge bosons, and therefore their

contribution to g∗, are also basis-independent. We specifically choose to work in the
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basis of eq. (3.29), where A′ does not interact with the SM, because the resulting

early universe thermodynamics are more transparent. However, it is important to

stress that the same results are true, but less obvious, in other bases.

The dominant interactions between χ and the SM are dimension-4 gauge couplings

with the photon, as any interactions with the Z are suppressed at temperatures

below the weak scale. Dimensional analysis then implies that at temperatures large

compared to mχ, the interaction rate is linear in temperature, Γχ ∼ T . Similar to

the Goldstone couplings to leptons, this means that at high temperatures χ will be

fully decoupled from the SM and then potentially recouples as the universe cools

and the expansion rate drops when ε � 1. Unlike the Goldstone case, χ is always

interacting with A′, provided the A′ coupling is sufficiently large, such that χ and

A′ can maintain equilibrium distributions. Therefore, the hidden sector has a well-

defined temperature. The precise ratio of temperature of the hidden sector to the

temperature of the SM prior to the recoupling of the two sectors is model-dependent,

as more complicated hidden sectors will generally result in a wide range of possible

temperatures. Consequently, we choose to explore a wide range of such initial ratios.

The thermodynamics are sensitive to whether A′ and χ are in equilibrium, rather

than the precise coupling gA, so we can simply fix the value of gA to be sufficiently

large, without loss of generality. We select the value g2
A = 0.1, but our final results

can be simply related to other values of gA. Once gA is fixed, there are only three

remaining parameters that can change: the kinetic mixing ε, the new fermion mass
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mχ, and the ratio of initial temperatures Thid/T .

Multiple star and supernova cooling observations, as well as various collider re-

sults, place significant constraints on millicharged fermions (for details see [7, 174]).

Specifically, models with mχ . 100 keV are restricted to ε . 10−13, such that these

species will never thermally couple to the SM for all reasonable initial values of Thid.

Light millicharged fermions can therefore not directly contribute to g∗, but more

massive fermions can instead indirectly alter the CMB by maintaining equilibrium

between the SM and A′, which then contributes a nonnegligible ∆g∗. However, for

this to occur, we need mχ . 150 MeV, such that χ is still present below the QCD

phase transition. This therefore limits us to a very narrow range of allowed masses mχ

for models of millicharged species which affect the CMB. For models of this type, χ

must couple to the SM prior to or during its annihilation, otherwise the hidden sector

will again never couple to the SM. This limits the possible values for ε and Thid for

any given mass mχ, in addition to constraints placed by independent observational

and experimental bounds.

To illustrate the general behavior of these models, we consider four possible

fermion masses within the allowed mass range. The corresponding results are shown

in figure 3.8. In each case, the millicharged fermion has mass mχ & 10 MeV, which

are unconstrained by star and supernova cooling observations and therefore have the

largest available ranges for ε and Thid. The lowest mass shown in figure 3.8 is ac-

tually mχ = 50 MeV, as the results are equivalent for masses between 10-50 MeV.

86



CHAPTER 3. NEW LIGHT SPECIES AND THE CMB

For each of these cases, we scan over possible values for the mixing parameter ε, as

well as possible values for the original hidden sector temperature Thid when the SM

temperature T = 200 MeV. We specifically consider Thid below the SM temperature

T , assuming a minimal hidden sector model containing less particle content than the

SM. The hidden sector will thus be colder due to fewer entropy redistributions. This

procedure involved a modified version of the original code, the details of which can

be found in appendix B.

As we see in figure 3.8, there is a basic pattern to the dependence of ∆g∗ on both

ε and Thid. For very small values of ε, the hidden sector is never coupled to the SM,

and A′ receives all of the χ entropy redistribution. The contribution to g∗ is then

dependent solely on the energy available in the hidden sector. The energy density

increases as the initial temperature increases relative to the SM temperature. Initial

temperatures of Thid & 4
5
T are excluded by a Planck result of g∗ = 3.50± 0.12.

For increasing values of ε, the hidden sector begins to couple with the SM, until

at large values the two sectors quickly become fully coupled, regardless of the initial

temperature Thid. In this regime, the contribution of A′ to g∗ is precisely that of a

new gauge boson which is originally coupled to the SM then decouples before the

electron annihilation, ∆g∗ ≈ 0.5.

In the transitional region from completely decoupled to completely coupled, the

contribution rapidly climbs to ∆g∗ ≈ 1, then rapidly decreases to the fully coupled

limit for large ε. This enhanced contribution to g∗ corresponds to a fortuitous com-
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Figure 3.8: ∆g∗ due to a single gauge boson which couples to a new fermion with
mixing-induced SM gauge couplings. The contribution to g∗ at recombination is given
as a function of both the mixing parameter ε and the hidden sector temperature Thid
when the SM temperature T = 200 MeV. Results are presented for (a) mχ = 50
MeV, (b) mχ = 75 MeV, (c) mχ = 100 MeV, and (d) mχ = 125 MeV. Blue and
purple regions to the left of the black line are allowed by a Planck measurement of
g∗ = 3.50 ± 0.12, although these regions were never in thermal equilibrium with the
SM. Regions to the right of the black line are excluded by this result from Planck.

bination of coupling and mass values, in which A′ participates in the muon entropy

redistribution but is able to receive all of the χ entropy. This occurs because χ briefly
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couples to the SM, sharing the muon entropy, then quickly decouples as the muon

and χ number densities begin to plummet, such that the SM receives none of the χ

entropy. The result is a superheated population of A′ bosons, which contain a large

fraction of the total energy density.

While the majority of this behavior has been largely mχ-independent, we do ob-

serve a slight decrease in the transitional region values of ∆g∗ as the χ mass increases.

Larger fermion masses result in the hidden sector decoupling earlier from the SM, and

therefore receiving less of the muon entropy. Finally, there are no major distinctions

between mχ ∼ 20 MeV and mχ ∼ 50 MeV, as these masses are proximate to neither

the muon nor the electron mass.

For initial hidden sector temperatures below T
20

, the behavior will be largely un-

changed from the low-temperature results presented here. Theories with small mixing

parameters will remain fully decoupled and contribute negligibly to g∗, while theo-

ries with larger ε values will rapidly reach equilibrium with the SM, such that their

contribution ∆g∗ is insensitive to the initial temperature.

We find that for any value of the initial temperature, ε is restricted to be . 10−8

when there is a Dirac fermion χ with masses between 10 − 150 MeV, forcing the

SM and the hidden sector to never have been in thermal equilibrium. In addition, a

scenario with mχ . 10 MeV is inconsistent with constraints from star and supernovae

cooling, and one where mχ & 150 MeV causes the A′s to decouple before or during the

QCD phase transition. The result in the absence of χ is the same result as obtained
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by raising the χ mass and integrating it out of the theory; there exists a basis in

which there are no couplings between the hidden sector and the SM, thus preventing

the thermalization of A′. The scenario of new gauge bosons which mix with SM

hypercharge is therefore further constrained by results from Planck.

Dipole Moments

While it is always possible to eliminate any mixing-induced renormalizable cou-

plings between SM fermions and a new unbroken gauge boson A′µ, there could gener-

ically still be higher-order nonrenormalizable couplings after integrating out A′-SM

interaction mediators in the full theory. If the low-energy effective theory contains no

light species charged under U(1)A′ , then the dominant interactions between A′ and

the SM are of the form

L ⊃ − 1

M2
A′µνψ

c
Rσ

µνh†ψL + h.c., (3.30)

where A′µν is again the associated field-strength tensor and M is the mass scale

associated with the heavy species integrated out of the theory. After EWSB, the

expansion of the Higgs field about its expectation value v will lead to dipole moment

interactions of the form

L ⊃ − v

M2
A′µνψ

c
Rσ

µνψL + h.c.→ − 1

Λ
A′µνψ

c
Rσ

µνψL + h.c., (3.31)

where we have now defined an effective dipole scale Λ ≡ M2

v
. Without knowledge of

the full UV theory, it’s possible for the resulting dipole interactions to have generic
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flavor structure, rather than be flavor-blind. We consider all such structure in this

section.

The induced dipole couplings for pions must involve a composite pion operator

which is antisymmetric in its two Lorentz indices. If the quark dipole moments are

flavor-blind, such that the up and down quarks have the same couplings to A′, then

all such antisymmetric operators vanish. If, instead, the dipole couplings are not

flavor-blind, interactions between A′ and pions will potentially appear. However,

there is no symmetry protecting against renormalization of such operators. We then

expect these pion interactions to be strongly renormalized, thereby preventing us

from making robust predictions about such contributions to g∗. We therefore focus

solely on the dipole couplings of A′ to leptons.

With the interaction Lagrangian of the form

L ⊃ − 1

Λf

Ψ̄fσ
µνΨfA

′
µν , (3.32)

where Ψf can either be an elementary lepton or a composite nucleon, we obtain the

bounds

Λe & 2.0× 1010 GeV,

Λp,n & 9.8× 109 GeV.

(3.33)

These bounds again come from star and supernova cooling, and details can be found

in [158, 179, 180]. There are also constraints on off-diagonal couplings Λµe coming

from µ→ e+ /E [179], which limit such couplings to

Λµe & 2.3× 109 GeV. (3.34)
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For direct muon constraints, we again calculate the approximate supernova cooling

bounds

Λµ & 2.7× 106 GeV. (3.35)

We find that the electron-only and electron-muon off-diagonal coupling scenarios are

constrained to decouple before or during the QCD phase transition, preventing A′

from contributing to g∗ in this part of parameter space. However, when the coupling

of A′ to those species in the SM present after the QCD phase transition is dominated

by its coupling to the muon, there is still a potentially allowed range for Λµ. Our

results for muon-dominated couplings are shown in figure 3.9. We find that Λµ <

107 GeV in order for the A′ to remain coupled after the QCD phase transition,

and consequently contribute to g∗. This requires a significant hierarchy between the

electron-A′ coupling and the muon-A′ coupling, but such a hierarchy is compatible

with an MFV-like framework, as the hierarchy does not need to be much larger

than ye/yµ. Values of Λµ . 106 GeV are inconsistent with a Planck result of g∗ =

3.50±0.12, providing constraints which are approximately equivalent to those placed

by supernova observations.

3.3.4 Spin-3
2: Gravitino

Any model of supergravity contains the gravitino, which is the unique elementary

spin-3
2

particle. If supersymmetry were unbroken, the gravitino would be precisely

massless. In a method similar to that of gauge symmetries, the spontaneous breaking
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Figure 3.9: ∆g∗ due to an A′ which interacts primarily with muons. The contribution
to g∗ at recombination is given as a function of the effective scale Λ, which suppresses
this interaction. Constraints on this muon interaction resulting from observations of
supernova cooling are given in purple, restricting Λ & 2.7× 106. The gray region for
Λ & 107 GeV corresponds to models which decouple during the QCD phase transition.
The provided values of ∆g∗ should therefore only be interpreted qualitatively in that
region. The green region corresponds to values of Λ excluded by a Planck result of
g∗ = 3.50± 0.12, which are comparable to, but slightly weaker than, the constraints
placed by supernova cooling.

of supersymmetry gives rise to a massless fermion, the Goldstino, which then becomes

the longitudinal mode of the gravitino. As a result, the gravitino acquires a mass

m3/2 ∼ F
Mpl

, where F is generally the largest supersymmetry breaking scale squared

in the theory. The gravitino can potentially remain a light degree of freedom for

sufficiently low supersymmetry-breaking scales.

Näıvely, the gravitino would interact solely with gravitational strength and would
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therefore decouple at very high temperatures. However, at energy scales far above

the gravitino mass, the Goldstino equivalence theorem ensures that the longitudinal

components of the gravitino interact with Goldstino strength, potentially maintaining

equilibrium with the SM down to lower temperatures. As is well known [181], the

Goldstino couplings to the SM are of the form

L ⊃ − 1

F 2
χ†σµ∂νχT

µν , (3.36)

where T µν is the stress-energy tensor comprised of SM fields. While this coupling is no

longer gravitationally suppressed, it is still a dimension-8 operator, such that the grav-

itino will still decouple above the QCD phase transition for all viable supersymmetry-

breaking parameters F and not contribute significantly to g∗.

3.3.5 Spin-2: Graviton

The unique elementary spin-2 particle is the graviton. The graviton interacts

solely with gravitational strength, such that it either decouples from the SM at very

high temperatures or is never even in thermal equilibrium. Similar to the discussion

of subsection 3.2.4, the contribution to g∗ of gravitons which decouple at such large

temperatures is well below the sensitivity of Planck.

3.3.6 Models with Light Masses

Up to this point, we have considered any new species to be precisely massless,

which allows their contribution to g∗ to be directly computed from the distribu-
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tion function near recombination. This approximation is valid for any particles with

masses m � eV, for these particles will still be fully relativistic during and shortly

after the formation of the CMB. This range of validity can be explicitly seen in figure

3.10, which shows the ratios of both the energy density and pressure of a massive

particle which decouples at high temperatures to those of a massless particle which

decouples at the same high temperature, all as a function of the particle’s mass over

the relevant temperature. For any given temperature, such as that of recombination,

we can then use these simple ratios to determine the range of masses which can be

treated as negligible, such that our massless approximation is valid.

It is still possible for there to be natural models with m ∼ eV. One example is the

addition of 1-3 light sterile neutrinos, which are motivated by multiple short baseline

oscillation results suggesting the existence of neutrino mass splittings distinct from

those required to fit solar and atmospheric neutrino data (for details, see [8] and

references therein). Various analyses of these sterile neutrino models can be found

in [182–190].

The presence of nonzero masses alters the relation between the energy density

and the pressure of a species, such that the full effects cannot be captured by a single

number ∆g∗. In order to interpret the constraints of CMB measurements on species

which become nonrelativistic during recombination, we must consider the resulting

differences between Silk damping and early ISW. Both of these processes are sensitive

to the precise evolution of H, whose time-dependence is sensitive to the mass of new

95



CHAPTER 3. NEW LIGHT SPECIES AND THE CMB

Figure 3.10: Ratios of the (a) energy density ρ and (b) pressure P of a massive
particle which decouples at some high temperature to those of a massless particle
which decouples at the same temperature, expressed as a function of m

T
, where m is

the particle mass and T is the temperature of interest. These calculations assume that
the particle decoupled such that it maintained an equilibrium distribution, specifically
the Bose-Einstein (blue) or Fermi-Dirac (red) distribution. At temperatures below
the mass of the particle, the pressure of the massive particle rapidly drops, while the
energy density rapidly becomes much larger than that of a massless particle. The
resulting deviations of physical observables, such as the expansion rate H, can be
extracted from these ratios to see the sensitivity of such observables to the particle’s
mass.

light species. In addition, there are new mass-dependent effects which can arise, such

as alterations to the matter power spectrum and to gravitational lensing of the CMB,
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which are similar to the effects caused by nonzero neutrino masses. Such discussion

is beyond the scope of our current work, but more details can be found in [16,191].

Silk damping is primarily sensitive to the overall expansion rate, and therefore the

overall energy density, near the point of recombination. Any additional light species

will add more energy density than is predicted solely by the SM. However, if such

species have non-negligible masses, these new particles behave as relatively hot dark

matter, as they will have become nonrelativistic by the modern era. Consequently,

they contribute to measurements of ΩDMh
2 today, whereas they did not impact the

CMB in the same fashion as standard cold dark matter. The exact contribution of a

massive species to Silk damping is therefore sensitive to the amount of dark matter in

our universe, which is dominated by uncertainty in the overall dark matter content,

and a more careful analysis of the effects of new light species is needed.

Similarly, the early ISW effect is sensitive to the radiation/matter ratio following

the formation of the CMB. New massive species will be transitioning to a nonrela-

tivistic distribution during this period, behaving as neither pure radiation nor pure

matter. Again, the exact prediction of early ISW effects is also dependent on the

precise energy density of cold dark matter.

The main complication to the calculation of ∆g∗ for such models arises from the

use of the specific ΛCDM framework in calculating cosmological parameters from

CMB data, in which the mass of dark matter is significantly higher than the tem-

perature of recombination. This leads to model-dependence in the reported bounds,
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which do not necessarily exclude models which fall outside of this framework.

It is important to stress that the difficulty arises due to uncertainty in the precise

expansion rate and dark matter content, not due to any calculational uncertainty in

the new light species sector. For example, one can precisely calculate the decoupling

of light sterile neutrinos which potentially accomodate the recent short baseline re-

sults. We used both the normal and inverted hierarchy best-fit models of [192], which

includes two light sterile neutrinos, and calculated the evolution of the two mostly-

sterile mass eigenstates. We find that, for both hierarchies, these species decouple

from the SM near the end of the muon entropy redistribution, such that they would

contribute ∆Neff ≈ 1.9 if they were massless. However, due to their non-negligible

mass, the effects of these particles on the CMB is not fully characterized simply by a

contribution to Neff or g∗. In order to fully probe the effect of models such as this on

the CMB, a more general analysis of the CMB anisotropy data must be taken, which

includes the possibility of nonzero masses for various additional light species. Such

an analysis is beyond the scope of this chapter, but will be pursued in future work.

3.3.7 Models without New Light Species

Up to this point, we have considered the addition of new light species to the

SM in order to increase the total relativistic energy density, ρrel, at recombination.

The other possibility is a modification of the distribution functions of light species

already present in the SM. The distribution function of photons is well-established as
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Bose-Einstein by measurements of the CMB, such that the energy density of photons

at recombination is known to high precision. The only remaining option is there-

fore a modification of the distribution function of neutrinos. If this change were to

occur while neutrinos were still in equilibrium with the SM, then interactions with

SM species would thermalize the distribution functions, washing out any original

alteration. Therefore, new physics must only affect the neutrino energy density at

temperatures below the MeV scale. Here we briefly discuss the possible mechanisms

which can alter the distribution function of neutrinos to increase g∗ at recombination:

a neutrino asymmetry, interactions with new massive species, and new interactions

between neutrinos and the remaining SM species.

A simple modification to the distribution function of a species is the introduction

of a chemical potential µ, such that

f(t, E) =
1

e(E−µ)/T + 1
, (3.37)

for fermions, with µ → −µ for antifermions. Such a chemical potential results in an

asymmetry between the number of particles and antiparticles. Once a species has

fully decoupled and freely evolves, the Boltzmann equation constrains f to remain

solely a function of a(t)p, such that ξ ≡ µ
T

is then time-independent. We can then

express any resulting effects in terms of this constant ξ.

Although the neutrino distribution function is no longer Fermi-Dirac after decou-

pling from the SM, we shall assume it is for illustrative purposes. The total energy
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density stored in neutrinos and antineutrinos with nonzero ξ is given by

ρν = −3NνT
4
ν

π2

(
Li4(−eξ) + Li4(−e−ξ)

)
=

7Nνπ
2T 4

ν

120

(
1 +

30ξ2

7π2
+

15ξ4

7π4

)
. (3.38)

The presence of a nontrivial chemical potential for neutrinos would therefore increase

the energy density, thereby increasing g∗. The electron neutrino chemical potential

affects the neutron-to-proton ratio prior to the start of BBN through reactions of the

form p+ ν̄ → n+ ē. This ratio directly affects the helium-4 abundance after BBN, and

so bounds can be placed on the electron neutrino chemical potential. Furthermore,

since all neutrino mass eigenstates contain some wavefunction overlap with the elec-

tron neutrino, all of the neutrino mass eigenstate chemical potentials are constrained.

The result is ξ . 0.1 for each of the three neutrino species ( [193,194] and references

therein).

A second possibility is the interaction of some new massive species with neutrinos.

This heavy species can alter the neutrino distribution through annihilation or decay

[195]. For the case of annihilation, the new species must interact predominantly with

neutrinos and possess a mass . 10 MeV, such that the resulting entropy redistribution

occurs after neutrinos decouple from the SM. For the case of decay, the heavy species

must have fully decoupled at some higher temperature, leaving a significant relic

energy density, with a decay rate such that it decays predominantly to neutrinos after

neutrino decoupling but prior to recombination. These decays would then significantly

alter the neutrino distribution, creating a large number of neutrinos with energies

comparable to the particle mass. For both cases, the mass, number density, and
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coupling to neutrinos for this new species determine the precise contribution to g∗,

making these scenarios highly model-dependent.

Finally, the existence of higher-dimensional operators coupling the neutrinos to

other SM species could potentially maintain thermal equilibrium between neutrinos

and the SM until lower temperatures. A later point of neutrino decoupling would

result in a larger share of the electron entropy being distributed to neutrinos, rais-

ing their energy density. The possible interactions with the lowest dimensionality

are electromagnetic dipole moments or four-fermion interactions between neutrinos

and electrons, which are significantly constrained by star cooling [162] and the LEP

collider [71].

3.4 Conclusions

The Standard Model of particle physics represents our current knowledge of the

quantum field theory that best describes all short-distance interactions down to 10−17

cm. Knowing that this model is incomplete leads us to search for fundamental parti-

cles outside the Standard Model. While the search for heavier particles continues at

colliders, we focus on another class of new physics – light, stable particles – which can

be probed via their effects on cosmology, most strikingly on the Cosmic Microwave

Background. In this article, we have surveyed what we call the most ‘natural’ (or least

contrived) models and their parameter spaces. By doing so we lay out the reach of

current and future experiments detailing the power spectra in the Cosmic Microwave
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Background and other probes of the initial density perturbations and cosmological

parameters.

We have been able to analyze the effects on the radiation density of the universe

of new light degrees of freedom which decouple after the QCD phase transition. This

includes species that decouple at ‘complicated’ cosmological times, such as the time

around which the muon becomes non-relativistic. We are able to compute the energy

density, and consequently ∆g∗, to an accuracy of 1%. This allows us to place con-

straints on the couplings in those well-motivated BSM effective models which contain

new light degrees of freedom, which are competitive with constraints coming from

other areas of physics. We do this using a program which solves the Boltzmann and

Friedmann equations for the case of one new light species, calculating the resulting

evolution of that species’ distribution function, while approximating the SM species

using fully thermalized equilibrium distributions and only considering the effects of

leading order interaction terms. Using these calculations, we have demonstrated the

ability of Planck and future experiments to place exclusion limits on all natural, min-

imal models with new light species. The compatibility of each model with the recent

Planck results is given in table 3.1.

Higher levels of calculational accuracy could be achieved if we used a different

numerical algorithm which was better adapted for the integro-differential equations

considered in this chapter, or used a larger and finer momentum grid. In addition,

loop corrections to the amplitudes, three-body final states, and finite-temperature
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QFT effects all contribute at the 0.1% level. If much higher precision is ever achieved

observationally, potentially through next-generation polarization measurements, then

these improvements would be warranted. Such a high-precision measurement of g∗

would better reveal degrees of freedom which decouple before or during the QCD

phase transition. In such a scenario, this measurement, combined with independent

measurements of the nature and couplings of a new light degree of freedom could

potentially even allow us, in this way, to probe the structure of the QCD phase

transition.

The future work we intend to pursue is the inclusion of the mass effects on different

observables in the Cosmic Microwave Background. While this is only relevant in a

narrow mass range (close to recombination temperatures), it turns out to be quite

important for a number of specific models, such as those of sterile neutrinos. The

more accurately we can describe their impact on the ISW effect and on Silk damping,

the greater the possibility of finding a ‘smoking gun’ for such models.

If we coarsely divide the types of possible undiscovered particles into four types,

categorized by stable or unstable and light or heavy, this work is an attempt to help

push forward our probe of one of these types – new stable light particles. As the

challenge to build new, more powerful high-energy colliders intensifies, it is exciting

to see this new frontier mature as an additional source of information about the world

beyond the Standard Model.
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Model Operator Results

Goldstone bosons 1
Λ
∂µφΨ̄γµγ5Ψ Flavor-blind: Decouple during/before

QCD PT

Muon-only: Λ > 2× 103 TeV

Four-fermion V 1
Λ2χ

†σ̄µχΨ̄γµΨ Weyl: Λ > 1 TeV

(S, P, A same to 1
Λ2 X̄γµXΨ̄γµΨ Dirac: Λ > 5 TeV

5%; see text)

U(1)′ εeχ̄ /Aχ ε < 10−8 for 10 MeV ≤ mχ ≤ 150 MeV

mχ > 150 MeV: Decouple during/before

QCD PT

A′-dipole 1
Λ
A′µνΨ̄σ

µνΨ Flavor-blind: Decouple during/before

QCD PT

Muon-only: Λ > 3× 103 TeV

Massive Particles Any Inconclusive; mass-dependent

(e.g. Sterile Neutrinos)

Table 3.1: Compatibility of those natural, minimal models considered here with the
recent results of the Planck satellite, g∗ = 3.50 ± 0.12 and Neff = 3.30 ± 0.27 [16].
While the current Planck results are in tension with other observational measure-
ments, future experiments will greatly improve the precision and reach of these ex-
clusion limits.
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Chapter 4

Universality of Long-Distance AdS

Physics from the CFT Bootstrap

4.1 Introduction

Spacetime is a set of coordinate labels associated with the states and operators

of a quantum mechanical system. It becomes a useful concept when the Hamiltonian

of the system is approximately local in these coordinate labels. One need not resort

to holography to find examples; for instance, this line of thinking underlies the re-

construction of extra dimensions from their Kaluza-Klein spectra. One can produce

even more elementary examples by studying the ‘emergence’ of the coordinate label

x from an abstract interacting harmonic oscillator defined in terms of creation and

annihilation operators.
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In this spirit, the conformal bootstrap [196–198] and related techniques [199–201]

have recently led to a rigorous, non-perturbative proof [51] of the cluster decomposi-

tion principle in AdSd+1 for all unitary d ≥ 3 CFTs. Both AdS cluster decomposition

and the leading corrections to it, including long-distance gravitational and gauge

forces, are the AdS spacetime interpretation of a CFT theorem. The theorem per-

tains to the operator content of the operator product expansion (OPE) in the large

angular momentum limit.

In this chapter we will explain the AdS interpretation in more detail, review the

theorem and its proof, and then study its generalization to CFT2/AdS3. We will

show that in a certain semi-classical limit of 2d CFTs it is possible to generalize the

theorem. In particular, we will derive the existence of deficit angles in AdS3 from the

properties of Virasoro conformal blocks. We will also study the CFT dual of a light

object interacting with a BTZ black hole [55].

The goal of the analysis is to use the conformal bootstrap to constrain the dynam-

ics of an emergent AdS theory in a limit where a pair of objects are well-separated

in AdS.1 The geodesic distance between the AdS objects will be extremely large and

in particular, it may be much larger than the radius of curvature of the AdS theory.

One should therefore think of the results as demonstrating super-AdS scale locality.2

Below, as in [51], we will formulate a more precise criterion along these lines that we

1We emphasize that we are not assuming anything about the existence of an actual description in
terms of fields, strings, etc. propagating in AdS. All our claims about AdS will follow as consequences
of the CFT spectrum and OPE.

2This is in contrast to analyses that demonstrate sub-AdS scale locality after making various
additional assumptions about the CFT [202–207].

106



CHAPTER 4. UNIVERSALITY OF LONG-DISTANCE ADS PHYSICS

Figure 4.1: This figure indicates the correspondence between a descendant opera-
tor/state in the CFT and a center-of-mass wavefunction in AdS. The relationship is
entirely kinematical; it follows because the conformal group is the isometry group of
AdS. A primary state would have its center of mass at rest near ρ = 0, the origin of
AdS in the metric of equation (4.9).

will term ‘cluster decomposition’ in AdS, since it encodes the constraint that physics

in one region of AdS should have no effect on physics in another region in the limit

that the separation between the two regions approaches infinity.

To motivate our criterion for cluster decomposition, we rely on some basic facts

about the kinematics of ‘objects’ in AdS, which we discuss in more detail in section

4.2. The AdS kinematic facts that we will invoke follow almost entirely from the role

of the conformal symmetry group as the isometry group of AdS. We define an ‘object’

in AdS as a state created by any primary operator in the CFT with definite dimension

and angular momentum. The wavefunction for the center-of-mass of an object can be
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uniquely determined, and it is mainly supported near the origin of AdS. All possible

center-of-mass motions in AdS arise as linear combinations of conformal descendant

states, as pictured in Figure 4.1. In other words, center-of-mass wavefunctions in AdS

fill out a single irreducible representation of the conformal group.

Next we would like to understand how to construct a CFT state corresponding

to a pair of well-separated objects in AdS. Naively one might try acting on the

vacuum with two primaries, OA and OB, but how can we create a large separation

between objects A and B? There is no CFT state where the objects are far apart

and permanently at rest in AdS, because the AdS potential would cause them to

fall towards each other. However, if we give the pair of objects a large relative

orbital angular momentum, then the centrifugal force will keep them far apart. A

rough definition of cluster decomposition can now be provided: given the existence

of primaries OA and OB in a CFT, there also exist primary operators with large

angular momentum ` that create states with the appearance of objects A and B,

spinning around each other at large ` in AdS, with vanishingly small interactions.

Such a state is pictured in figure 4.2.

We must clarify what we mean when we say the objects are non-interacting in

the limit of wide separation. If their interactions are negligible, then the interaction

or ‘binding’ energy of the two-object state must be negligible as well. The Dilatation

operator of the CFT must split up into two pieces that act separately on objects

A and B. This translates into the statement that the anomalous dimension of the
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two-object state should vanish. In precise terms, given two CFT primary operators,

OA and OB, their OPE should contain primary operators [OAOB]n,` with dimensions

∆AB(n, `) = ∆A + ∆B + 2n+ `+ γAB(n, `), (4.1)

such that γAB(n, `) → 0 as ` → ∞. Here n is an additional quantum number that

parameterizes the eccentricity of the orbits in the semi-classical limit, so it allows for

relative boosts between the objects.

This is exactly the spectrum of ‘double-trace’ states in a generalized free theory

(GFT). These are theories whose correlators are entirely determined by two-point

Wick contractions, as we discuss in section 4.3.2. For our present purposes it is

more useful to define GFTs as the dual of free quantum field theories in AdS, since

this definition emphasizes that GFTs describe non-interacting objects in AdS. In the

limit ` → ∞, not only the anomalous dimensions, but also the OPE coefficients of

[OAOB]n,` with OA and OB should approach those of a generalized free theory. In

other words, at large angular momentum the CFT should have a spectrum and OPE

coefficients that match GFT. When these criteria are all satisfied, we say that the

AdS dual satisfies the cluster decomposition principle.

Crucially, this implies that at large angular momentum, the Hilbert space of the

CFT has the structure of a Fock space. In other words, associating creation and

annihilation operators a†A,i, a
†
B,i and aA,i, aB,i with the i-th descendants of OA and

OB, it is meaningful to write the state [OAOB]n,` as cn,`;i,ja
†
A,ia

†
B,j|0〉, where cn,`;i,j

is the appropriate ‘Clebsch-Gordan coefficient’ for irreducible representations of the
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Figure 4.2: This figure shows two objects created by CFT operators OA and OB
orbiting each other at large angular momentum, and therefore at large separation,
in AdS. A major goal will be to show that such states exist and to describe their
properties.

conformal group. The Dilatation operator D, which is the Hamiltonian for radial

evolution, acts at large ` as

D =
∑
i

(∆A,ia
†
A,iaA,i + ∆B,ia

†
B,iaB,i). (4.2)

When we study AdS in global coordinates, this is the time translation operator, or

in other words, the Hamiltonian.

As shown in [51] and reviewed in section 4.3, all CFTs in d ≥ 3 satisfy this

cluster decomposition principle. This result generalizes earlier results found in per-

turbation theory in large classes of CFTs [199,208,209]. It is consistent with, though

clearly stronger than, our experience with weakly coupled field theories in AdS≥4.
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Specifically, potentials between particles due to the exchange of massless fields fall off

exponentially in proper distance at large separation. In fact, when the lowest-twist

(τ = ∆ − `) operator appearing in both the O∗AOA and O∗BOB OPE is a conserved

current, such as Tµν , the leading anomalous dimension at large angular momentum

is [51, 200,201]

γAB(`) ∝ 1

`d−2
. (4.3)

The constant of proportionality is determined by the central charge of the cur-

rent and the charges of OA,OB. In the case where this conserved current is the

energy-momentum tensor, we verify that the numerical value of the coefficient ex-

actly matches the prediction from semi-classical gravity in AdS. Thus “Newtonian”

gravity in AdS is a generic long-distance feature for any CFT in d ≥ 3.

More generally, if operators with twist τm < d − 2 are present, the correction

behaves like γAB(`) ∝ `−τm . By unitarity, the twist cannot be less than d−2
2

for

scalars, and cannot be less than d − 2 for operators with spin ` ≥ 1. Violations of

the unitarity bound could produce forces that grow at long-distance, so unitarity is

intimately connected with AdS locality.

The key observation that allows us to obtain these constraints is that individual

conformal blocks3 in the decomposition of the four-point CFT correlator

〈O∗A(x1)OA(x2)OB(x3)O∗B(x4)〉 (4.4)

3 For readers unfamiliar with the conformal bootstrap, we give a brief overview in section 4.3.1.
For a more thorough review, see e.g. [198].
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Figure 4.3: One can only obtain an s-channel singularity in a scattering amplitude
via an infinite sum of t-channel partial waves as ` → ∞. The same physical point,
adapted to AdS/CFT, underlies the proof of cluster decomposition and the derivation
of long-range forces from the CFT bootstrap.

predict singularities in the O∗AOA → OBO∗B, or ‘s-channel’ that cannot be reproduced

by any sum over a finite number of spins in the decomposition in the OAOB → OAOB,

or ‘t-channel’. An analogous phenomenon in scattering theory is indicated in Figure

4.3. These singularities occur in the limit x2
12 → 0, which is often referred to as a

“light-cone” limit since the position x2 is being brought onto the light-cone of the

position x1. In the s-channel, these singularities are controlled by the exchange of

operators with minimum twist, which generically includes the identity operator 1 and

conserved currents.

The situation becomes both more difficult and richer in d = 2, as we discuss in

section 4.4. On the one hand, this difficulty can already be seen from the exchange

of weakly coupled massless fields in AdS3, where the potential at long distances no

longer falls off at wide separation; we discuss AdS3 dynamics in detail in sections 4.2.2

and 4.2.3. This is related to the fact that the minimum twist of operators allowed

by unitarity in d = 2 is zero, so the leading correction from equation (4.3) to the
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anomalous dimension does not decay at large angular momentum `. More precisely,

in d = 2, the Virasoro algebra implies that there are infinite towers of zero-twist

operators, which are the (anti-)holomorphic descendants of any (anti-)holomorphic

primary operator, and these contribute singularities at the same order as the identity

operator. At a minimum, the spectrum always contains the holomorphic and anti-

holomorphic descendants of the identity operator itself.

Therefore to make progress in d = 2 we must take these contributions into ac-

count, which means we must determine the Virasoro conformal block for the identity

operator. Fortunately we can use technology that has been specifically developed to

exploit the full Virasoro symmetry. In particular, by focusing on the case of large

central charge c, we can use powerful techniques [210] to calculate various contribu-

tions to correlators, and in particular the contribution from the OPE exchange of any

number of products of the energy-momentum tensor. The conformal blocks holomor-

phically factorize, so in such a calculation we can focus on the holomorphic piece.

In all cases, we are looking at the conformal block for an operator with weight hp

contributing to the the four-point function 〈OA(0)OA(z)OB(1)OB(∞)〉 of operators

OA,OB with weight hA, hB. In the semi-classical limit c → ∞ and formally hA
c
, hB
c

fixed, the conformal blocks F(z) take the form

F(z) = exp
(
− c

6
f(z)

)
(4.5)

for a function f(z) that depends on c only through the various ratios h/c. In the
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limit hA � c, hp � c but keeping hB/c arbitrary, we find

c

6
f(z) = (2hA−hp) log

(
1− (1− z)αB

αB

)
+hA (1− αB) log(1−z)+2hp log

(
1 + (1− z)

αB
2

2

)
,

(4.6)

where αB ≡
√

1− 24hB/c, and we neglect terms of order O(h2
A/c

2, h2
p/c

2). Further

results using these methods for the conformal blocks are presented in appendix F.

The identity conformal block is the special case of (4.6) with hp = 0. In AdS3, this

captures the exchange of arbitrary numbers of gravitons in the semi-classical (large

mpl) limit. By taking appropriate limits of the positions xi, one can reinterpret the

four-point function equivalently as the two-point function of OA, not in the vacuum

state, but in the state created by a heavy operator. A remarkable fact is that in this

semi-classical limit, we find that the identity conformal block exactly reproduces the

two-point function for the light operator OA in a CFT at finite temperature [211,212]

〈OB|OA(it)OA(0)|OB〉 =
(πTB)2hA

sinh2hA(πTBt)
, (4.7)

set by the conformal weight of the heavy operator OB

TB =

√
24hB/c− 1

2π
, (4.8)

where we have conformally mapped (4.7) to radial time coordinates t = − log(z).

An identical formula with hA, TB, z → h̄A, T̄B, z̄ holds for the anti-holomorphic piece

F̄(z̄) of the identity conformal block, so for spinning operators OB one finds distinct

left- and right-moving temperatures. The effective temperatures TB, T̄B obtained

here from the bootstrap match the semi-classical temperature of a black hole in AdS3
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with mass and spin given by the conformal weights of OB. Consequently, the effect

of multi-Tµν exchange (i.e., multi-graviton exchange in AdS3) between a light “test

mass” and a heavy operator has exactly the same effect that the BTZ black hole

geometry has on light fields in AdS3. This provides a derivation of a version of the

Eigenstate Thermalization Hypothesis [213,214] for CFT2 at large central charge.

Because we take the large c limit, the results we obtain in 2d have a more limited

range of applicability than in d ≥ 3, where we made no assumptions whatsoever about

the CFT other than unitarity and the OPE. However, in the large c limit we have a

transparent physical interpretation in AdS3, and we can prove striking results about

the dual dynamics, including the presence of deficit angles from particles in AdS3, as

well as the modes in a BTZ black hole background. A summary of the results from

our bootstrap analyses follows.

Summary: CFTd with d ≥ 3

It is convenient to state the results [51,201] in terms of the anomalous dimension

γAB(n, `) ≡ ∆AB − (∆A + ∆B + 2n + `) and the OPE coefficients cAB(n, `) for the

operator [OAOB]n,`. These operators are implicitly defined by the proof that in the

limit of large `, there exists a sequence of operators with the stated properties for

every integer n. We begin with the result for the general case, which assumes only

unitarity and the OPE:

General: γAB(n, `) ∼ γn
`τm

PAB(n, `) ∼ PGFT(n, `)
(

1 +O(γAB(`, n))
)
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In the above expression, the symbol ∼ denotes the behavior in the limit of large `.

The function PGFT(n, `) is the OPE coefficient-squared in generalized free theories;

the explicit expression can be found in [215]. τm is defined as the smallest twist of

any operator that appears in both the O∗AOA and O∗BOB OPE, and by unitarity this

cannot be less than d−2
2

.

Using the results of [216], it is convenient to separate out the case of CFTs whose

correlators are exactly those of free fields, and all other CFTs. The reason is that

only the former case can have conserved currents with spin ` ≥ 3, so eliminating this

one essentially trivial case allows us to restrict the minimal twist τ = d− 2 operators

to spin-1 currents and the energy-tensor. The result in this large class of CFTs is:

γAB(n, `) ∼ γgrav + γgauge

`d−2
γgrav ≈ −

2
d
2πGN(∆A∆B)

d
2

vol(Sd−1)(d− 1)
γgauge ∝ qAqB

The coefficients γgrav and γgauge can be calculated in the CFT by using the Ward

identities to constrain the coefficients of conserved currents in the O∗AOA OPE in

terms of the charge of OA, which for a spin-1 current is defined above as qA, and for

Tµν is the dimension ∆A. For simplicity we have approximated γgrav in the limit of

large ∆A and ∆B. The conserved current contributions can be interpreted in terms of

AdS parameters by using their relation to the CFT central charges at weak coupling;

in section 4.2.1, we perform this matching in d = 4 for the gravitational term and

find complete agreement.
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Summary: CFT2

In the limit where hAhB/c is fixed while hA/c and hB/c → 0 as c → ∞, the

Virasoro conformal block for the identity is particularly simple. Assuming the identity

is the only zero-twist primary being exchanged, the bootstrap leads to:

hA, hB � c: γAB(n, `) = −24
hAhB
c

= −4GNEAEB

The above anomalous dimension gets corrections at order O(
h3
i

c2
, nhi

c
). As indicated

in the final equality above, this agrees exactly with the binding energy for two test

masses in linearized gravity in AdS3.

We can also go beyond this “test mass” limit, and analyze the bootstrap con-

straints in the limit that hB/c is fixed but hA/c is small. It is well known that AdS3

has a gap in energy of 1
8GN

between the vacuum and the lightest BTZ black hole.

Below this threshold, masses in AdS3 just create local conical “deficit angle” singu-

larities. Using the relation c = 3
2GN

, this energy gap translates to a threshold in the

weight of a scalar operator at h = h̄ = c
24

. It is convenient to separate our results into

hB >
c

24
and hB <

c
24

, i.e. into weights that correspond to AdS geometries above and

below threshold for a BTZ black hole. As we review in section 4.2.2, the deficit angle

created by a particle with mass 2hB in AdS3 is just ∆φ = 2π(1−
√

1− 24hB/c). In

this more general limit, we find:

hB <
c

24
: τAB(`, n) ∼ 2

(
hB +

√
1− 24hB/c(hA + n)

)
= EB +

(
1− ∆φ

2π

)
EA

hB >
c

24
: τAB(`, n) = dense ∼ 2hB + 4πiTBTZ(hA + n)
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where we have listed the case of scalar OA and OB, for simplicity.

The energy spectrum below the BTZ black hole threshold exactly matches the

semi-classical result from AdS3 with a deficit angle ∆φ, as we discuss in more detail

in section 4.2.2. The spacing between modes becomes vanishingly small as one ap-

proaches the BTZ threshold at hB = c/24. Above the BTZ threshold we derive a

dense discretum of twists in the large ` spectrum of the OAOB OPE. One can also

identify the spectrum of BTZ quasi-normal modes. For this, one should use a basis

not of primary operators (which must have real and positive dimensions by unitar-

ity), but rather of in and out states, obtained in practice by adopting an appropriate

iε prescription. As shown in equation (4.7), the semi-classical identity conformal

block matches the two-point function evaluated in a thermal background, so the full

spectrum4 of BTZ quasinormal modes can be reproduced [217].

4.2 Defining Long-Distance AdS Physics in CFT

Terms

In this section we will formulate a version of the AdS cluster decomposition princi-

ple and translate it into a statement about the spectrum and OPE of a CFT. Brief in

situ reviews of some necessary aspects of AdS/CFT [48,218,219] will be given where

required.

4Our methods are generally only reliable for the large angular momentum modes.
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Figure 4.4: This figure depicts the AdS/CFT correspondence in global coordinates,
emphasizing that AdS time translations are generated by the Dilatation operator, so
that bulk energies correspond to operator/state dimensions in the CFT.

We will be considering CFTs in radial quantization, taking the Dilatation operator

D as the Hamiltonian. Since the angular momentum generators commute with D, we

label CFT states according to their scaling dimension ∆, which is their D eigenvalue,

and their angular momentum quantum numbers, which we denote by `. In this basis

the momentum generators Pµ = −i∂µ act as raising operators of the dimension ∆,

while the special conformal generators Kµ act as lowering operators. Irreducible

representations of the conformal group are labeled by the quantum numbers of a

primary state, which is a state annhilated by all the Kµ. Descendant states are

created by acting with Pµ on a primary. In radial quantization, local operators can

be identified with the states they create on a tiny circumscribing ball.
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We will study AdSd+1 in global coordinates, with metric

ds2 =
R2

AdS

cos2 ρ

(
dt2 − dρ2 − sin2 ρ dΩ2

)
. (4.9)

This coordinate system has a natural correspondence with a CFT in radial quanti-

zation, as pictured in Figure 4.4. We identify the unit d-vector Ω̂ with coordinates

on a sphere about the origin in the CFT, and et with the radius of the sphere. The

Dilatation operator generates t-translations, so that bulk energies correspond to CFT

dimensions via

∆CFT = EAdSRAdS. (4.10)

The other global conformal generators also correspond to AdS isometries. For the

most part we will work in units with RAdS = 1, although we will occasionally reintro-

duce the AdS length for clarity and emphasis.

Conformal invariance uniquely determines an AdSd+1 wavefunction for the center

of mass coordinate of any primary or descendant state, as pictured in Figure 4.1. This

is a general result; it follows because the conformal symmetries form the isometry

group of AdS, so there is a one-to-one map between conformal representations and

AdS coordinates. A primary wavefunction must be annihilated by all the special

conformal generators Kµ, and this provides d distinct first order differential equations

that must be satisfied by a primary wavefunction in AdSd+1. In the scalar case

primary wavefunctions necessarily take the form

ψprim(t, ρ,Ω) = ei∆t cos∆ ρ. (4.11)
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Since the Dilatation operator D = −i∂t we see that the undetermined parameter ∆

is the scaling dimension of the state.

Equation (4.11) describes a wavefunction centered at ρ = 0, falling off quickly

at large distances, with a characteristic rate set by ∆. In the large ∆ limit this

can be approximated by a Gaussian wavepacket at the center of AdS, with a width

∼ 1/
√

∆. It is held in place by the effect of the AdS curvature. Descendant state

wavefunctions filling out a full irreducible representation of the conformal group can

be computed by acting on the primary wavefunction with the raising operator Pµ, the

CFT momentum generator. A typical descendant state is portrayed in Figure 4.1.

Let us be a bit more precise about the kinematics of the descendant states. The

AdS wavefunction for the center of mass of a state descending from a scalar primary

is (see e.g. [204,220])

ψn,`J(t, ρ,Ω) =
e−iEn,`t

N∆n`

Y`J(Ω) sin` ρ cos∆ ρ 2F1

(
−n,∆ + `+ n, `+

d

2
, sin2 ρ

)
(4.12)

with normalizations

N∆n` = (−1)n

√
n!Γ2(`+ d

2
)Γ(∆ + n− d−2

2
)

Γ(n+ `+ d
2
)Γ(∆ + n+ `)

, (4.13)

where En,` = ∆ + 2n + `. The two quantum numbers n and ` index changes in the

twist and angular momentum, respectively, where the twist τ ≡ ∆− `. If we consider

the simple case of n = 0 and ` � ∆ � 1, corresponding to minimal twist and large

angular momentum, then we find that the norm of the wavefunction has a maximum
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at a geodesic distance5

〈κ〉 ≈ RAdS

2
log

(
2`

∆

)
(4.14)

from the center of AdS, with a width of order RAdS/
√

∆ in 〈κ〉. In this limit the

wavefunction represents an object in a circular orbit about the center of AdS.

The preceding discussion of CFT states and AdS center-of-mass wavefunctions

was completely general. Now let us specialize for a moment and consider CFTs with

AdS duals whose spectra include weakly coupled particles. The 2-particle primary

states in such an AdS theory are dual to operators that we will represent as [O1O2]n,`

in the CFT, where O1 and O2 are primaries that create single-particle states.

The primary operators [O1O2]n,` create 2-particle states whose center of mass is

supported near our chosen origin at ρ = 0 in AdS, but the pair of particles themselves

can have a large relative motion. In particular, we can study the state where the

particles both orbit the center of AdS precisely out of phase, so that they are opposite

each other across the center of AdS. This configuration is pictured in Figure 4.5. The

particles are very well-separated at large `, because they are balanced across the center

of AdS. In the case of free particles the primary operators [O1O2]n,` have dimension

∆1 + ∆2 + 2n+ `. (4.15)

This CFT scaling dimension corresponds to the rest mass of the two AdS particles

plus a contribution from the kinetic energy of their relative motion.

5The geodesic distance κ from the center of AdS is related to the ρ coordinate by sinhκ = tan ρ.
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In the case of a pair of non-interacting AdS objects, including the case of free

particles, we can work out the kinematics exactly. In the appendices of [215, 221]

it was shown how to decompose a primary operator [O1O2]n,` in a generalized free

theory6 into the descendants of O1 and O2. This is identical to decomposing 2-particle

primary wavefunctions into sums of products of one-particle descendant wavefunctions

in AdS. In the case of n = 0 one finds

[O1O2]` =
∑

`1+`2=`

s`1,`2

(
∂µ1 · · · ∂µ`1O1

)(
∂ν1 · · · ∂ν`2O2

)
(4.16)

with coefficients

s`1,`2 =
(−1)`1

`1!`2!Γ(∆1 + `1)Γ(∆2 + `2)
. (4.17)

This means that at large `, the CFT primary [O1O2]` is dominated by contributions

from descendants with

`1 ≈
`

2

(
1 +

∆2 −∆1

2`−∆1 −∆2

)
≈ `

2
+

∆2 −∆1

4
. (4.18)

We see that at large angular momentum, such operators are composed of pairs of

descendants of O1 and O2 with nearly equal angular momenta. The relation (4.18)

will be useful for the semi-classical gravity calculations that follow in section 4.2.1.

The operators [O1O2]n,` always appear in the OPE of O1 and O2 if the conformal

theory is a generalized free theory. If the theory is perturbative in either an AdS

coupling (e.g. 1/N) or some weak coupling in the CFT, then these operators are also

6A generalized free theory is the conformal theory dual to a free field theory in AdS. It can also
be described as a CFT whose correlators can all be obtained by Wick contractions into 2-point
correlators.
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guaranteed to exist [199] and to make an appearance in the O1(x)O2(0) OPE. But

away from free theory they will acquire an anomalous dimension γ(n, `).

From the AdS viewpoint, this anomalous dimension arises due to the interaction

energy between the two objects. This means that at large ` we can use the relationship

between 〈κ〉 and ` from equation (4.14) to write the total dimension of [O1O2]n,` as

∆1 + ∆2 + 2n+ `+ γ(n, `(κ)), (4.19)

where κ is the geodesic distance between the objects in AdS. Since ` grows exponen-

tially with κ, the strength of the AdS interaction at large distances is determined by

the magnitude of the anomalous dimensions γ(n, `) at very large `. In perturbative

examples the anomalous dimension γ(n, `) falls off as a power-law in ` as ` → ∞ in

the case d ≥ 3.

Do operators like [O1O2]n,` always exist in the OPE of O1 and O2 in any CFT?

If so, then every CFT has a Hilbert space that can be interpreted in terms of states

moving in AdS. The anomalous dimensions γ(n, `) would give information about the

properties of AdS interactions, with the large ` behavior corresponding to the effects

of long-range forces in AdS.

We are finally ready to formulate our version of the AdS cluster decomposition

principle as a statement about the OPE and the CFT spectrum: In the OPE of

any two primary operators O1 and O2, for each non-negative integer n, there exists

an infinite tower of operators [O1O2]n,` in the limit that ` → ∞, with dimension

∆1 + ∆2 + 2n+ `+ γ(n, `) where γ(n, `)→ 0 as `→∞. Furthermore, one can show
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that

γ(n, `) =
γn
`τm

, (4.20)

where τm is the twist of the minimal twist operator appearing in the OPE of both

O1 with O†1 and O2 with O†2. Generically τm ≤ d − 2, since the energy momentum

tensor Tµν always appears in both of these OPEs, and in fact it is straightforward

to go beyond equation (4.20) to derive the anomalous dimension at subleading order

in 1/`. In section 4.2.1 we will give an explicit computation of the long-distance

gravitational effects for d ≥ 3, which match the universal contribution from Tµν that

we will obtain from the CFT bootstrap in section 4.3.4.

This theorem has been proven [51, 201] for all CFT≥3, without any assumptions

beyond unitarity. However, our formulation of the cluster decomposition principle

is false in the case of AdS3/CFT2. In fact, the 2d Ising model provides an explicit

counter-example [51].

We will see what goes wrong in section 4.2.2, but the intuition from AdS3 is simple.

Gravitational effects in 2 + 1 dimensions lead to deficit angles surrounding massive

sub-Planckian objects, and these deficit angles can be detected from arbitrarily large

distances. This means that they make finite corrections to the spectrum of operator

dimensions, so that γ(n, `) approaches a finite constant γ(n) as ` → ∞. The CFT2

interpretation is that the presence of zero twist operators, such as the Virasoro de-

scendants of the identity, imply that in equation (4.20) we have τm = 0. However,

with proper caveats we will show that a modified theorem holds, and that we can
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Figure 4.5: This figure is suggestive of the relationship between certain ` � 1
operators in the OPE of O1 and O2 and a ‘2-blob’ state in AdS, corresponding to
the two states created by the CFT primaries O1(0) and O2(0) in an orbit about each
other at large separation κ ∼ log `. The existence and asymptotic dimension of these
2-blob operators at large ` in the CFT defines a cluster decomposition principle in
AdS.

compute the finite anomalous dimensions γ(n) directly from the CFT bootstrap in

two dimensions. We study the AdS3 expectations for deficit angles in section 4.2.2.

Then in section 4.2.3 we will obtain even more interesting expectations when we con-

sider BTZ black holes. We will review the fact that there are no stable orbits about

these objects, so we do not expect that cluster decomposition can hold above the

BTZ threshold. However, what we can expect is a thermal spectrum of quasi-normal

modes. In the remainder of this work we will then provide a universal CFT proof of

these results without making further reference to AdS expectations.
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4.2.1 AdS≥4: the Newtonian Gravitational Potential

In this section we will compute the shift in energy due to the gravitational interac-

tions between very distant, uncharged, scalar masses in AdS≥4. This corresponds to

the CFT computation of the anomalous dimension of the primary operator [O1O2]n,`

in the OPE of primaries O1 and O2, in the large ` limit. We will derive this anomalous

dimension directly from the CFT bootstrap in section 4.3.4 and find that the results

match.

The idea of the calculation is to do perturbation theory in the inverse distance

between the objects, resulting in a ‘Newtonian’ approximation in AdS. This approx-

imation is good only when d ≥ 3, because gravitational interactions do not fall off

with distance in 2 + 1 bulk dimensions; in 2 + 1 dimensions, one must further assume

that GN is sufficiently small. We will obtain the first order energy shift by computing

the expectation value of the gravitational interaction Hamiltonian using the unper-

turbed wavefunction for the orbiting object. First we will compute the interaction

Hamiltonian (gravitational potential) at large distances due to the presence of a point

mass, and then we will evaluate the expectation value.

In AdS≥4, the AdS-Schwarzschild metric [222] is the solution to Einstein’s equa-

tions in the presence of a spherically symmetric, uncharged mass. In d+1 dimensions

it is

ds2 = U(r)dt2 − 1

U(r)
dr2 − r2dΩ2, (4.21)
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where

U(r) = 1− µ

rd−2
+

r2

R2
AdS

(4.22)

and the mass of the black hole is

M =
(d− 1)Ωd−1µ

16πGN

, (4.23)

where Ωd−1 = vol(Sd−1). This coordinate system is useful because
√
−g is indepen-

dent of M , so only g00 and grr are affected by the mass M . We need compute only

to first order in M , since this is equivalent to expanding in the inverse distance.

The energy shift to first order in M is then

δEorb = 〈n, `orb|δH|n, `orb〉

= −µ
4

∫
dr rd−1dd−1Ω

(
r2−d

(1 + r2)2
(∂tφ)2 + r2−d(∂rφ)2

)
. (4.24)

The two pre-factors of 1
2

in the above equation come from the normalization of the

action for a scalar field in AdS and the inclusion of both the scalar and gravitational

energy shifts (see e.g. [223]). We have attached an ‘orb’ label to emphasize that we

are currently studying one mass, described by the scalar field φ, orbiting a second

mass M at the origin of AdS. This is not a primary state in the CFT, since its center

of mass is not at rest, and so we will need to translate this result to obtain the

anomalous dimension of a primary operator [O1O2]n,`.

Using the wavefunctions from equation (4.12) transformed to r = tan ρ coordi-
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nates, we find

δEorb(n, `orb) = −µ
4

∫
rdr

N2
∆n`orb

(
E2

∆n`orb

(1 + r2)2
|ψn`orb(r)|2 + (∂rψn`orb(r))

2

)
, (4.25)

where ψn`orb(r) just includes the r dependence of the wavefunctions. Taking the n = 0

case as an example and expanding the result as `→∞, we find the two terms

δEorb(0, `orb) = − 4πGNM∆

(d− 1)Ωd−1

(
Γ(∆)

2Γ
(
−d

2
+ ∆ + 1

))(( 1

`orb

) d−2
2

+

(
1

`orb

) d
2

)
(4.26)

and clearly the first term is dominant at large `orb. This follows from the familiar

fact that the Newtonian approximation requires us to keep track only of shifts in the

metric component gtt. In fact, we could have obtained this energy shift to leading

order at large ∆ via a computation in classical gravitational perturbation theory.

Equation (4.26) is not yet the formula of interest, since it is the energy shift

associated with a configuration where one mass is at rest at the center of AdS, while

the other orbits. To get the energy shift or anomalous dimension of the primary

operator [O1O2]n,`, we need to use equation (4.18) to relate the double-trace primary

to this ‘orbit’ state. In the semi-classical limit the orbit state has the same energy

shift as a primary with equal geodesic separation between the two objects, so that

κorb = κ1 + κ2 with

κ1 =
1

2
log

(
`prim
∆1

)
and κ2 =

1

2
log

(
`prim
∆2

)
. (4.27)

Using equation (4.14) for the geodesic radius of an orbit, the angular momentum of

orbit can be related to that of the primary by

`orb =
`2
prim

2∆1

. (4.28)
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Taking `prim → `, M ≈ ∆1, and ∆ = ∆2, we find a semi-classical energy shift

δE(0, `) ≈ −2
d
2πGN(∆1∆2)

d
2

Ωd−1(d− 1)

(
1

`

)d−2

(4.29)

in the approximation that ` � ∆1,∆2 � 1. In the case of d = 4, using the relation

c = π
8GN

, this gives

γ(0, `) ≈ −1

6

(∆1∆2)2

c

(
1

`

)2

, (4.30)

which matches the result we will derive from the CFT bootstrap in section 4.3.4.

As a final consideration, one might ask if these AdS≥4 configurations are unstable

due to the emission of gravitational and other radiation.7 For a variety of reasons we

expect that radiation will be an extremely small effect at large `. First, it is worth

emphasizing that unlike binary star systems in our own universe, the pair of objects

we consider here are held in their orbit by the AdS curvature. The gravitational

binding energy between the objects vanishes at large ` even though the orbital period

remains constant. Each object in the orbiting pair closely resembles a conformal

descendant, as indicated in equation (4.16), and such states are exactly stable. This

means that an emitted graviton would have to ‘know’ about both objects, despite

their very large separation, and so we would expect emission to be exponentially

suppressed. Furthermore, since the gravitational binding energies vanish at large

`, while gravitons in AdS have an energy or dilatation gap d/RAdS, considerations

of energy and angular momentum conservation also suggest that graviton emission

7We thank Gary Horowitz for discussions of this point.
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should be an exponentially suppressed process. Thus we expect that our orbiting

pairs will have a highly suppressed radiation rate at very large `.

4.2.2 Deficit Angles in AdS3 from Sub-Planckian Objects

Although there are no propagating gravitons in 2 + 1 dimensional gravity, Ein-

stein’s equations have well-known, non-trivial solutions [224, 225] in the presence of

sources. In particular, a point particle of sub-Planckian mass placed in AdS3 will

produce a deficit angle at its location, while the spacetime remains locally AdS3

everywhere else. This explicit solution for a particle at the origin can be written as

ds2 =
(1− 8GNM)

cos2(ρ)

(
dt2 − dρ2

1− 8GNM
− sin2(ρ)dθ2

)
, (4.31)

where M is the mass of the particle and θ ∈ [0, 2π). This looks exactly like the usual

AdS3 metric except for the presence of an angular deficit of 2π(1 −
√

1− 8GNM),

which is ≈ 8πGNM in the limit GNM � 1. We have made our choice for the

normalization of t and θ so that these coordinates have the usual relationship with

CFT coordinates in radial quantization. In particular, the Dilatation operator D =

i∂t.

Now let us compute the energy shift of a particle in AdS3 due to the presence of

the deficit angle. In fact, there is no computation to do. The usual bulk wavefunctions

ψn`(t, ρ, θ) in AdS3 from equation (4.12) are also the wavefunctions in our AdS-deficit
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spacetime if we send

∆→ ∆
√

1− 8GNM, n→ n
√

1− 8GNM, `→ `. (4.32)

In particular, this means that the eigenspectrum for a scalar field in this spacetime is

En,` = (∆ + 2n)
√

1− 8GNM + `. (4.33)

An interesting feature of this equation is that as 8GNM → 1 the spectrum of twists,

labeled by n, becomes more and more closely spaced, until we obtain a dense spectrum

at 8GNM = 1, the BTZ black hole threshold. In section 4.4.1 we will derive this result

in CFT2 with large central charge in the large ` limit, without making reference to

AdS3.

It is also useful to consider an expansion in the limit that GNM � 1. The

anomalous dimension obtained from this limit should be doubled in order to incor-

porate the effect of the second particle on the first, but it is multiplied by a factor

of 1/2 once we account for the shift in the gravitational action of the deficit angle

solution, as discussed in section 4.2.1. Thus we have a prediction that in the limit

1, n� ∆1,∆2 � c, we should find an anomalous dimension

γ(n, `) ≈ −6

c
∆1∆2 (4.34)

for the shift in dimension of large ` operators that dominate the OPE of O1 and O2,

where we have identified c = 3
2GN

for the case [226] of AdS3/CFT2.
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4.2.3 Quasi-Normal Mode Spectrum from Super-Planckian

Objects

In AdS3 there exist the well-known BTZ black hole [55] solutions. As our last

example we will be interested in the quantum mechanical spectrum associated with

a sub-Planckian object moving with large angular momentum around a 2 + 1 di-

mensional black hole. We can approach this question by studying the scalar wave

equation in the BTZ background.

The BTZ metric for a spinless, uncharged black hole is

ds2 = (r2 − r2
+)dt2 − dr2

r2 − r2
+

− r2dφ2. (4.35)

The black hole has a horizon at the coordinate r = r+. Unlike in the case of higher

dimensional AdS black holes, there are no timelike geodesics [227] in this spacetime

that avoid entering the black hole horizon. This is easy to see from the metric of

equation (4.21), which naturally accords with the BTZ metric when d = 2. Timelike

geodesics in this metric can be characterized by a radial equation

ṙ2 = E2 − V (r) where V (r) =
(

1− µ

rd−2
+ r2

)(
1 +

`2

r2

)
(4.36)

We see that when d = 2, the effective potential V (r) is always monotonic in the

presence of a BTZ black hole (when µ > 1), whereas V (r) can have a stable mini-

mum in d > 2. So there are no classical orbits about the BTZ black hole, sharply

differentiating the behavior in AdS3 from AdS≥4.
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The wave equation for a scalar with squared mass m2 = ∆(∆− 2) in the spinless

BTZ background has solutions of the form

φ(t, r, φ) = e−iωt+i`φ Uω`(r), (4.37)

where the normalizable radial wavefunction is

Uω`(r) =
(
r2 − r2

+

) iω
2r+ (r)

iω
r+
−∆

2F1

(
i`+ iω

2r+

+
1

2
∆,

i`− iω
2r+

+
1

2
∆,∆,

r2
+

r2

)
. (4.38)

One can check that these solutions analytically continue to the pure AdS3 solutions

of equation (4.12) if one takes r+ → i.

The BTZ-background solutions differ in an important qualitative way from those

for a scalar in empty AdS3. The BTZ solutions are oscillatory in log r, whereas the

AdS3 solutions are exponentially suppressed as log r → −∞. As a consequence, even

at very large `, the BTZ solutions are not suppressed in the vicinity of the black hole

horizon. This is the quantum mechanical reflection of the absence of stable orbits.

This behavior sharply distinguishes the BTZ solutions from those in d ≥ 3, as in the

latter we can make the orbital lifetime as large as desired by taking the limit of large

angular momentum.

This feature of the solutions has an immediate consequence for the quasi-normal

mode frequencies ω. To determine these frequencies we need to impose some sort of

boundary condition on the radial wavefunction, and quasi-normal modes are taken

to be purely ingoing solutions at r+, the black hole horizon. Imposing this boundary

134



CHAPTER 4. UNIVERSALITY OF LONG-DISTANCE ADS PHYSICS

condition leads to

ωn,` = `+ ir+(∆ + 2n), (4.39)

where ` is the angular momentum, and n is another quantum number analogous to

that which labels the twist in the pure AdS3 case. In fact this is just the analytic

continuation of equation (4.33). We see that for all values of the angular momentum

` the AdS3 energies have a constant, finite imaginary part. We therefore expect that

after diagonalizing the CFT2 Dilatation operator we will obtain a dense spectrum of

twists τ ≡ ∆ − |`|. This matches expectations from equation (4.33), which showed

that as the mass of a deficit angle approaches the minimal BTZ mass, the spectrum

of twists becomes more and more closely spaced. We also expect to reproduce the

quasi-normal mode spectrum (4.39) after analytic continuation in radial time of the

CFT correlators. We will prove both of these predictions using the CFT2 bootstrap

in section 4.4.2.

The fact that there are no stable orbits around a BTZ black hole has the surpris-

ing consequence that one cannot make stable configurations of multiple deficit angle

singularities orbiting each other, if their total mass is above the BTZ mass threshold.

This is all the more surprising since above d = 2, we know how to make such states

by spreading high-energy particles diffusely throughout space and giving them large

angular momentum. To understand this phenonemon better, let us see qualitatively

why such a state forms a black hole in AdS3. Consider the case of k identical par-

ticles each with large angular momentum `, so that they are well-separated. The
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Schwarzschild radius for a state with dimension E is

r+ =
√

8GNE − 1, (4.40)

On the other hand, each of the k particles is localized at a radial coordinate r ≈√
`/∆. The k-particle state has total dimension E ≈ k(∆ + `), and so the condition

for them to be outside their Schwarzschild radius is

r > r+ ⇒
∆ + `

∆
> 8GNk(∆ + `), (4.41)

or equivalently, since ∆ and ` are positive,

k∆ <
1

8GN

. (4.42)

The important point is that increasing ` does not help in satisfying this condition.

Once the total rest mass k∆ of the particles increases beyond the BTZ mass threshold

1/8GN black hole formation cannot be avoided by increasing the angular momentum,

as was possible in higher dimensions.

4.3 Review of the Bootstrap Derivation for d ≥ 3

Despite the various technical details we will discuss along the way, the argument

presented here is conceptually quite simple. In any CFT, the correlation function of

four scalar operators can be expressed in terms of a series of basis functions, known

as conformal partial waves or conformal blocks, in a calculation directly analagous

to the standard partial wave expansion of scattering amplitudes. This expansion can
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be performed in any of three channels, yielding different expressions which must be

identical. The equality of these expressions is referred to as the conformal bootstrap

equation, which is a powerful tool used to constrain the structure of any CFT. The

bootstrap was originally developed in the case of CFT2 [196, 197], and has recently

seen extensive analytic [51,52,202,207,228–230] and numerical [51,198,231–248] ap-

plication in CFT≥3.

We consider the bootstrap equation in a particular kinematic limit, the lightcone

OPE limit, such that the left-hand side of the equation has a manifest singularity, as

pictured in figure 4.6. This singularity simply arises from the disconnected correlator,

and would correspond to free propagation in a scattering amplitude. The lightcone

OPE singularity must be reproduced by the other side of the bootstrap equation, but

this can arise only from an infinite sum of conformal blocks, with very specific scaling

behavior. Since conformal blocks correspond to the exchange of definite states in

the theory, this analysis has far-reaching implications for the structure of the Hilbert

space and the spectrum of the Dilatation operator.

We will provide a brief review of the arguments in [51], which specifically studied

correlators involving a single primary operator φ. We will give the argument for

the case of two distinct scalar primaries φ1 and φ2, but the core of the analysis will

remain the same, such that interested readers may consult [51] for details and for a

more rigorous proof.
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Figure 4.6: This figure indicates the form that the bootstrap equation takes in the
lightcone OPE limit where the conformal cross-ratio u→ 0. The first and dominant
term on the left-hand side comes from the exchange of the 1 operator, and corresponds
to ‘free propagation’ or 2-point Wick contraction. The other terms indicate the
exchange of low-twist operators, such as the energy-momentum tensor.

4.3.1 Bootstrap Recap

In a CFT, the product of any two local operators can be rewritten using the

operator product expansion (OPE), which is a sum over all primary operators in the

theory,

φ1(x)φ2(0) =
∑
O

λ12OC12O(x, ∂)O(0). (4.43)

The function C12O(x, ∂) corresponds to the contribution of all operators in the confor-

mal multiplet associated with the primary operator O, and its structure is completely

fixed by conformal invariance. The OPE coefficients λ12O are theory-dependent and

undetermined by conformal invariance. The OPE can be used within a four-point cor-

relation function, rewriting the correlator as a sum over the exchange of irreducible

representations of the conformal group. The contribution of each representation, as-

sociated with the primary operator O of dimension ∆ and spin `, is referred as the
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conformal block gτ,`(u, v), where τ = ∆ − ` is the twist of O and the conformally-

invariant cross-ratios u and v are defined as

u =

(
x12x34

x24x13

)2

, v =

(
x14x23

x24x13

)2

, (4.44)

with xij = xi−xj. In terms of these conformal blocks, the four-point correlator takes

the form

〈φ1φ2φ3φ4〉 =
1

x∆1+∆2
12 x∆3+∆4

34

(
x24

x14

)∆12
(
x14

x13

)∆34 ∑
τ,`

Pτ,` gτ,`(u, v), (4.45)

where xi is the position of φi, ∆ij = ∆i−∆j, and the conformal block coefficient Pτ,`

is proportional to the product of OPE coefficients λ12Oλ34O.

In this expansion, we specifically took the OPE of the products φ1φ2 and φ3φ4.

However, we could have instead taken the OPE of φ1φ4 and φ2φ3. The conformal

bootstrap equation is simply the statement that these two different expansions, or

channels, give the same correlator

1

x2∆1
12 x2∆2

34

∑
τ,`

Pτ,` gτ,`(u, v) =
1

(x14x23)∆1+∆2

(
x13x24

x2
12

)∆12 ∑
τ,`

Pτ,` gτ,`(v, u), (4.46)

where we have taken the first two operators to be φ1 with dimension ∆1, and the

latter two to be φ2 with dimension ∆2, as this will be the case we examine below.

The bootstrap equation for 〈φ1φ1φ2φ2〉 provides a strong constraint on the spectrum

and OPE coefficients of the CFT.
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4.3.2 The Bootstrap in Generalized Free Theories

As a simple but far-reaching example of our bootstrap argument, we will consider

four-point correlation functions in a generalized free theory (GFT), where all corre-

lators are determined by 2-point Wick contractions. GFTs can also be defined as the

dual correlators derived from free quantum field theories in AdS. In the case where

we consider two different operators φ1 and φ2 we simply have

〈φ1(x1)φ1(x2)φ2(x3)φ2(x4)〉 =
1

x2∆1
12 x2∆2

34

. (4.47)

We can also express this correlator as an expansion in conformal blocks. This calcu-

lation is trivial in the ‘s-channel’, as the only contribution in the series is from the

identity,

1

x2∆1
12 x2∆2

34

∑
τ,`

P
(11,22)
τ,` g

(11,22)
τ,` (u, v) =

1

x2∆1
12 x2∆2

34

, (4.48)

where the superscripts for Pτ,` and gτ,` simply indicate that this channel corresponds

to the OPE of φ1φ1 and φ2φ2. However, the expansion in the ‘t-channel’ takes a very

different form, setting up the non-trivial equality of equation (4.46), which we can

write as

u−
1
2

(∆1+∆2) = v−
1
2

(∆1+∆2)u−
1
2

∆12

∑
τ,`

P
(12,12)
τ,` g

(12,12)
τ,` (v, u). (4.49)

If we consider this expression in the limit u � v � 1, we see that the left side

contains a very specific power-law singularity u−
1
2

(∆1+∆2). This singularity must be

reproduced by the right side, and our focus will be on precisely how it is reproduced.
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Since we are considering a GFT, the only primary operators appearing in this

conformal block expansion are the operators [φ1φ2]n,`, which schematically take the

form

[φ1φ2]n,` ∼ φ1∂
2n∂µ1 · · · ∂µ`φ2, (4.50)

with fixed twist τn = ∆1 +∆2 +2n. As discussed in [51], the corresponding conformal

blocks gτn,`(v, u) are known exactly and possess at most a logarithmic divergence in

the limit u → 0. For the bootstrap equation to be satisfied, the full sum over the

t-channel conformal blocks must not converge uniformly in u and v.

In order to understand this series, we need to study the conformal blocks at large

`, in the limit u � v � 1. In fact, we need the specific limit ` → ∞ with `
√
u

fixed. As shown in appendix C, in this limit the conformal blocks at fixed τ take the

approximate form

gτ,`(v, u) ≈ 2τ+2`v
τ
2u

1
2

∆12

√
`

π
K∆12(2`

√
u), (4.51)

where Kx(y) is a modified Bessel function. We see that at small v the lowest twist

terms (n = 0) will dominate. In addition, the universal prefactor of u−
1
2

∆12 in eq.

(4.49) will cancel with a corresponding term from each conformal block, such that

the only remaining u-dependence arises from the Bessel function.

Let us now consider the conformal block coefficients Pτn,`, specifically for the

minimal twist operators. As shown in [215], these coefficients can be calculated
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precisely in a generalized free theory, and for n = 0 take the form

Pτ0,` =
(∆1)`(∆2)`

`!(∆1 + ∆2 + `− 1)`
, (4.52)

where (q)x = Γ(q+x)
Γ(q)

is the rising Pochhammer symbol. In the large ` limit, these

coefficients take the approximate form

Pτ0,` ≈
4
√
π

Γ(∆1)Γ(∆2)2τ0+2`
`∆1+∆2− 3

2 . (4.53)

Combining these results, the sum of large ` conformal blocks can be approximated as

v−
1
2

(∆1+∆2)u−
1
2

∆12

∑
τn,`

Pτn,` gτn,`(v, u) ≈ 4

Γ(∆1)Γ(∆2)

∑
`

`∆1+∆2−1K∆12(2`
√
u).(4.54)

This sum over large ` can be further approximated as an integral, which we can write

as

∑
large `

`∆1+∆2−1K∆12(2`
√
u) ≈ u−

1
2

(∆1+∆2)

∫
d` `(∆1+∆2−1)K∆12(2`), (4.55)

where we are specifically considering the limit of large ` at fixed `
√
u. As we can see,

the large ` conformal blocks perfectly replicate the u → 0 behavior present on the

left side of eq. (4.49).

The takeaway lesson from this discussion is that the full sum of large ` conformal

blocks contains a singularity in u that is not present in any individual term. This

singularity was required by the bootstrap equation, and it is simply the result of a

2-point Wick contraction, also known as the exchange of the identity operator, or

‘free propagation’.
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4.3.3 Lightcone OPE Limit and Cluster Decomposition

Let us now study the existence and properties of large ` operators in any CFT≥3.

Separating the contribution of the identity operator, the bootstrap equation can be

written as

u−
1
2

(∆1+∆2)

(
1 +

∑
τ,`

Pτ,` u
τ
2 fτ,`(u, v)

)
= v−

1
2

(∆1+∆2)
∑
τ,`

Pτ,` v
τ
2 fτ,`(v, u), (4.56)

where we have again suppressed the channel superscripts and rewritten the conformal

blocks as gτ,`(u, v) = u
τ
2 v

1
2

∆ijfτ,`(u, v) to highlight their behavior at small u, v.

For d ≥ 3, unitarity separates the twist of the identity from that of all other

operators, placing the bounds

τ ≥


d−2

2
(` = 0),

d− 2 (` ≥ 1).

(4.57)

With these bounds in mind, we can see that the identity provides the dominant

contribution to the left side of eq. (4.56) in the limit u → 0. In fact, in this limit

the left side of the bootstrap equation for any CFT is approximately the same as in

GFT. Our arguments will again hinge on the simple statement that the right side

must reproduce this contribution from the identity in the limit u � v � 1. This

statement can be written as the approximate constraint

1 ≈
(u
v

) 1
2

(∆1+∆2)∑
τ,`

Pτ,` v
τ
2 fτ,`(v, u) (u→ 0), (4.58)

where we have suppressed the superscripts on Pτ,` and fτ,`(v, u), as we will only

consider conformal blocks in the t-channel for the remainder of this discussion.
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We can clearly see that the u, v-dependence of the right side of eq. (4.58) must

vanish in the appropriate limit. Just as in the case of GFT, the u-dependence cannot

be reproduced by any individual conformal block, so it must come from the full

infinite sum. We again need to consider the large ` portion of this expression, as

demonstrated in [51].

As discussed in appendix C, the large ` conformal blocks in the limit u � 1 on

the right-hand side of equation (4.58) can be approximated as

gτ,`(v, u) ≈ v
τ
2 k′2`(1− z)F (d)(τ, v), (4.59)

where k′2β(x) = xβ2F1(β − 1
2
∆12, β − 1

2
∆12; 2β;x), z is defined by u = zz̄, v = (1 −

z)(1− z̄), and the d-dependent function F (d)(τ, v) is positive and analytic near v = 0,

though its exact form will be unimportant for our discussion. Note that the limit

z → 0 at fixed z̄ is equivalent to u→ 0 at fixed v. For the remainder of this section,

we will be using z rather than u, as this greatly simplifies the discussion.

Note that in this limit the z, `-dependence of the conformal blocks factorizes from

the v, τ -dependence, such that we may consider the cancellation of each piece sepa-

rately. Since the conformal blocks are completely theory-independent, the function

k′2`(1 − z) takes the same approximate form as in GFT. The total sum over ` must

then produce the divergence of z−
1
2

(∆1+∆2) necessary to cancel the prefactor in eq.

(4.58).

What about the v-dependence? As mentioned above, the function F (d)(τ, v) ap-

proaches a finite positive value as v → 0. In this limit, the v-dependence of each
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large ` conformal block is approximately v
τ
2 . Since this dependence must cancel the

prefactor of v−
1
2

(∆1+∆2), we can obtain a bound on the possible twists that domi-

nate in the large ` sum. While this is already a powerful restriction, we can make

a much stronger statement. In order to reproduce the left side of eq. (4.58), there

must be a contribution from an infinite number of operators of increasing spin with

τ → ∆1 + ∆2 as `→∞. The constraint on the twists comes from the need to cancel

the v-dependence, while the requirement for an infinite tower of these operators comes

from the need to cancel the z-dependence.

We can actually take this argument one step further. Consider the conformal

block associated with any primary operator in this infinite tower of operators with

τ ≈ ∆1 + ∆2. We can then expand this conformal block as a series in v,

gτ,`(v, u) ≈ v
τ
2 k′2`(1− z)F (d)(τ, 0) +O(v

τ
2

+1). (4.60)

However, to obtain eq. (4.58) we only had to take the z → 0 limit, which means that

this equality must hold to all orders in v. There must then be another conformal

block which cancels the O(v
τ
2

+1) term. More specifically, this additional conformal

block must correspond to an operator with twist τ ′ = τ + 2 ≈ ∆1 + ∆2 + 2. We

can continue this process at every level in this power series, each time requiring the

existence of a new operator with twist τn ≈ ∆1 +∆2 +2n to cancel the other O(v
τ
2

+n)

terms.

This argument applies to every operator in our infinite tower at τ ≈ ∆1+∆2. This

tells us that, for each non-negative integer n, the large ` spectrum of any CFT must
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include an infinite tower of operators with twists approaching τn = ∆1 +∆2 +2n. We

refer the reader to [51] for a mathematically rigorous version of these arguments.

4.3.4 Anomalous Dimensions and Long-Range Forces in AdS

In this section we will explain how subleading corrections to the u→ 0 lightcone

OPE limit of the bootstrap equation make it possible to constrain the anomalous

dimensions and OPE coefficients of the operators [φ1φ2]n,`. This means that we can

use the bootstrap to derive the effects of long-range forces in AdS≥4. The univer-

sal exchange of Tµν in the bootstrap leads to the universal long-range gravitational

potential in AdS.

So far we have considered only the dominant s-channel behavior due to the identity.

However, we can extend our argument by considering the subleading contributions of

conformal blocks associated with the CFT’s minimal nonzero twist τm. In the limit

of small u, these minimal twist operators provide a correction to the left side of the

bootstrap equation,

1 +
2∑

`m=0

Pmu
τm
2 fτm,`m(u, v) ≈

(u
v

) 1
2

(∆1+∆2)∑
τ,`

Pτ,` v
τ
2 fτ,`(v, u) (u→ 0). (4.61)

We have limited this sum to `m ≤ 2, because higher spin operators either possess

twist greater than that of the energy-momentum tensor or couple [216, 249] as in a

free field theory.

However, it is worth emphasizing that the u→ 0 contribution of all operators on

the left-hand side with τ < ∆1 +∆2 must be matched by the large ` sum on the right-
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hand side. This follows because these operators on the left-hand side of the bootstrap

equation create a power-law singularity in u, while any finite sum of conformal blocks

on the right-hand side can only produce a logarithmic singularity in u. This means

that one could use the bootstrap to compute the OPE coefficients and dimensions of

the [φ1φ2]n,` operators contributing on the right-hand side to O
(

1
`∆1+∆2

)
in the large

` limit.

In the limit u� 1, the minimal twist conformal blocks can be written as [250]

gτm,`(u, v) ≈ u
τm
2 (1− v)`m2F1

(τm
2

+ `m,
τm
2

+ `m; τm + 2`m; 1− v
)

. (4.62)

As we can see, these blocks factorize into a u-dependent piece, with simple scaling

behavior, and a v-dependent piece, which can be expanded in a power series at small

v by using the relation

2F1(β, β; 2β; 1− v) =
Γ(2β)

Γ2(β)

∞∑
n=0

(
(β)n
n!

)2

vn
(

2 (ψ(n+ 1)− ψ(β))− ln v
)

, (4.63)

where ψ(x) = Γ′(x)
Γ(x)

is the digamma function. The precise form of this expansion

is largely irrelevant to our discussion. All that matters to us is the presence of

logarithmic terms of the form vn ln v. Since eq. (4.61) is true to all orders in v, these

terms must again be replicated by the t-channel conformal blocks.

To see how these logarithmic terms are reproduced by the right side of equation

(4.61), we shall consider the situation where one of the special twist values τn =

∆1 + ∆2 + 2n is approached by a single tower of operators Oτn,` which at large ` are

separated by a twist gap from all other operators in the spectrum. For simplicity,
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we will specifically consider the case where there is one operator accumulating near

τn for each `, and the corresponding conformal block coefficients approach those of

GFT. However, this approach can be generalized to more complicated scenarios [51].

Generically, the twists τ(n, `) for this tower of operators will not be precisely τn.

Instead, they will be shifted by some anomalous dimension γ(n, `) = τ(n, `)− (∆1 +

∆2 + 2n). For sufficiently large `, we can expand the associated conformal blocks in

terms of the anomalous dimension to obtain the approximate form

gτn+γ,`(v, u) ≈ v
τn
2

(
1 +

γ(n, `)

2
ln v

)
k′2`(1− z)F (d)(τn, v). (4.64)

We see that the logarithmic terms due to minimal twist operators in the s-channel

are replicated by the anomalous dimensions of large ` operators in the t-channel. By

matching both sides of the bootstrap equation, we can then constrain the form of

γ(n, `).

While it is clear that we can match the v-dependence of both sides, we still need

to consider the z-dependence. As we can see in eq. (4.61), the right side must not only

cancel the original factor of z
1
2

(∆1+∆2), it must produce an additional factor of z
τm
2 .

Just like in GFT, we simply need to consider the contribution of conformal blocks at

large `. Focusing on only the relevant terms, we need the approximate relationship

z
τm
2
− 1

2
(∆1+∆2) ∼

∑
large `

γ(n, `)`∆1+∆2−1K∆12(2`
√
z). (4.65)

Since we are considering the ` → ∞ limit, we can approximate the anomalous

dimension with its leading ` dependence γ(n, `) ≈ γn`
a, such that we obtain
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∑
large `

γn`
a+∆1+∆2−1K∆12(2`

√
z) ≈ γn z

− 1
2

(a+∆1+∆2)

∫
d` `a+∆1+∆2−1K∆12(2`). (4.66)

Matching this to the left side of the bootstrap, we see that a = −τm, such that the

anomalous dimension takes the asymptotic form

γ(n, `) ≈ γn
`τm

(`→∞), (4.67)

where the `-independent coefficient γn can be determined by carefully matching the

vn ln v terms on both sides.

As a simple example, consider the case of stress-energy tensor exchange in d = 4,

which has τm = `m = 2 and Pm = ∆1∆2

360c
. Matching all terms proportional to ln v, we

then obtain the approximate relation

− u∆1∆2

6c

(
1 + 4v + v2

(1− v)3

)
≈ u∆2

v
1
2

(∆1+∆2)

∑
n,`

Pτn,` v
τn
2
γn
`2
k′2`(1− z)F (4)(τn, v). (4.68)

Note that the conformal block coefficients Pτn,` are approximately those of GFT,

which in the limit ∆1, n� ∆2 � ` take the form

Pτn,` ≈
(∆1)n
n!22n

Pτ0,`. (4.69)

As every term is proportional to Pτ0,`, we can evaluate the sum over ` to cancel the

z-dependence of both sides, yielding the relation

− ∆1(∆1 − 1)∆2
2

6c

(
1 + 4v + v2

(1− v)2

)
≈ (1− v)∆2

∑
n

(∆1)n
n!2τn

γnv
nF (4)(τn, v). (4.70)
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In this particular limit, we can also apply the results of appendix C to the d = 4

conformal blocks derived in [251] to obtain the approximation

F (4)(τn, v) ≈ 2τn(1− v)∆12−1. (4.71)

Using this result, we then have the simplified expression

− ∆1(∆1 − 1)∆2
2

6c

(
1 + 4v + v2

(1− v)∆1+1

)
≈
∑
n

(∆1)n
n!

γnv
n. (4.72)

If we expand the left side as a series in v, we can then match corresponding terms from

the two series to determine the anomalous dimension coefficients γn. For the terms

with n� ∆1, this takes the simple form γn ≈ − (∆1∆2)2

6c
, which matches precisely with

the AdS gravity computation that produced equation (4.30) in the ∆1,∆2 � 1 limit.

This has a nice physical interpretation in terms of the picture of section 4.2.1: when

n � ∆1,∆2 � ` the variation of n does not significantly alter the distance between

objects 1 and 2 in AdS, and so γn, which corresponds to the gravitational binding

energy, is independent of n.

This same approach can be applied to theories with an arbitrary number of min-

imal twist primary operators. For example, the general n = 0 anomalous dimension

coefficient is

γ0 ≈ −
2Γ(∆1)Γ(∆2)

Γ(∆1 − τm
2

)Γ(∆2 − τm
2

)

∑
`m

Pm
Γ(τm + 2`m)

Γ2( τm
2

+ `m)
. (4.73)

Furthermore, as noted above, we could in principle use the existence of the sin-

gularity u
1
2

(τ−∆1−∆2) on the left-hand side of equation (4.61) to match the large `
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anomalous dimensions and OPE coefficients to O
(

1
`∆1+∆2

)
on the right-hand side.

For large values of ∆1 or ∆2 this could be extremely powerful.

4.4 Virasoro Blocks and the Lightcone OPE Limit

We would like to generalize the bootstrap arguments from the previous section to

the case of CFTs in d = 2, which possess an infinite-dimensional Virasoro symmetry.

For d ≥ 3, our argument relied on the fact that once a CFT correlator in the OPE

limit is decomposed into conformal blocks, it can then be expanded in increasing

powers of u, beginning with the identity contribution,

〈φ1φ1φ2φ2〉 = u−
1
2

(∆1+∆2) +
∑
τ,`

Pτ,` u
1
2

(τ−∆1−∆2)fτ,`(u, v). (4.74)

Two features were crucial for the analysis – firstly that τ ≥ d
2
− 1 > 0, so that

the identity was clearly separated from the contributions of other operators, and

secondly, that there were only a finite number of conformal block contributions at the

minimum twist τm > 0. Neither of these properties holds in the case of 2d CFTs. So

it is not surprising that many 2d CFTs, including the 2d Ising model [51], violate the

conclusions of the theorem we proved for d ≥ 3. In fact we saw in sections 4.2.2 and

4.2.3 that explicit AdS3 calculations provide different expectations for the large spin

spectrum in CFT2.

We will overcome the aforementioned hurdles by computing the Virasoro confor-

mal blocks in various semi-classical limits and then using them in a more general
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Figure 4.7: This figure suggests how the exchange of all descendants of the identity
operator in the Virasoro algebra corresponds to the exchange of all multi-graviton
states in AdS3. This is sufficient to build the full, non-perturbative AdS3 gravitational
field entirely from the CFT2.

lightcone OPE bootstrap analysis. Due to the technical nature of the computation

of the blocks themselves, we have confined these calculations to the appendices, with

the general method described in appendix E and the specific computations in ap-

pendix F and G. We also provide a more straightforward brute force computation in

a more restricted limit in appendix D. With the blocks in hand, the bootstrap analysis

proceeds along the same line of reasoning that we saw in section 4.3, although with

qualitatively different conclusions.

Let us now briefly discuss the bootstrap equation in CFT2. In d = 2 we can make

use of holomorphic factorization to discuss operators of general spin; nevertheless we

will mostly discuss scalar external operators for simplicity and uniformity with section

4.3. Correlators of local operators in CFT2 can be expanded in Virasoro conformal

blocks corresponding to the exchange of irreducible representations of the Virasoro

group. Each of these Virasoro blocks (or Virasoro partial waves) is associated with
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a primary operator Oh,h̄ of scaling dimension ∆ = h + h̄ and spin ` = |h − h̄|. The

Virasoro block decomposition of a four-point correlation function takes a very similar

form to the conformal block expansion in d ≥ 3, namely

〈φ1φ2φ3φ4〉 =
1

x∆1+∆2
12 x∆3+∆4

34

(
x24

x14

)∆12
(
x14

x13

)∆34 ∑
h,h̄

Ph,h̄ Vh,h̄(u, v), (4.75)

where Ph,h̄ is the set of theory-dependent Virasoro block coefficients and Vh,h̄ are the

Virasoro blocks. The bootstrap equation can then be written in terms of Virasoro

blocks as

1

x2∆1
12 x2∆2

34

∑
h,h̄

Ph,h̄ Vh,h̄(u, v) =
1

(x14x23)∆1+∆2

(
x13x24

x2
12

)∆12 ∑
h,h̄

Ph,h̄ Vh,h̄(v, u), (4.76)

where we are specifically considering the Virasoro block decomposition of a correlator

with only two independent scalar operators φ1, φ2. We have written the bootstrap

equation in terms of xi and the cross-ratios u and v to make contact with section 4.3,

but it is often more natural to use variables z and z̄, with u = zz̄ and v = (1−z)(1−z̄),

since the full two-dimensional conformal group breaks up into holomorphic and anti-

holomorphic Virasoro algebras.

4.4.1 AdS3 Deficit Angles from Semi-Classical Virasoro Blocks

Factoring out the contribution due to the identity operator, we can rewrite the

CFT2 bootstrap equation as

V0,0(u, v) +
∑
h,h̄

Ph,h̄ Vh,h̄(u, v) =
(u
v

) 1
2

(∆1+∆2)

u−
1
2

∆12

∑
h,h̄

Ph,h̄ Vh,h̄(v, u). (4.77)
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We can clearly see the first difference between 2d CFTs and those in higher dimen-

sions. In our previous discussion, the contribution of the identity operator was simple,

with no additional u, v-dependence. More concretely, there was no extended ‘confor-

mal block’ associated with the identity, but only a single, trivial operator. This is

not the case in 2d, as we now have contributions from all of the descendants of the

vacuum. In terms of the global conformal symmetry, these descendants are simply the

states that we obtain by acting with the stress-energy tensor on the CFT2 vacuum.

As in section 4.3, we are specifically interested in studying eq. (4.77) in the light-

cone OPE limit u→ 0. In order to make their small u behavior manifest, the Virasoro

blocks can be rewritten as

Vh,h̄(u, v) = u
τ
2Fh,h̄(u, v). (4.78)

where F is analytic at small u. The left side of the bootstrap equation will be dom-

inated by operators with zero twist. However, unitarity no longer forbids additional

operators with τ = 0. The stress-energy tensor is an example, but it has already

been included in the Virasoro identity block. Any other local primary operator with

h = 0 or h̄ = 0, and therefore of zero twist, will be a conserved current. We will limit

our discussion to theories with no additional continuous global symmetries, such that

the only zero twist operators are contained within the identity Virasoro block. In the

small u limit, eq. (4.77) can be written as

V0,0(u, v) ≈
(u
v

) 1
2

(∆1+∆2)

u−
1
2

∆12

∑
τ,`

Pτ,` gτ,`(v, u) (u→ 0). (4.79)
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We have chosen to explicitly write the t-channel or right-hand side in terms of global

conformal blocks. We discuss the limitations of this approximation below, when it

becomes relevant, with most calculations confined to appendix G.

We want to study the behavior of V0,0 in the u→ 0 limit. Unlike global conformal

blocks, there is no general closed-form expression for Virasoro blocks. However, as

discussed in appendix F, the approximate structure of these blocks can be determined

in the semi-classical limit where the CFT central charge c→∞ with

1� ∆1 � c and
∆2

c
fixed. (4.80)

In the semi-classical limit, the u→ 0 form of the identity block is approximately

V0,0(u, v) ≈ α∆1v−
1
2

∆1(1−α)

(
1− v
1− vα

)∆1

, (4.81)

where we have defined α ≡
√

1− 12∆2

c
. We have assumed that φi are scalar operators

with ∆i = hi + h̄i = 2hi, although it is easy to generalize to the case with hi 6= h̄i

using the results of appendix F and holomorphic factorization. The identity Virasoro

block contains new v-dependence that arises due to the Virasoro descendants of the

vacuum. However, we can also see that in this limit the left side of eq. (4.79) is

completely independent of u, which tells us that the right side must also have no

u-dependence.

As in higher dimensions, it is impossible for any one conformal block to cancel

the u-dependent prefactor. One might wonder if this remains true in CFT2, where

the Virasoro blocks replace the simpler global blocks. We argue in appendix G that
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it does. Specifically, at both `� ∆2, c and for `� ∆2, c we find that the individual

t-channel Virasoro blocks V(v, u) do not contain a sufficiently strong singularity as

u→ 0 to reproduce the identity block in the t-channel. Furthermore, there is a natural

interpolation between the large and small ` behavior. So although our approximations

do not allow for a rigorous proof, we expect that there must be an infinite sum of

large ` Virasoro blocks on the right-hand side of equation (4.77) to reproduce the

singularity as u→ 0.

Now let us study the bootstrap equation in the limit u� v � 1, using the global

blocks on the right-hand side so that we can write

1 ≈ α−∆1u
1
2

(∆1+∆2)v−
1
2

(α∆1+∆2)u−
1
2

∆12

∑
τ,`

Pτ,` gτ,`(v, u). (4.82)

We are specifically interested in the large ` conformal blocks, which in this limit take

the same approximate form as in higher dimensions,

gτ,`(v, u) ≈ 2τ+2`v
τ
2u

1
2

∆12

√
`

π
K∆12(2`

√
u). (4.83)

We can easily see that this discussion will be very similar to our arguments from

section 4.3. The overall prefactor of u−
1
2

∆12 will be cancelled by each individual block,

but the necessary power of u−
1
2

(∆1+∆2) can only be produced by an infinite tower of

large ` conformal blocks. In every 2d CFT with large c, there must then exist an

infinite spectrum of large ` global conformal blocks, just as in higher dimensions.

However, things become much more interesting if we look at the v-dependence.

In the small v limit, the conformal blocks approximately scale as v
τ
2 . Since this v-
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dependence must cancel with the overall prefactor, we again obtain bounds on the

possible twists which can dominate in the large ` sum. More importantly, there must

be an infinite tower of large ` operators with twist τ → α∆1 + ∆2 as `→∞.

This behavior is very different from that of CFTs in higher dimensions. In the

large ` limit, we would naively expect the spectrum to approach that of GFT, with

τ ≈ ∆1 + ∆2. Phrased in terms of AdS, we would expect the binding energy of

two particles to vanish in the long-distance limit. Instead, we see the presence of

a universal ‘anomalous dimension’, or binding energy, which does not vanish in the

large ` limit. As discussed in section 4.2.2, this is precisely the behavior we would

associate with a deficit angle in AdS, with the corresponding energy shift

∆1 → ∆1

√
1− 12

∆2

c
= ∆1

√
1− 8GNM , (4.84)

where we have identified ∆2 = M and c = 3
2GN

.

Let us now extend our argument by considering the bootstrap at arbitrary v.

We will find it convenient to use v and z as variables, instead of v and u as above.

As discussed in appendix C, conformal blocks with twist τ ∼ ∆2 � ∆1 can be

approximated as

gτ,`(v, u) ≈ 2τ+2`v
τ
2 (1− v)

1
2

∆12u
1
2

∆12

√
`

π
K∆12(2`

√
z), (4.85)

where we have made no assumptions about the size of v. Inserting this into the

bootstrap equation and expanding the identity Virasoro block as a series in vα, we
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can obtain the relation

v
1
2

(α∆1+∆2)

∞∑
n=0

(∆1)n
n!

vnα ≈ α−∆1z
1
2

(∆1+∆2)
∑
τ,`

Pτ,` 2τ+2`v
τ
2

√
`

π
K∆12(2`

√
z). (4.86)

In order for the v-dependence of both sides to match, there must be at least one

primary operator with approximate twist

τn ≈ α(∆1 + 2n) + ∆2, (4.87)

for every non-negative integer n. In order for the z-dependence of both sides to also

match, there must actually be an infinite tower of primary operators with increasing

spin for every twist τn. Note that since these twists τn have non-integer spacings,

they must correspond to distinct Virasoro primaries.

We find that the large ` spectrum of any CFT with large central charge matches

that of the operators [φ1φ2]n,` in a generalized free theory, but with the rescalings

∆→ ∆
√

1− 8GNM, n→ n
√

1− 8GNM, `→ `. (4.88)

As discussed in section 4.2.2, this is precisely the spectrum associated with a probe

orbiting a deficit angle in AdS3. Using only the bootstrap equation for a 2d CFT, we

have rediscovered the universal long-distance effect of gravity in AdS3.

4.4.2 BTZ Quasi-Normal Modes from Semi-Classical Vira-

soro Blocks

Now we will consider the spectrum of twists τn in the case where one of the external

operators is above the BTZ mass threshold, i.e. ∆2 >
c

12
. In this case α is imaginary,
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so we will define β ≡
√

12∆2

c
− 1 = −iα. For small z with fixed v, the bootstrap

equation now takes the form

(
v−iβ/2 − viβ/2

)−∆1 ≈ (iβ)−∆1z
1
2

(∆1+∆2)
∑
τ,`

Pτ,` 2τ+2`v
1
2

(τ−∆2)

√
`

π
K∆12(2`

√
z).(4.89)

At large spin, an infinite sum over spins is still necessary in order to cancel the

prefactor of z
1
2

(∆1+∆2), and this completely constrains the large ` behavior of Pτ,`.

Thus, taking the z → 0 limit, we can simplify to(
v−iβ/2 − viβ/2

2i

)−∆1

≈
∫
dτ P̃τ v

1
2

(τ−∆2), (4.90)

where P̃τ is the remaining `-independent piece of Pτ,`, and we have replaced the sum

on twists with an integral, without loss of generality. To constrain the spectrum of

twists, we can take v = e−s and perform an inverse Laplace transform of each side,

obtaining

P̃∆2+2δ =

∫ γ+i∞

γ−i∞

ds

2πi
esδ

1

sin∆1(sβ/2)
. (4.91)

where we have rewritten the twists as τ = ∆2 + 2δ. Taking γ = π
β

to avoid the poles

in the denominator, this integral can be evaluated and one finds

P̃∆2+2δ =
Γ(∆1

2
+ i δ

β
)Γ(∆1

2
− i δ

β
)

2βΓ(∆1)
. (4.92)

This is regular for all real δ, and thus indicates that there is a dense spectrum of

twists. This result is consistent with the fact that the separation between twists in

the deficit angle spectrum from the previous section approaches zero as ∆2 → c
12

, the

BTZ threshold.
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To connect to the spectrum of quasi-normal modes for the BTZ black hole, we

want to look not for eigenstates of the Dilatation operator, but rather for asymptotic

‘in’ and ‘out’ states. We thus need to Wick rotate v = e−s → e−is(1+iε). One can then

read off the spectrum from the poles of (4.92). In this case v−iβ � viβ at large s,

so it is already manifest from a small v−iβ expansion of (4.90) that the spectrum of

twists is

τn ≈ iβ(∆1 + 2n) + ∆2 = 2πiTBTZ(∆1 + 2n) + ∆2, (4.93)

which is just the natural analytic continuation of (4.87) to imaginary α = iβ. This

reproduces the spectrum of BTZ quasi-normal modes, as in [217]. We emphasize that

these are universal results for the large ` spectrum of any CFT2 with large c and no

twist zero Virasoro primaries aside from the identity.

4.5 Discussion

What does it mean for a bulk gravitational spacetime to emerge holographically

from a CFT?

One approach views the AdS geometry as an ever-present feature of a CFT state.

The Ryu-Takayanagi formula [252, 253] exemplifies this viewpoint beautifully, as it

associates bulk geometry with entanglement entropy in the CFT, even in the un-

perturbed vacuum. The disadvantage of this philosophy is its static nature, for it

does not readily yield information about bulk dynamics, especially the locality of
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interactions in AdS. The concept of a geometric distance between physical objects

is important only because local interactions fall off with distance; without locality

geometry loses much of its meaning.

In this work we have taken a complementary approach, interpreting bulk geometry

as a derivative idea, defining it purely in terms of the dynamics of localized objects.

From this point of view spacetime coordinates are simply a set of approximate, a

posteriori labels that can be consistently applied to operators or states as they evolve

with time. The S-Matrix program in flat spacetime and the reconstruction of AdS

effective field theory from CFT correlators exemplify this philosophy, and in both

cases we have a host of information about the necessary and sufficient conditions on

amplitudes for a local bulk theory. In this approach, one attempts to “hear the shape”

of the geometry by looking at the spectrum of its excitations – for example, in this

chapter we worked with energy and angular momentum eigenstates. These can be

translated and combined to form local wavepackets in AdS, which in turn can then

be used to probe the geometry in a more direct way. In many cases these states and

their local interpretation are already familiar, and our approach has the advantage of

connecting geometry to AdS locality in an essential way.

Applying the CFT bootstrap to 2d large central charge theories has allowed us

to derive general, non-perturbative results that are ripe for interpretation in terms of

AdS3 dynamics. We saw that the exchange of the identity and its Virasoro descen-

dants, which can be interpreted in AdS3 as multi-graviton states, creates an effect

161



CHAPTER 4. UNIVERSALITY OF LONG-DISTANCE ADS PHYSICS

identical to the presence of either a deficit angle or BTZ black hole background.

Virasoro primaries with dimension hΦ > c
24

create a universal background in

which “light” primaries with dimension hφ � c have thermal correlators, as shown in

equation (4.7). This can be viewed as a derivation of the Eigenstate Thermalization

Hypothesis [213, 214] for CFT2 at large central charge, although it is important to

keep in mind that it will receive corrections from 1/c effects and, away from the

light-cone limit, from other conformal blocks. The corrections from other operators

could cancel, since φ1φ1 → φ2φ2 conformal block coefficients can have either sign,

or alternatively the OPE coefficients of these operators might simply be small. The

suppression of these corrections may be related to both eigenstate thermalization and

‘no hair’ theorems for black holes.

It would be interesting to investigate this approximate thermality for more general

correlators of light primaries in future work, by studying Virasoro conformal blocks

for n-point correlators [254]. There should also be a nice confluence of the methods

employed here with entanglement entropy methods: by taking the light operators to

be “twist” operators at the edge of an interval, one might compute the entanglement

entropy in the background of a “heavy” hΦ >
c

24
operator and reconstruct the corre-

sponding bulk geometry by using the Ryu-Takayanagi formula. It is also interesting

to note the connection to results on the general instability of excitations of AdS3 with

energy above the BTZ threshold [255]. We have seen that the universal background

created by any “heavy” operator with hΦ > c
24

produces a spectrum of modes with
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an instability even at large distances. Our results are limited to the case where the

excitations are in the “test mass” limit, meaning they do not back react on the ge-

ometry, but further results on the identity operator conformal block would allow one

to generalize beyond this case.

Formally, the lightcone OPE limit gives reliable information only about the pri-

maries of large angular momentum `, but in the case where there is a large gap in

twists between the identity operator and the remaining primary operators in the the-

ory, we have obtained results that accord with the BTZ geometry for all values of `.

This indicates that in AdS3, all states above the BTZ threshold look like black holes,

up to corrections embodied by the exchange of higher twist operators. It suggests

that up to the horizon, all black hole states look nearly identical, arguing against any

proposal for quantum gravity that would lead to large non-local modifications of the

dynamics outside the horizon.

It would be interesting to sharpen these claims for 2d CFTs with a small number

of low twist τ ∼ O(1) primaries, and more generally to explore the corrections from

primaries with twist τ > 0 in the bootstrap equation. These contributions will have

a sub-dominant impact on the large spin operators that we have identified, but they

would make it possible to estimate the range of interaction length scales in AdS3.

In particular, one might try to control the behavior in the vicinity of a black hole.

It is also possible to study CFT2 with τ = 0 operators besides the identity, namely

conserved currents. In that case one would need to include the contributions of the
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entire zero twist sector at once, including operators of higher spin, perhaps via a

generalization of the monodromy method. One could also study the identity block in

theories with a more generalWN algebra structure [256,257]. It would be particularly

interesting to see if the WN blocks can be interpreted as thermal correlators, since

it might shed light on whether the AdS duals of these theories have black hole-like

states [258,259].

The semi-classical approximation to the Virasoro identity block contains all the

information we need to reconstruct a dynamical AdS3 geometry. However, it would be

fascinating to explore the corrections to thermality embedded in the (unknown) ex-

act formula for the Virasoro blocks, by going beyond the semi-classical approximation

of the monodromy method. Formulas for the blocks based on other approximation

methods should be able to shed light on this question. In particular, the recursion

relations [260–262] for the OPE limit might be used directly, perhaps even numeri-

cally, or else they might be transformed [263] to the lightcone OPE limit. It seems

reasonable to expect that the AdS3 interpretation we have uncovered will persist in

irrational CFTs with finite c > 1, so it would be interesting to examine finite central

charge Virasoro blocks in general, or simply in the lightcone OPE limit. As we have

argued, this limit by itself provides a great deal of information about the spectrum

of the CFT.
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Appendix A

Ionization of Atoms by Dark

Matter

Here we present a more detailed description of ionization by dark matter. Our

interaction system consists of the DM (~xχ), electron (~xe), and nucleus (~xN). Since the

electron and nucleus originally form a bound state, we can change coordinate systems

to more clearly show that this is a 2- to 3-body scattering process (bound atom +

DM → electron + nucleus + DM). These coordinates are similar to the relative and

center-of-mass coordinates used in strictly two-body systems. First we define new

coordinates for the atomic electron-nucleus system,

~xa = ~xe − ~xN ,

~xA =
me

me +mN

~xe +
mN

me +mN

~xN .

(A.1)
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We can then use these to define new coordinates for the full DM-atom system,

~xr = ~xχ − ~xA,

~xR =
mχ

mχ +mA

~xχ +
mA

mχ +mA

~xA.

(A.2)

These new coordinates make it simple to write the system’s initial state, as well as

the relative velocity necessary for our scattering equation,

Ψi(~xa, ~xr, ~xR) = ψ(~xa)e
i~prei~pR ,

~vrel =
~pr
µr

=
~pχ
mχ

− ~pA
mA

,

(A.3)

while the final state can easily be written in either coordinate system

Ψf (~xa, ~xr, ~xR) = ei
~kaei

~krei
~kR = ei

~keei
~kN ei

~kχ . (A.4)

Now we should be more careful and worry about normalizing these free state

wavefunctions, but whatever normalization factors we use now will cancel out and

not affect our final interaction cross-section, so we will ignore them. We can now use

these coordinates to simplify the matrix element for the electron recoil, assuming the

interaction Hamiltonian H is only a function of the relative displacement between the

DM and electron

|〈f |H|i〉|2 = (2π)3δ3(~kf − ~pi)
∣∣∣∣ψ̃(~ka +

µa
me

(~kr − ~pr)
)∣∣∣∣2 ∣∣∣H̃(~kr − ~pr)

∣∣∣2 , (A.5)

where H̃(~p) can be found by simply taking the nonrelativistic limit of the interaction

amplitude M(~p), with all spinors normalized to 1. The last assumptions we need to

make to simplify our final cross-section formula is that the incoming momentum of
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the nucleus is zero and me << mN . We can then integrate over the outgoing nuclear

momentum and convert back to the more intuitive physical coordinates, resulting in

dσ =
1

|~vrel|

(∏
f

d3kf
(2π)3

)
2π δ(Ef − Ei) |〈f |H|i〉|2

≈ 1

|~vχ|
d3kχ
(2π)3

d3ke
(2π)3

2π δ(Ef − Ei)
∣∣∣ψ̃(~pχ − ~kχ − ~ke)

∣∣∣2 ∣∣∣H̃(~pχ − ~kχ)
∣∣∣2 .

(A.6)

In the limit mN →∞, the fixed nucleus breaks translation invariance, and therefore

momentum conservation. Perhaps a more straightforward interpretation is that the

nucleus can absorb any finite momentum at negligible energy cost, due to the mN

suppression in its kinetic energy. Either way, energy conservation is now the only

constraint on the electron-DM system.

We can further simplify our final expression by taking the limit ke << q, where

q is the magnitude of the momentum transfer (~q = ~pχ − ~kχ). We can check that this

limit is valid by comparing the expressions for ke and the minimum possible q for a

given incoming vχ,

ke =
√

2meER,

qmin = mχvχ −
√
m2
χv

2
χ − 2mχ(ER + EB).

(A.7)

We then see that qmin can be further reduced either by increasing mχ or vχ or by

decreasing ER or EB. If we then consider the most extreme case, with mχ = 10 GeV,

vχ = vesc, EB = 1 eV, and ER = 1 eV, we find that ke ≈ qmin ≈ 1 keV. However, the

density of states for such a small binding energy is negligible, especially in the case

of silicon. Increasing the binding energy to values with higher detection efficiency

will only increase the ratio of qmin to ke, as will decreasing mχ or vχ. For the bulk
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of the relevant parameter space, then, ke will be substantially smaller than even the

minimum possible momentum transfer, making this approximation valid.

As a pedagogical example, we now choose a simple point-vertex interaction and use

the ground-state hydrogen wavefunction for ψ. After enforcing energy conservation

and integrating over the trivial angles, we find the expression

dσ

dER
≈ 16a3kemekχmχ

Λ4π2vχ

∫
dcosθχ(1 + a2(~pχ − ~kχ)2)−4. (A.8)

The näıve expectation would be for this integral to be O(1) at low energy recoil (and

therefore low momentum transfer), but it turns out that there is a large suppression for

most of the range of integration. This can be understood as a phase space suppression

for any angle that deviates away from forward scattering (or alternatively, for any

momentum exchange q that deviates away from the minimum value qmin = pχ − kχ).

This means that our final expressions will be dominated by terms corresponding to

qmin. In this example, we obtain

dσ

dER
≈ 8akeme

3Λ4π2v2
χ

[(1 + a2(pχ − kχ)2)−3 − (1 + a2(pχ + kχ)2)−3]

≈ 8akeme

3Λ4π2v2
χ

1

(1 + a2(qmin)2)3
.

(A.9)

The second apparent form of suppression comes in the factor of me in the numer-

ator, rather than some form of atom-DM reduced mass. This can be understood by

considering the limiting behavior as me →∞. In this limit, the cross-section rapidly

grows for recoil energies ER ≈ 0, and is heavily suppressed for all others, converging

on a delta function centered at zero recoil energy (an ionized electron with no kinetic
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energy). This limiting behavior should have been expected to appear, so it is not

surprising to see the factor keme in our final answer.

Applying this same approach to the models considered in chapter 2, we obtain

the following full cross-sections

dσEDM
dER

=
16a2d2

χke

πv2
χ

[
6a4(pχ + kχ)4 + 15a2(pχ + kχ)2 + 11

6(1 + a2(pχ + kχ)2)3
− 2 ln

(
pχ − kχ
pχ + kχ

)
+ ln

(
1 + a2(pχ − kχ)2

1 + a2(pχ + kχ)2

)
− 6a4(pχ − kχ)4 + 15a2(pχ − kχ)2 + 11

6(1 + a2(pχ − kχ)2)3

]
,

(A.10)

dσMDM

dER
=

64α2a2µ2
χke

3πv2
χ

[
6a4(pχ + kχ)4 + 15a2(pχ + kχ)2 + 11

6(1 + a2(pχ + kχ)2)3
− 2 ln

(
pχ − kχ
pχ + kχ

)
+ ln

(
1 + a2(pχ − kχ)2

1 + a2(pχ + kχ)2

)
− 6a4(pχ − kχ)4 + 15a2(pχ − kχ)2 + 11

6(1 + a2(pχ − kχ)2)3

+
1

4
(1 + a2(pχ − kχ)2)−3 − 1

4
(1 + a2(pχ + kχ)2)−3

]
,

(A.11)

dσU(1)

dER
=

512λ2a4ke
v2
χ(a2m2

A − 1)4

[
1

(a2m2
A − 1)

ln

(
(1 + a2(pχ − kχ)2)(m2

A + (pχ + kχ)2)

((1 + a2(pχ + kχ)2)(m2
A + (pχ − kχ)2)

)
+

(a2m2
A − 1)2 − 3(a2m2

A − 1)(1 + a2(pχ − kχ)2) + 9(1 + a2(pχ − kχ)2)2

12(1 + a2(pχ − kχ)2)3

− (a2m2
A − 1)2 − 3(a2m2

A − 1)(1 + a2(pχ + kχ)2) + 9(1 + a2(pχ + kχ)2)2

12(1 + a2(pχ + kχ)2)3

+
1

4a2(m2
A + (pχ − kχ)2)

− 1

4a2(m2
A + (pχ + kχ)2)

]
.

(A.12)

If we then take the appropriate limits of these cross-sections, we obtain the approxi-

mate results given earlier.
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Appendix B

Details of Boltzmann Equation

Code

In order to solve the Boltzmann equation to obtain the distribution functions

and consequently ∆g∗, a numerical code was written in C++. The code evolves a

universe forward in time subject to some initial boundary conditions. The inputs to

the code are the masses mi, statistics σi and degrees of freedom of species gi in the

universe, as well as the initial temperature Ti. Interactions between the various species

in the SM sector are strong enough that it is safe to assume that the distribution

functions are Fermi-Dirac or Bose-Einstein until down to temperatures well below

their mass, as discussed in subsection 3.2.2. At that point, their number density has

become low enough that their interactions to our new species have frozen out, and we

work in an effectively radiation-dominated universe, so the error in the distribution
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function does not affect our evolution. In order to work with O(1) numbers for the

distribution functions which are decoupling, we track v(p, t) ≡ v instead, defined

implicitly through the equation f(p, t) = 1
ev−σ , where σ is 1 for bosons and −1 for

fermions. The code solves for the following quantities:

• vi(p, t) for all BSM species i

• TSM = Tγ ≡ T (as we work above the neutrino decoupling temperature)

• ρi, Pi, ni for all species i

• H and a

The following equations are used to solve for the aforementioned quantities:

E
∂v

∂t
−HpE∂v

∂p
=
∂v

∂f
C[f ], (B.1)

where we discuss computation of C[f ] below,

∂ρtot
∂t

= ySM
∂TSM
∂t

+
∂ρχ
∂t

= −3H(ρtot + ptot), (B.2)

where ySM =
∑

i⊂SM yi and

yi =
gi

2π2

1

T 2

∫ ∞
0

dp p2E2evif 2
i , (B.3)

H =

√
8πG

3
ρtot, (B.4)

∂a

∂t
= aH, (B.5)

ρi =
gi

2π2

∫ ∞
0

dp p2Efi, (B.6)
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Pi =
gi

2π2

∫ ∞
0

dp
p4

3E
fi, (B.7)

ni =
gi

2π2

∫ ∞
0

dp p2fi, (B.8)

g∗,i =
30ρi
π2T 4

. (B.9)

The various quantities are tracked over 2000 timesteps, spaced logarithmically. We

begin at T = 200 MeV and typically end at around 1 MeV. As we only have earlier

time information, time derivatives that cannot be computed analytically are typically

computed by forming an interpolating polynomial to the previous four pieces of data

and taking an exact derivative of the resulting polynomial. Furthermore, this tech-

nique is also used to obtain an estimate of the next value of the variable in question,

in order to improve the accuracy of the code. We found that this technique is con-

siderably more accurate at numerically evaluating derivatives than more elementary

finite difference methods.

Our distribution function is evaluated on a grid of 100 momentum-steps, loga-

rithmically spaced between 10 keV and 10 GeV. All derivatives with respect to mo-

mentum that cannot be computed analytically are computed with the interpolating

polynomials method described previously.

The algorithm used is as follows:

• Set boundary conditions: Bose-Einstein or Fermi-Dirac distributions for every

species with temperature Ti, and ai = 1

• Compute all initial ρi, pi, ni, H, g∗,i
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• Compute the next SM temperature with eq. (B.2)

Iterate the following at timestep j until 2000 timesteps:

• Approximate Hj at the next timestep by extrapolating the previous values of

H(t)

• Solve the Boltzmann equations of all BSM species i for vi,j, described more

thoroughly below

• Compute all remaining undetermined parameters, as well as H(tj)

• Compute the next SM temperature with eq. (B.2)

The Boltzmann eq. (B.1) was solved using a generalization of a predictor-corrector

method. The objective was to simultaneously vary vi at all points on the momentum

grid, attempting to minimize the quantity

∑
i⊂BSM

100∑
k=1

1

pk

∣∣∣∣Ek ∂vi(pk)∂t
−HpkEk

∂vi(pk)

∂pk
− ∂vi
∂fi
|pkC(fi(pk))

∣∣∣∣ . (B.10)

Because the collisional integral is the most computationally intensive part of the

algorithm, we attempted to minimize the number of calls of it. This was accomplished

by primarily studying the effects of the variation of vi on the left-hand side of the

Boltzmann equation, as the right-hand side varied more slowly, only recomputing C

when we had settled on a v that minimized the local error

∣∣∣∣Ek ∂vi(pk)∂t
−HpkEk

∂vi(pk)

∂pk
− ∂vi
∂fi
|pkC(fi(pk))

∣∣∣∣ , (B.11)
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with a relative accuracy of ≈ 10−6.

The collisional integral in eq. (3.5) has been computed by following the method

devised by [108]. We briefly summarize the algorithm; see [108] for more details.

Define the following quantities:

• The angle between ~p1 and ~p2 is α

• The angle between ~p1 and ~p3 is θ

• The azimuthal angle between ~p2 and ~p3 is β

• x = cosα

• z = cos θ

• Q = m2
1 +m2

2 +m2
3 −m2

4

In the amplitude |M|2, we plug in

p1 · p2 = E1E2 − |~p1||~p2|x, (B.12)

p1 · p3 = E1E3 − |~p1||~p3|z, (B.13)

p1 · p4 = m2
1 + E1E2 − |~p1||~p2|x− E1E3 + |~p1||~p3|z, (B.14)

p2 · p3 = E1E2 − |~p1||~p2|x− E1E3 + |~p1||~p3|z +Q/2, (B.15)

p2 · p4 = E1E3 − |~p1||~p3|z +m2
2 −Q/2, (B.16)

p3 · p4 = E1E2 − |~p1||~p2|x−m2
3 +Q/2. (B.17)
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We can change variables to |~p1|, |~p2|, |~p3|, ~p4, x, z, β and µ, where µ is an

integration variable parameterizing the SO(2) rotational symmetry about ~p1. The

collisional integral has no dependence on µ, and it can therefore be done trivially.

After using the momentum-conserving delta function to integrate ~p4, we can use the

energy-conserving delta function to integrate β. Now that there are no more four-

vectors in our expression, we switch notation |~pi| → pi. After some algebra, it has

been shown that C can be written in the form

C(f(p1)) =

∫ ∞
0

dp2

∫ ∞
0

dp3
p2

2p
2
3Ω(f)F

(2π)516E2E3

, (B.18)

where Ω was defined before as f3f4(1 +σ1f1)(1 +σ2f2)− f1f2(1 +σ3f3)(1 +σ4f4) and

F = F (p1, p2, p3) is

F =

∫ 1

−1

dz

∫ x+

x−

dx
|M |2(x, z)√

a(z)x2 + b(z)x+ c(z)
Θ(A), (B.19)

where

a(z) =
(
−4p2

2(p2
1 + p2

3)
)

+
(
8p2

2p1p3

)
z, (B.20)

b(z) = (p1p2(8γ + 4Q)) + p2p3

(
8p2

1 − 8γ − 4Q
)
z +

(
−8p1p2p

2
3

)
z2, (B.21)

c(z) =
(
4p2

2p
2
3 − 4γ2 − 4γQ−Q2

)
+(−p1p3(8γ + 4Q)) z+

(
−4p2

3(p2
1 + p2

2)
)
z2, (B.22)

γ = E1E2 − E3(E1 + E2), (B.23)

x± =
−b∓

√
b2 − 4ac

2a
. (B.24)

Note that since a ≤ 0, we know that x+ ≥ x−. If we define

z± =
1

2p1p3

(
−2γ − 2p2

2 −Q± 2p2

√
2γ + p2

1 + p2
2 + p2

3 +Q

)
, (B.25)
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then Θ(A) is 1 when 2γ + p2
1 + p2

2 + p2
3 + Q > 0, z+ > −1, and z− < 1, and is 0

otherwise.

The amplitudes |M|2 were computed with the assistance of Tracer [264]. After

the substitutions above, |M|2 can be written as a rational function in x and z. We

first expand it in x, and integrate it analytically with Mathematica. Afterwards, if it

is possible to analytically integrate with respect to z, we do so and store the results

at all 106 combinations {p1, p2, p3}. Otherwise, we numerically integrate with respect

to z at all 106 points in the resulting phase space. These are stored and then loaded

into our C++ code.

The code has been verified to give the same answer for Teff,ν(p) as that given

in [106], giving the same values for ∆g∗ to the percent level. In addition, the results

were computed and compared to all cases where it is possible to use the instantaneous

decoupling approximation or otherwise solve the problem analytically, and agreement

was again found to the percent level or better in all cases. Percent-level accuracy is

more precise than the resolution of the Planck satellite, and so we do not quote

theoretical errors throughout chapter 3.

In subsection 3.3.3, we reference a modified version of the code suitable for tracking

two separate thermalized sectors which undergo partially thermalizing interactions.

The structure of the code is very similar to the code outlined above, but with a few

changes:

• The initial conditions are TSM , Thid and ε.
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• The distribution functions are always Bose-Einstein or Fermi-Dirac, and so

only the two temperatures are tracked, eliminating the need for storing any

distribution functions.

• We use a modified set of equations to track the distribution functions:

∂TSM
∂t

=
−3H(ρSM + PSM)− Γ

ySM
, (B.26)

∂Thid
∂t

=
−3H(ρhid + Phid) + Γ

yhid
, (B.27)

Γ =
g

2π2

∫ ∞
0

dp1 p
2
1 C[f1(p1)]. (B.28)

• A semi-implicit Euler method was used to compute the temperatures at the

next timesteps, in order to minimize the amount of time spent computing Γ.
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Appendix C

Properties of Global Conformal

Blocks

Our arguments rely on some key properties of t-channel global conformal blocks,

specifically in the small u, large ` limit. The majority of these properties were dis-

cussed quite thoroughly in [51], but were restricted to the case where all four scalar

operators in the correlation function are identical. In this appendix, we generalize this

discussion to consider two distinct scalar primary operators φ1, φ2. We will specifi-

cally focus on the most relevant case of d = 2, though this discussion can easily be

extended to general spacetime dimensions by following [51].
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C.1 Factorization at Large ` and Small u

In general, the t-channel conformal block expansion of a four-point correlator can

be written as

〈φ1(x1)φ1(x2)φ2(x3)φ2(x4)〉 =
1

(x14x23)∆1+∆2

(
x13x24

x2
12

)∆12 ∑
τ,`

Pτ,` gτ,`(v, u). (C.1)

For the specific case of d = 2, the global conformal blocks in this expansion take the

form

gτ,`(v, u) = k′τ+2`(1− z)k′τ (1− z̄) + k′τ+2`(1− z̄)k′τ (1− z). (C.2)

where k′2β(x) ≡ xβ2F1(β − 1
2
∆12, β − 1

2
∆12; 2β;x). Because we are specifically consid-

ering the regime with (1− z̄) < 1, the second term will be exponentially suppressed

at large `, such that we may ignore it.

We can use the integral representation of hypergeometric functions to rewrite the

general function k′2β(1− z) as

k′2β(1− z) =
1

B(β ± 1
2
∆12)

∫ 1

0

dt

t(1− t)

(
(1− z)t(1− t)

1− t(1− z)

)β (
(1− t)(1− t(1− z))

t

) 1
2

∆12

(C.3)

where the prefactor is the beta function B(x± y) = Γ(x+y)Γ(x−y)
Γ(2x)

. For the case where

β = τ
2

+ `, we can see that the integrand of this expression factorizes into a τ -

dependent piece and an `-dependent piece. When ` is large, this integrand will be

sharply peaked at t∗ = 1−
√
z

1−z . As the τ -dependent piece of the integrand will vary

slowly over this region, we can safely approximate that part with its value at t = t∗,(
(1− z)t∗(1− t∗)

1− t∗(1− z)

) τ
2

∼ (1− z)
τ
2

(1 +
√
z)τ

+O(1/
√
`). (C.4)
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If we use Stirling’s approximation for the beta function prefactor and take the small

z limit, which is equivalent to small u, we find

k′τ+2`(1− z) = 2τk′2`(1− z)×
(

1 +O(
√
z, 1/
√
`)
)

. (C.5)

In this limit, we can therefore see that the τ -dependence of 2d conformal blocks

factorizes from the `-dependence,

gτ,`(v, u) = k′2`(1− z)2τk′τ (v)×
(

1 +O(
√
z, 1/
√
`)
)

, (C.6)

where we have used the fact that 1− z̄ = v +O(z) in the small z limit .

As discussed in [51], this factorization behavior can be generalized to higher space-

time dimensions, such that we obtain

g
(d)
τ,` (v, u) = k′2`(1− z)v

τ
2F (d)(τ, v)×

(
1 +O(

√
z, 1/
√
`)
)

, (C.7)

where F (d)(τ, v) is a d-dependent analytic function which is regular and positive at

v = 0.

C.2 Further Approximations at Small u

The function k′2`(1−z) can be approximated further if we consider the limit `→∞

with the product y ≡ z`2 fixed such that y . O(1),

k′2`(1− z) =
Γ(2`)

Γ2(`)

∫ 1

0

dt

t(1− t)
t`−

1
2

∆12(1− t)∆12e−
ty

`(1−t) ×
(

1 +O(1/`)
)

, (C.8)
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where we have again used Stirling’s approximation to simplify the Γ-functions. The

evaluation of this integral can be greatly simplified by defining the new variable

s ≡ ty
`(1−t) ,

Γ2(`)

Γ(2`)
k′2`(1− z) =

(y
`

)∆12
∫ ∞

0

ds

s∆12+1
e−s−

y
s ×

(
1 +O(1/`)

)
= 2 z

1
2

∆12K∆12(2`
√
z)×

(
1 +O(1/`)

)
,

(C.9)

where Kx(y) is a modified Bessel function of the second kind. We stress that this

approximation breaks down when y � 1, but provides a valid description in the

regime with y . O(1).

C.3 Global Conformal Blocks in the Heavy/Light

Probe Limit

So far, we have made no assumptions about the twists or external scaling dimen-

sions associated with these global conformal blocks. However, in this work we are

especially interested in pairs of scalar primaries φ1, φ2 in the limit ∆2 � ∆1, such

that the relevant conformal block twists are τ & ∆2. To make this manifest, we can

rewrite the twists as τ = ∆2 + δ. With this change of variables, the function k′τ (v)

takes the form

k′τ (v) = v
1
2

(∆2+δ)
2F1

(
∆2 +

1

2
(δ −∆1),∆2 +

1

2
(δ −∆1); ∆2 + δ; v

)
. (C.10)
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Using a Pfaff transformation, this can be rewritten as

k′τ (v) = v
τ
2 (1− v)

1
2

(∆12−τ)
2F1

(
∆2 +

1

2
(δ −∆1),

1

2
(δ + ∆1); ∆2 + δ;

v

v − 1

)
. (C.11)

In the limit ∆1, δ � ∆2, the hypergeometric function greatly simplifies, such that

this function is approximately

k′τ (v) = v
τ
2 (1− v)∆12 ×

(
1 +O(δ/∆2,∆1/∆2)

)
. (C.12)

This extremely simple result is explained, in the general Virasoro context, in appendix

G. It arises because the exchange of the primary dominates over all descendant ex-

changes.
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Appendix D

Direct Approach to Virasoro

Conformal Blocks

In this appendix, we present one method for determining the structure of the

identity Virasoro block, specifically in the semi-classical limit c → ∞. This ‘direct’

approach relies solely on the Virasoro algebra to construct the identity block as a

sum over all possible intermediate graviton states in AdS3. While the reach of this

approach is rather limited in comparison to the monodromy method discussed in

appendix E, it serves as a useful and very elementary test of those more general results.

Also, we use these methods in appendix G to show that the Virasoro conformal blocks

greatly simplify in a certain semi-classical limit relevant for the right-hand side of the

bootstrap equation (4.77).
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D.1 Virasoro Blocks and Projection Operators

For any correlation function, we can always insert the identity operator as a sum

over all possible intermediate states |α〉 of the theory,

〈φ1(x1)φ1(x2)φ2(x3)φ2(x4)〉 =
∑
α

〈φ1(x1)φ1(x2)|α〉〈α|φ2(x3)φ2(x4)〉. (D.1)

This statement is of course true in any theory, and does not rely on the presence

of any conformal symmetry. However, for the case of a 2d CFT, the states |α〉 can

be organized into irreducible representations of the Virasoro group, each of which is

associated with a Virasoro primary operator Oh,h̄,

〈φ1(x1)φ1(x2)φ2(x3)φ2(x4)〉 =
∑
h,h̄

∑
αh,h̄

〈φ1(x1)φ1(x2)|αh,h̄〉〈αh,h̄|φ2(x3)φ2(x4)〉, (D.2)

where the states |αh,h̄〉 are those states created by Oh,h̄ and its Virasoro descendants.

This separation of states into representations of the Virasoro group is precisely

the Virasoro conformal block decomposition of a correlation function,

∑
h,h̄

∑
αh,h̄

〈φ1(x1)φ1(x2)|αh,h̄〉〈αh,h̄|φ2(x3)φ2(x4)〉 =
1

x2∆1
12 x2∆2

34

∑
h,h̄

Ph,h̄Vh,h̄(u, v), (D.3)

such that we can associate each Virasoro block with a particular projection operator

Ph,h̄ =
∑
αh,h̄

|αh,h̄〉〈αh,h̄|. (D.4)

The descendant states |αh,h̄〉 are created by acting with various linear combinations

of the Virasoro generators Lm, L̄n on the state |h, h̄〉 = Oh,h̄|0〉, where these generators
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obey the algebra

[Lm, L̄n] = 0,

[Lm, Ln] = (m− n)Lm+n +
c

12
m(m2 − 1)δm,−n,

[L̄m, L̄n] = (m− n)L̄m+n +
c

12
m(m2 − 1)δm,−n.

(D.5)

Note that L−1, L0, and L1 form the holomorphic global conformal subalgebra, and c

drops out of their commutation relations. Because the holomorphic generators Lm

commute with all of the antiholomorphic L̄n, we can simultaneously diagonalize one

generator from each set, which we choose to be the operators L0, L̄0. Our basis states

|αh,h̄〉 can then be expressed as a tensor product of eigenstates of L0 with eigenstates

of L̄0,

|αh,h̄〉 = |αh〉 ⊗ |ᾱh̄〉. (D.6)

Similarly, the projection operator Ph,h̄ can be written as the tensor product

Ph,h̄ =
∑
αh

|αh〉〈αh| ⊗
∑
ᾱh̄

|ᾱh̄〉〈ᾱh̄| = Ph ⊗ P̄h̄, (D.7)

which tells us that the Virasoro block can be written as the product

Vh,h̄(u, v) = Vh(z)V̄h̄(z̄), (D.8)

where u = zz̄ and v = (1− z)(1− z̄).

As these functions are invariant under any global conformal transformation, we

can simplify their calculation by choosing coordinates such that we obtain the relation

〈φ1(∞)φ1(1)Phφ2(z, z̄)φ2(0)〉 = 〈φ1(∞)φ1(1)〉〈φ2(z, z̄)φ2(0)〉PhVh(z), (D.9)

with a similar relation for V̄h̄(z̄).
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D.2 Semi-Classical Graviton Basis

Everything we discussed in the previous section is exact, with no assumptions

about the 2d CFT or the primary operator associated with the Virasoro block. The-

oretically, any Virasoro block could be constructed in this fashion, by finding the

associated projection operator and acting within a particular correlation function.

In practice, though, this process is prohibitively difficult for general operators in a

general theory. We will therefore restrict our focus to the identity Virasoro block in

theories with large central charge.

The identity operator has h = h̄ = 0 and its associated state is the vacuum |0〉.

The descendant states which make up the projection operators P0, P̄0 are therefore

linear combinations of Lm, L̄n acting on the vacuum. Because the identity is a Vira-

soro primary, the vacuum is annihilated by all the ‘lowering’ operators Lm, L̄m with

m > 0. In addition, the vacuum transforms trivially under the global conformal

group, so it is also annihilated by all the global operators, such that we have

Lm|0〉 = L̄m|0〉 = 0 (m = −1, 0, 1). (D.10)

Our projection operators will therefore consist of states created by generators of the

form L−m, L̄−m with m ≥ 2. We will restrict our discussion to the holomorphic

projector P0, but all of our results will also apply to the antiholomorphic P̄0.

One obvious basis to use is the ‘graviton’ basis, consisting of the states

|α0〉 =
Lk1
−m1
· · ·Lkn−mn|0〉√
N{mi,ki}

, (D.11)
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where N{mi,ki} is simply a normalization factor. To avoid redundancy, we will use

the ordering convention m1 > · · · > mn. In terms of AdS, these basis states can be

loosely interpreted as k-graviton states, where k =
∑

i ki, though in AdS3 gravitons

are not propagating degrees of freedom in the bulk.

In order to work in this basis, we need to determine an expression for the normal-

ization factors N{mi,ki}. For example, let us consider the normalization of a general

k-graviton state,

Nm1···mk = 〈Lmk · · ·Lm1L−m1 · · ·L−mk〉, (D.12)

where again we have the ordering convention m1 ≥ · · · ≥ mk. To determine the

precise form of this factor, we simply need to use the structure of the Virasoro algebra

to commute each Lmi term through to the far right, where it then annihilates the

vacuum. Starting with Lm1 , we obtain

Nm1···mk = 〈Lmk · · ·Lm2(L−m1Lm1 + [Lm1 , L−m1 ])L−m2 · · ·L−mk〉

= 〈Lmk · · ·Lm2(L−m1Lm1 + 2m1L0)L−m2 · · ·L−mk〉

+
c

12
m1(m2

1 − 1)Nm2···mk .

(D.13)

The L0 originating from [Lm1 , L−m1 ] can easily be commuted through the remaining

operators, resulting in

〈Lmk · · ·Lm2(2m1L0)L−m2 · · ·L−mk〉 = 2m1

(
k∑
i=2

mi

)
Nm2···mk . (D.14)

Since we are considering the limit c→∞ at fixed mi, this term will be subdominant,

such that we can safely ignore it.
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As we continue to commute Lm1 through the remaining operators, we can imme-

diately see that the only non-negligible terms are those which arise if mi = m1. We

then obtain the semi-classical recursion relation

Nm1···mk ≈
c

12
m1(m2

1 − 1)

(
1 +

k∑
i=2

δm1mi

)
Nm2···mk . (D.15)

Using this recursion relation, we can then obtain an approximate expression for

every normalization factor in the semi-classical limit,

N{mi,ki} = 〈Lknmn · · ·L
k1
m1
Lk1
−m1
· · ·Lkn−mn〉 ≈

( c
12

)k n∏
i=1

(
ki!m

ki
i (m2

i − 1)ki
)

, (D.16)

where again k =
∑

i ki.

In general, we cannot actually use these k-graviton states to construct our projec-

tion operators, because this basis is not orthogonal. For example, consider the inner

product

〈LpL−mL−n〉√
NpNm,n

=
n(n2 − 1)(2m+ n)√

p(p2 − 1)n(n2 − 1)( c
12
m(m2 − 1)(1 + δmn) + 2mn)

δp,m+n.(D.17)

Though these are two distinct states, their inner product is clearly nonzero for p =

m + n. However, this expression vanishes to leading order in the semi-classical limit

c→∞,

〈Lm+nL−mL−n〉√
Nm+nNm,n

∼ 1√
c
, (D.18)

such that these two states become approximately orthogonal. This behavior is in

fact quite general, and applies to all inner products of distinct graviton states. At
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some level, this is rather unsurprising, as the limit c → ∞ in a CFT is equivalent

to the limit GN → 0 in AdS, such that interactions between gravitons are greatly

suppressed. Our basis is therefore approximately orthogonal in the large-c limit, and

we can construct the approximate projection operator

P0 ≈
∑
{mi,ki}

Lk1
−m1
· · ·Lkn−mn|0〉〈0|Lknmn · · ·L

k1
m1

N{mi,ki}
. (D.19)

D.3 Tµν Correlators and the Identity Virasoro Block

We can now use our approximate projector to determine the holomorphic identity

block through the relation

V0(z) =
〈φ1(∞)φ1(1)P0φ2(z)φ2(0)〉
〈φ1(∞)φ1(1)〉〈φ2(z)φ2(0)〉

. (D.20)

Since we are working in the graviton basis, we need to calculate correlation functions

of the form

〈φ1(∞)φ1(1)Lk1
−m1
· · ·Lkn−mn〉 , 〈L

kn
mn · · ·L

k1
m1
φ2(z)φ2(0)〉. (D.21)

Our approach will be quite similar to the normalization factor calculations in the

previous section. We can simply commute the Virasoro generators through the various

scalar operators φi, using the commutation relation

[L−m, φi(w)] = hi(1−m)w−mφi + w1−m∂φi, (D.22)

where hi is the holomorphic scaling dimension of φi and w = x0 + ix1. For a review

of this and various related techniques for computing these correlators see e.g. [53].
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As a simple example of this process, let us consider a general one-graviton corre-

lation function. Using this commutation relation, we can obtain the expression

〈φi(w1)φi(w2)L−m〉 = −〈[L−m, φi(w1)]φi(w2)〉 − 〈φi(w1)[L−m, φi(w2)]〉

=
(
hi(m− 1)(w−m1 + w−m2 )− w1−m

1 ∂1 − w1−m
2 ∂2

)
〈φi(w1)φi(w2)〉.

(D.23)

If we use the known two-point correlation function

〈φi(w1)φi(w2)〉 =
1

|w12|4hi
, (D.24)

we can calculate the exact one-graviton correlator,

〈φi(w1)φi(w2)L−m〉 = hi

(
(m− 1)(w−m1 + w−m2 ) +

2(w1−m
1 − w1−m

2 )

w12

)
〈φiφi〉.(D.25)

Similarly, we can obtain the other correlation function

〈Lmφi(w1)φi(w2)〉 = hi

(
(m+ 1)(wm1 + wm2 )− 2(w1+m

1 − w1+m
2 )

w12

)
〈φiφi〉. (D.26)

Combining all of these results, we find the full one-graviton contribution to the iden-

tity block

V(k=1)
0 (z) =

∞∑
m=2

〈φ1(∞)φ1(1)L−m〉〈Lmφ2(z)φ2(0)〉
Nm〈φ1(∞)φ1(1)〉〈φ2(z)φ2(0)〉

= 12
h1h2

c

∞∑
m=2

(m− 1)2

m(m2 − 1)
zm = 2

h1h2

c
z2

2F1(2, 2; 4; z),

(D.27)

which is the precise form of the global conformal block of the one-graviton global

conformal primary L−2. This result is unsurprising, because the other one-graviton

operators L−m are all global conformal descendants of L−2.
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Let us now consider the more general k-graviton correlator,

〈φi(w1)φi(w2)Lk1
−m1
· · ·Lkn−mn〉. (D.28)

Just as before, we can commute the various L−mi operator through the two scalar

operators to obtain the general expression

n∏
j=1

(
hi(mj − 1)(w

−mj
1 + w

−mj
2 )− w1−mj

1 ∂1 − w
1−mj
2 ∂2

)kj
〈φi(w1)φi(w2)〉. (D.29)

These differential operators clearly do not commute, and computing the resulting

expression will generally become intractable. However, if we consider the limit c→∞

at fixed hi√
c
, we only need to consider terms with leading powers of hi. The result

then simplifies to the approximate form

hki

n∏
j=1

(
(m− 1)(w−m1 + w−m2 ) +

2

w12

(w1−m
1 − w1−m

2 )

)kj
〈φi(w1)φi(w2)〉. (D.30)

We emphasize that the rest of this section will be studying the limit h1, h2, c → ∞

with h1/c→ 0 and h2/c→ 0 but h1h2/c fixed and finite.

We can now determine the general k-graviton contribution to the identity Virasoro

block, which is associated with the approximate projection operator

P(k)
0 ≈

∑
{mi,ki}

Lk1
−m1
· · ·Lkn−mn|0〉〈0|Lknmn · · ·L

k1
m1

N{mi,ki}
. (D.31)

Inserting this projection operator into the four-point correlator, we obtain

V(k)
0 (z) ≈

(
12h1h2

c

)k ∑
{mi,ki}

n∏
i=1

(mi − 1)2ki

ki!m
ki
i (m2

i − 1)ki
zkimi . (D.32)
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Now the crucial step is to note that the contribution of each of the k-gravitons com-

mutes with the others, so we can write the entire k-graviton piece of the conformal

block in the limit of interest as

V(k)
0 (z) ≈ 1

k!

(
12h1h2

c

∞∑
m=2

(m− 1)2

m(m2 − 1)
zm

)k

. (D.33)

The expression in parentheses is precisely the one-graviton contribution we found

earlier. Now when we sum over k, we find that the result exponentiates! Thus we

have determined the full expression for the identity holomorphic block in our restricted

semi-classical limit

V0(z) ≈
∞∑
k=0

1

k!

(
2
h1h2

c
z2

2F1(2, 2; 4; z)

)k
= exp

[
2
h1h2

c
z2

2F1(2, 2; 4; z)

]
, (D.34)

with a similar result for the antiholomorphic block V̄0(z̄). In the limit we are consid-

ering, with c → ∞ with h1h2/c fixed, this result for the identity Virasoro conformal

block should hold for all values of z.
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Appendix E

Review of Monodromy Method for

the Virasoro Blocks

In this appendix we provide a self-contained review of what we refer to as the

‘monodromy method’ for computing Virasoro conformal partial waves in the semi-

classical limit. Although the method may be well known to experts, we have included

this appendix for the sake of completeness. Our discussion closely follows [254, 265].

We will now give a brief sketch of the main ideas behind the monodromy method,

and then we will discuss each step in detail in the subsections that follow.

The semi-classical limit is defined as the large central charge limit c → ∞ with

the ratios h/c of conformal dimensions to the central charge kept finite. It is believed

that in this limit, the Virasoro conformal partial waves take the form

〈O1(x1)O2(x2)|α〉〈α|O3(x3)O4(x4)〉 = Fα(xi) ≈ e−
c
6
f(xi), (E.1)
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where f(xi) approaches some fixed function of xi and the various ratios h/c in the

semi-classical limit. The ≈ sign indicates that we are dropping subleading corrections

in our c→∞ limit. As far as we know this statement has not been rigorously proven,

but we will see very good evidence for it below by making use of Liouville theory.

In the much more restrictive limit of appendix D we essentially gave a proof by

computing an explicit sum over states. In what follows we will simply assume this

semi-classical scaling behavior.

The next step is to insert into the correlator a ‘light’ operator ψ̂(z) whose dimen-

sion is fixed as c → ∞. We will argue that the leading semi-classical behavior is

unchanged, but the conformal block is multiplied by a wavefunction ψ(z):

Ψ(xi, z) ≡ 〈O1O2|α〉〈α|ψ̂(z)O3O4〉 = ψ(z, xi)Fα(xi). (E.2)

Note that ψ(z, xi) is just a function, whereas ψ̂ is an operator. This formula defines

ψ(z, xi); the content of the equation is that ψ and its derivatives are O(ec
0
). This is

extremely powerful, because we can take ψ̂ to be any light operator we like, including

one of the degenerate operators in the theory. In particular, we can choose an operator

that obeys the shortening condition(
L−2 −

3

2(2hψ + 1)
L2
−1

)
|ψ〉 = 0. (E.3)

Acting with
(
L−2 − 3

2(2hψ+1)
L2
−1

)
on ψ̂ inside Ψ(zi, z) then implies the differential

equation in the z variable

ψ′′(z) + T (z)ψ(z) = 0, (E.4)
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where T (z) is given by

c

6
T (z) =

h1

z2
+

h2

(z − x)2
+

h3

(1− z)2
+
h1 + h2 + h3 − h4

z(1− z)
− c

6

c2(x)x(1− x)

z(z − x)(1− z)
(E.5)

after setting x1 = 0, x2 = x, x3 = 1, x4 =∞, with c2 = ∂
∂x2
f(xi).

As a final step, it turns out that ψ(z) must have a specific monodromy, again

because the degeneracy of ψ̂ is very constraining. In particular, if we study the OPE

O3(0)O4(x) =
∑
β

c34β(x)Oβ(0) (E.6)

inside 〈α|ψ̂(z)O3O4〉 in (E.2), the shortening condition (E.3) implies that only oper-

ators Oβ with one of two different possible weights hβ can contribute. Thus, moving

ψ(z) around a cycle that encloses x1 and x2 must have monodromy consistent with

these two weights. This is sufficient to determine c2(x), and therefore f(x).

Now we will go through each of these points in more detail.

E.1 Scaling of the Semi-Classical Action

The first key point is that conformal blocks at large central charge are believed to

behave like ∼ e−
c
6
f , i.e.

lim
c→∞

1

c
logF = −1

6
f(xi) <∞. (E.7)

One piece of evidence for this result, and the origin of the term ‘semi-classical’ limit,

comes from Liouville theory. This is a theory with action

S =
1

4b2

∫
d2x
√
g
(
gαβ∂αφc∂βφc + 2(1 + b2)Rφc + 16λeφc

)
, (E.8)
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where R is the Ricci scalar and b is a parameter related to the central charge c by

c = 1 + 6

(
b+

1

b

)2
b�1∼ 6b−2. (E.9)

The Liouville theory has a continuous spectrum, with correlators that receive con-

tributions from conformal blocks of arbitrary dimension and spin, so it is a useful

laboratory for studying conformal blocks. Roughly speaking, we can obtain semi-

classical conformal blocks by projecting them out of Liouville correlators.

At small b and fixed λ, the equation of motion for φc is

∂∂̄φc = 2λeφc , (E.10)

with boundary condition φc ∼ −2 log(zz̄) +O(1) at z →∞, so 〈φc〉 ∼ O(c0). Thus,

at small b, the action should have a semi-classical limit

Scl
b�1
=

3c

2

∫
d2x
√
g
(
gαβ∂αφc∂βφc + 2Rφc + 16λeφc

)
, (E.11)

which implies the scaling in (E.7).

Primary operators in Liouville theory can be constructed by taking exponentials,

i.e.

Vα ≡ e
α
b
φc . (E.12)

The weight of such an operator is hV = α(b + 1
b
− α)

b�1∼ α
√

c
6
− α2. Thus, in order

to take c→∞ with hV /c fixed, we take α ∼ O(
√
c). Taking α = a

b
, we can solve for

a in terms of hV , finding a = 1
2
(1 ±

√
1− 24hV /c). So these “heavy” operators can
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be written as

V = e
a
b2
φc = exp

(
c
(1±

√
1− 24hV /c)

12
φc

)
. (E.13)

When we insert one of these operators in the path integral, it has the effect of shifting

Scl of the Liouville theory by O(c), and of shifting the equations of motion for φc by

O(c0). This argument falls short of a proof of the scaling of f(xi) because we have

only estimated the scaling of the correlators. We need to project the correlators onto

conformal blocks to determine the scaling of logF , and so we have not proven that

the individual blocks themselves scale as desired.

If we want to construct a light operator, with dimension that scales like c0, then

we should take α ∼ 1√
c
∼ b. Such operators are of the form V = eO(c0)φc , and their

insertions only shift the semi-classical Liouville action by O(c0).

E.2 Insertion of the Degenerate Operator

The claim that correlators behave like e−
c
6
f in the semi-classical c → ∞ has far-

reaching consequences once we ask what happens when we insert additional light

operators ψ̂, i.e. operators with dimensions ∼ O(1), in correlators. The effect of

adding such an operator is to multiply the correlator by a wavefunction ψ(z, xi) for

the position of the insertion of ψ̂:

∑
k

〈O1O2|α; k〉〈α; k|ψ̂(z)O3O4〉 = ψ(z, xi)
∑
k

〈O1O2|α; k〉〈α; k|O3O4〉, (E.14)
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where we have made the sum over descendant states explicit via the k label. In

the above equation, as in all sums over states of the form
∑

i |i〉〈i|, there is implicit

position dependence in the sum, because the states must be inserted on a ball that

separates the fields on the left from the fields on the right; equivalently, one can write

the OPE in terms of sums over operators. One can take the above equation as a

definition of ψ(z, xi); as stated above, the content of the equation is that ψ(z, xi) ∼

O(ec
0
). We can investigate this assumption by using the definition of the conformal

blocks as a sum over states. Define

ψk(z, xi) ≡
〈α; k|ψ̂(z)O3(x3)O4(x4)〉
〈α; k|O3(x3)O4(x4)〉

, (E.15)

so that

〈O1O2|α; k〉〈α; k|ψ̂(z)O3O4〉 = ψk(z, xi)〈O1O2|α; k〉〈α; k|O3O4〉 (E.16)

Let k0 be the lowest level so that ψk0 in (E.15) does not vanish. Then, equation (E.14)

follows if ψk(z)
ψk0

(z)
is O(ec

0
) at c → ∞ for a light operator ψ̂. To understand why this

should be true, we will first assume that ψk0 is of order O(ec
0
), due to ψ̂ being a light

operator. Then, we can look at how ψk for general k is related to ψk0 by examining
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the action of the Virasoro operator Lm inside the correlator:

〈α; k0|Lmψ̂(z)O3O4〉 =
∑
i=3,4,z

(
(m− 1)hi

xmi
− 1

xm−1
i

∂i

)
〈α; k0|ψ̂(z)O3O4〉

=
∑
i=3,4,z

(
(m− 1)hi

xmi
− 1

xm−1
i

∂i

)
ψk0(z, x3, x4)〈α; k0|O3O4〉

∼= ψk0(z, xi)
∑
i=3,4

(
(m− 1)hi

xmi
− 1

xm−1
i

∂i

)
〈α; k0|O3O4〉

= ψk0(z, xi)〈α; k0|LmO3O4〉. (E.17)

The key step in in the third line, where “a ∼= b” means a
b

= O(ec
0
). This step is

justified because we can take hz and ∂z as O(ec
0
) since ψ̂ is a light operator and

ψk0 is O(ec
0
), whereas h3, h4 and ∂3, ∂4 ∼ O(c). Dividing both sides of this equation

by 〈α; k0|LmO3O4〉 = 〈α;m + k0|O3O4)〉 and being a bit schematic with the indices

labeling the level of the descendants, we obtain

ψk0+m(z, xi) = ψk0(z, xi), (E.18)

whose consequence is (E.14).

E.3 Differential Equation from the Degeneracy Con-

dition

Next, we want to explore the consequences of the shortening condition (E.3) for

correlators of ψ̂ with four heavy operators. The idea is that (E.3) becomes a differ-
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ential equation for the correlator (see e.g. [53])

0 =

(
3

2(2hψ + 1)
∂2
z +

4∑
i=1

(
hi

(z − xi)2
+

1

z − xi
∂i

))
〈O1O2ψ̂O3O4〉

b�1
=

(
c

6
∂2
z +

4∑
i=1

(
hi

(z − xi)2
+

1

z − xi
∂i

))
〈O1O2ψ̂O3O4〉, (E.19)

where in the second line we have used the weight of the degenerate operator

hψ = −1

2
− 3b2

4
, (E.20)

and c ≈ 6
b2

at b � 1. We would like to argue that this equation is satisfied not only

for the correlator, but for each of its constituent conformal blocks. The justification

for this is that each conformal block has a different monodromy in z, determined by

the weight of the block itself. So we have

0 =

(
c

6
∂2
z +

4∑
i=1

(
hi

(z − xi)2
+

1

z − xi
∂i

))
ψ(z, xi)e

− c
6
f(xi)

=
c

6

(
∂2
zψ(z, xi) + T (z, xi)ψ(z, xi)

)
, (E.21)

where

T (z, xi) =
4∑
i=1

εi
(z − xi)2

− ci
z − xi

, ci ≡
∂

∂xi
f, εi ≡

6hi
c
, (E.22)

and we have again used the fact that ψ ∼ O(ec
0
), so we can neglect ∂i derivatives act-

ing on it. Finally, T (z, xi) itself is further constrained by a conformal Ward identity,

as it is exactly the wavefunction that arises when we compute the 〈T̂ (z)O1O2O3O4〉

five-point function, where the energy-momentum tensor T̂ (z) should not be confused
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with its wavefunction T (z, xi):

〈T̂ (z)O1O2O3O4〉 =
4∑
i=1

(
hi

(z − xi)2
+

1

z − xi
∂i

)
〈O1O2O3O4〉

= − c
6
T (z, xi)〈O1O2O3O4〉. (E.23)

Therefore T (z, xi) must decay1 like z−4 as z →∞ , which implies three constraints:

∑
i

ci = 0,
∑
i

(
cixi −

6hi
c

)
= 0,

∑
i

(
cix

2
i −

12hi
c
xi

)
= 0. (E.24)

Taking x1 = 0, x2 = x, x3 = 1, x4 =∞ then leads us to equation (E.5).

E.4 Constraint on hβ and Monodromy

Finally, we need to constrain the monodromy of ψ(z) to determine the function

f(xi) which defines the semi-classical conformal block. First, let us consider the

constraint of the shortening condition for ψ̂ on three-point functions

Vαβψ = 〈Oα(x1)Oβ(x2)ψ̂(x3)〉 =
Cαβψ

x
(hα+hβ−hψ)
12 x

(hα+hψ−hβ)
13 x

(hψ+hβ−hα)
23

. (E.25)

It is straightforward to act on this with the appropriate shortening operator for ψ̂ to

see

0 =

(
− 3

2(2hψ + 1)
∂2

3 +
∑
i=1,2

(
hi

(x3 − xi)2
+

1

x3 − xi
∂i

))
Vαβψ

=

(
(2hψ + 1) (hα + hβ)− 3(hα − hβ)2 + h2

ψ − hψ
4hψ + 2

)
Vαβψ

x2
12

x2
13x

2
23

. (E.26)

1This is easy to see by taking the O1O2O3O4 ⊃ c1234T (xi)T (0) OPE.
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One can solve this algebraic equation for hβ as a function of hα and set hψ = −1
2
− 3b2

4
.

In the limit b� 1 with hαb
2 fixed, one finds

hβ − hα − hψ =
1

2

(
1±

√
1− 4b2hα

)
. (E.27)

We want to know the monodromy of ψ(z) as ψ̂ encircles x1 and x2 in the four-point

function 〈O1O2|α〉〈α|ψ̂O3O4〉. To relate this to the argument above, we take the OPE

of O3O4 =
∑

β c34βOβ. Our analysis of the 3-pt function shows that
∑

β c34β〈α|ψ̂Oβ〉

gets contributions only from Oβ with hβ such that 〈Oα(y)ψ̂(z)Oβ(x3+x4

2
)〉 ∼ (z −

y)−(hψ+hα−hβ) = (z−y)
1±
√

1−4b2hα
2 as z encircles y. Since the sum over states |α〉 arises

from the O1O2 OPE, this cycle must enclose both x1 and x2 when we apply it to

ψ(z). Thus, under a cycle encircling x1 and x2 but not x3 and x4, the solutions to

the differential equation (E.21) must have monodromy

M =

 eiπ(1+Λα) 0

0 eiπ(1−Λα)

 = −

 eiπΛα 0

0 e−iπΛα

 , (E.28)

in a basis that diagonalizes M , where Λα =
√

1− 24hα/c. This fact combined with

the results of the previous subsection allows us to determine the semi-classical con-

formal block using the monodromy method. Note that for the identity or vacuum

conformal block this means that M must be the 2× 2 identity matrix, which is iden-

tical in all bases. This leads to further simplifications for the monodromy method

when applied to the identity conformal block.
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Appendix F

Computing Virasoro Blocks via the

Monodromy Method

We will now use the monodromy method reviewed in appendix E to compute the

Virasoro conformal blocks in a semi-classical limit more general than that which was

considered in appendix D. Specifically, we will be able to determine the conformal

block for a primary of weight hp in a correlator of the form

〈φ1(0)φ1(x)φ2(1)φ2(∞)〉 (F.1)

in the limit that

c→∞, and
hi
c

fixed, (F.2)

followed by a perturbative expansion to linear order in h1/c and hp/c, but working

non-perturbatively in h2/c. Note that working to linear order in h1/c in the com-
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putation of f for the Virasoro block F = e−
c
6
f means that we are neglecting terms

of order h2
1/c in the exponent of F . To use the monodromy method we are already

neglecting order one terms in the exponent of F , so strictly speaking, we need to take

h2
1/c . 1 for a self-consistent approximation. This makes it possible to use the CFT

bootstrap to study AdS3 setups where a probe object orbits a finite mass deficit angle

or a BTZ black hole. For the reader just looking to find the results, the formulas we

compute for the conformal blocks are equations (F.22) and (F.24).

F.1 S-Channel Virasoro Blocks

As discussed in appendix E, we would like to solve the differential equation

ψ′′(z) + T (z)ψ(z) = 0 (F.3)

where T (z) is given by equation (E.5). Then we must impose that the pair of solutions

for ψ (there are two, since the differential equation is second order) have monodromy

according to (E.28) when we take z around 0 and x; this determines the function c2(x).

Once c2 is fixed we can use the relation c2 = ∂
∂x2
f(xi) to determine the semi-classical

conformal block

F(xi) ≈ e−
c
6
f(xi) (F.4)

For our particular semi-classical limit let us define εi ≡ 6hi
c

. We write the solutions

for ψ as

ψ = ψ(0) + ε1ψ
(1) + ε21ψ

(2) + . . . . (F.5)
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Then we can write

T (z) =
ε2

(1− z)2
+ ε1

(
1

z2
+

1

(z − x)2
+

2

z(1− z)
− c2

ε1

x(1− x)

z(z − x)(1− z)

)
. (F.6)

We can immediately solve the differential equation for ψ(0) to find the two solutions

ψ
(0)
1,2(z) = (1− z)

1±
√

1−4ε2
2 (F.7)

Notice that the exponent transitions from real to complex exactly when the large

mass h2 develops a horizon in AdS3. To see this, recall that c = 3
2G

so we have

m2 = 2h2 =
ε2c

3
=

ε2
2G

(F.8)

Thus, exactly at ε2 = 1
4
, the mass reaches the critical mass 1

8G
to make a BTZ black

hole.

To solve for ψ at higher orders in ε1, it is useful to use our zeroth order solutions

in order to reduce the second order differential equation to a first order differential

equation using the method of variation of parameters. In this method, given an

inhomogeneous ODE of the form

y′′(z) + a(z)y(z) = b(z) (F.9)

and two solutions yi(z) to the homogeneous ODE y′′(z) + a(z)y(z) = 0, we can find

a solution of the form

yp(z) = f1(z)y1(z) + f2(z)y2(z) (F.10)

through

f ′1(z) = −y2(z)b(z)

W (z)
, f ′2(z) =

y1(z)b(z)

W (z)
(F.11)
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where

W (z) ≡ y1(z)y′2(z)− y′1(z)y2(z). (F.12)

is the Wronskian determinant.

To bring our problem into this form, we divide up T into a zero-th order piece

T (0) and a correction T (1):

T = T (0) + ε1T
(1) + ε21T

(2) + . . .

T (0) = ε2
1

(1− z)2

T (1) =

(
1

z2
+

1

(z − x)2
+

2

z(1− z)
− c

(1)
2

ε1

x(1− x)

z(z − x)(1− z)

)
. (F.13)

At linear order in ε1, our differential equation takes the form

(ψ
(1)
i )′′ + T (0)ψ

(1)
i = −T (1)ψ

(0)
i . (F.14)

Now we can determine ψ
(1)
i . We simply need to integrate

ψ
(1)
i = ψ

(0)
1

∫
dz
−ψ(0)

2 (−T (1)ψ
(0)
i )

W
+ ψ

(0)
2

∫
dz
ψ

(0)
1 (−T (1)ψ

(0)
i )

W
. (F.15)

These integrals can be performed in closed form in terms of logarithms and hyperge-

ometric functions, which allows one to read off their monodromy properties.

We want to demand that the solutions ψ
(1)
i transform with eigenvalues given by

(E.28) as z encircles 0 and x in order to determine the function c2(x). The method

of variation of parameters automatically gives ψ(1) in a form that is decomposed into

a basis of the zero-th order solutions multiplied by coefficients that are functions of
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z. Let us analyze the coefficient of ψ
(0)
1 first, since it is simpler:∫

dz
−ψ(0)

2 (−T (1)ψ
(0)
1 )

W
=

(
c2
ε1

(1− x) + 1
)

log( z
z−x) + (x−2)z+x

z(z−x)√
1− 4ε2

. (F.16)

It is easy to see that this returns to itself after a rotation of z = reiφ with φ from 0

to 2π if r > x, since we never cross the branch cut of the logarithm. This can also be

seen by noting that the two poles of the integrand at z = 0 and z = x have opposite

residues. This means that this term does not contribute to the monodromy of ψ(1).

Now consider the second term:∫
dz
ψ

(0)
1 (−T (1)ψ

(0)
1 )

W
=

∫
dz

(1− z)α2

(
c2(x−1)xz(x−z)

ε1
− (x2 − 2xz)(z + 1)− 2z2

)
z2α2(x− z)2

(F.17)

After either a direct evaluation, or an examination of the residues of the poles at

z = 0 and z = x, we find that under a 2π phase rotation, the integral shifts by a

monodromy (δM0x)12 given by

(δM0x)12 =
2πi

α2

(
(α2 − 1)−

(
c2(x)

ε1
(x− 1)− α2 − 1

)
(1− x)α2 +

c2(x)

ε1
(x− 1)

)
,

(F.18)

where α2 ≡
√

1− 4ε2. The calculation for ψ
(1)
2 follows from the same calculation but

with α2 → −α2. At this order, we have therefore found the monodromy matrix is

δM0x =

 0 (δM0x)12

(δM0x)21 0

 , (F.19)

where (δM0x)21[α2] = −(δM0x)12[−α2]. The eigenvalues of M0x at this order are

therefore 1± [(δM0x)12(δM0x)21]1/2. By inspection of (E.28) expanded to linear order
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in hp, we can therefore identify
√

(δM0x)12(δM0x)21 as 2iπεp, or equivalently

(δM0x)12(δM0x)21 = −4π2ε2p. (F.20)

This equation can easily be solved for c2:

c2 =
ε1 (−1 + α2 + (1− x)α2(1 + α2))± α2(1− x)

α2
2 εp

(1− x)(1− (1− x)α2)
. (F.21)

Finally, this can be integrated to get the conformal block at O(ε1, εp) and any ε2.

We choose the integration constant and the sign of ± in the above equation so that

f(z) ∼ 2(ε1 − εp) log(z) at z ∼ 0, to obtain

f(z) = (2ε1−εp) log

(
1− (1− z)α2

α2

)
+ε1 (1− α2) log(1−z)+2εp log

(
1 + (1− z)

α2
2

2

)
.

(F.22)

This gives us the conformal block in the limit we desired, where one operator h1 is a

‘test mass’ and the other operator of dimension h2 ∝ c would create a finite deficit

angle or a BTZ black hole in AdS.

Let us pause to note the approximations we have made. Aside from the limit

c → ∞ with hi/c fixed, we have also expanded the function f in the conformal

block F ≈ e−
c
6
f in h1/c. Since we have only computed f to first order in h1/c, we are

dropping terms of order h2
1/c

2, which means that we have ignored effects of order h2
1/c

in the exponent. By pushing the monodromy method further and working to higher

order in h1/c, we could control these neglected terms. However, the monodromy

method always neglects terms of order 1� c in the exponent of F .
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As a check, we can look at the identity block εp = 0 and compare to our results

from the direct approach. Replacing α2 =
√

1− 4ε2 and expanding to O(ε2) to

compare with the result of appendix D, one finds

1

ε1
f(z) = 2 log(z)− ε2

3
z2

2F1(2, 2, 4, z) +O(ε22). (F.23)

We see that the second term matches, as expected. We have also checked that equa-

tion (F.22) agrees with the recursion relation method [254,261,262] when we expand

in small z.

F.2 S-Channel Virasoro Blocks at Quadratic Or-

der

We can also obtain the conformal blocks at order O(ε21, ε
2
p) if we set ε2 = ε1 ≡ ε. To

do this, we take our first order solutions in the limit of small ε2 and substitute them

back into (F.15). The resulting expression for ψ
(2)
1,2 simply contains logarithms and

dilogarithms, and thus the monodromy can straightforwardly be matched to (E.28)

at second order in hp/c. We find the result:

f (1)(z) = (2ε− εp) log(z) + 2εp log

(
1 +
√

1− z
2

)
,

f (2)(z) = 2
(
2ε2 − ε2p

)
log(1− z) + 4ε2p log

(
1

2

(√
1− z + 1

))
+

2
(
z (εp − 2ε) 2 + log(1− z)

(
εp − 2

√
1− zε

)
2
)

z
. (F.24)
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A feature of this result is that εp terms contain no divergences at z → 1 at this order:

f(1− y)
y�1∼ 4ε2 log(y) +O(y0, ε3, ε3p). (F.25)
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Appendix G

T-Channel Virasoro Blocks

In this appendix we will study the Virasoro blocks in the t-channel, based on the

primary exchange

〈φ1φ2|Op〉〈Op|φ1φ2〉. (G.1)

We will analyze the particular semiclassical heavy/light or probe limit [266], where

h2
1 � h2, hp, c. We will study two further limits which, when combined, are sufficient

for discussions of the t-channel blocks on the right-hand side of the bootstrap equation

(4.77) in section 4.4. For the first limit, we define δh ≡ hp − h2 and then we assume

δh2 � h2, c. This is the limit that is relevant for the anti-holomorphic part of the

Virasoro blocks. In the second limit we take hp � h2, c in order to obtain 2d Virasoro

blocks with large spin and fixed twist. This is discussed at the end of this appendix.

The Virasoro blocks greatly simplify in the first limit, so that they are dominated

solely by the exchange of the primary Op. To see this, note that the three-point
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function is

〈φ1(y1)φ2(y2)Op(y3)〉 =
1

yh1−δh
12 y2h2+δh−h1

13 yh1+δh
23

. (G.2)

Now, when we act on Op with L−n and take y3 → 0, we find

〈φ2(∞)φ1(1)L−n|Op〉
〈φ2(∞)φ1(1)|Op〉

= nh1 + δh. (G.3)

Similarly, the conjugate gives

〈Op|Lnφ1(z)φ2(0)〉
〈Op|φ1(z)φ2(0)〉

= zn(nh1 + δh). (G.4)

The point is that both of these ratios of 3-pt functions are proportional to h1 and

δh, but they never involve h2 or c. This persists if we study more general descendant

states.

These computations are relevant for the t-channel blocks if we study a modified

version of the ‘graviton basis’ of equation (D.11), where we also include the Lk−1

operators. This is necessary because the state Op|0〉 = |Op〉 will not be annihilated

by these global conformal generators. So we have a modified version of the projector

in equation (D.19)

POp ≈
∑
{mi,ki}

Lk1
−m1
· · ·Lkn−mnL

k0
−1|Op〉〈Op|Lk0

1 L
kn
mn · · ·L

k1
m1

NOp{mi,ki}
, (G.5)

which we might use to compute the Virasoro block. The modified normalization

NOp{mi,ki} = 〈Op|Lk0
1 L

kn
mn · · ·L

k1
m1
Lk1
−m1
· · ·Lkn−mnL

k0
−1|Op〉 (G.6)

has a single important feature – namely that in this particular semiclassical limit,

we obtain an extra factor of either c or hp ≈ h2 from each additional Lm. Thus the
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contribution of descendants to this Virasoro block is always suppressed as a power of

one of the ratios

h2
1

h2

,
δh2

h2

,
h2

1

c
,
δh2

c
� 1, (G.7)

which are small in the probe limit. So in the t-channel, in this heavy / light probe

semiclassical limit, not only is it sufficient to use the global blocks for the 2d bootstrap;

in fact, it is sufficient to simply use the OPE limit, or the result of primary exchange!

To use the Virasoro blocks at high spin, as is necessary in section 4.4, we also

need to study a very different limit where

hp � h1, h2. (G.8)

Combining an anti-holomorphic Virasoro block with h̄p ≈ h̄2 and a holomorphic block

with hp � h1, h2 allows us to construct a block with twist τ ≈ ∆2 but with large

` = hp − h̄p. Fortunately this large hp limit has already been studied [262], see

appendix D of [265] for a thorough discussion using the monodromy method. The

result is that

F(z) ∼ (16q)hp−
c
24 θ3(q)

c
2
−8h1−8h2z

c
24
−h1−h2(1− z)

c
24
−h1−h2 , (G.9)

where

q = e−πK(1−z)/K(z), θ3(q) =
∞∑

n=−∞

qn
2

=

√
2

π
K(z), (G.10)

and K is the elliptic function

K(z) =
1

2

∫ 1

0

dt√
t(1− t)(1− zt)

. (G.11)
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This is the result for the operators inserted at x1 = 0, x2 = z, x3 = 1, x4 = ∞. To

apply this to the t-channel of the bootstrap equation, we need to map to x1 = 0, x2 =

∞, x3 = z, x4 = 1, which corresponds to

F(z)→ 1

z2h1
F
(

1− 1

z

)
. (G.12)

Expanding near z ∼ 0, we find

F(z) ∼ z
c
24
−2h1 , (G.13)

which should be compared with the singularity z−2h1 of the identity block in the s-

channel. Clearly there is a mismatch in the power of the singularity, and since c� 1,

the singularity of the Virasoro blocks is much weaker in the limit hp � h1, h2, c at

small z.
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Appendix H

Calculation of Deficit Angle

Spectrum

In this appendix, we present a more detailed calculation of the results discussed in

section 4.4.1. Specifically, we will use the 2d bootstrap equation to place bounds on

the coefficients of t-channel global conformal blocks. These bounds provide rigorous

evidence that the large ` spectrum of 2d CFTs with large central charge matches that

of deficit angles in AdS3.

H.1 Bootstrap Equation in the Lightcone OPE Limit

In the limit u� v � 1, the bootstrap equation takes the approximate form

1 ≈ α−∆1z
1
2

(∆1+∆2−∆12)v−
1
2

(α∆1+∆2)
∑
τ,`

Pτ,` k
′
2`(1− z) 2τv

τ
2 k′τ (v). (H.1)
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where k′2β(x) = xβ2F1(β − 1
2
∆12, β − 1

2
∆12; 2β;x). The left side of this expression is

clearly constant and finite, so the u, v-dependence of the right side must also vanish.

The small v behavior of each term in this series is approximately v
1
2

(τ−α∆1−∆2), which

greatly constrains the possible twists τ that can dominate at large `.

In particular, there must exist operators with τ ≈ α∆1 +∆2 in order to produce a

constant result in the limit v → 0. For the right side to also be independent of u ≈ z,

there must actually be an infinite tower of conformal blocks with twist accumulating

at α∆1 + ∆2 as `→∞, such that the full sum introduces a power-law singularity in

z not possessed by any individual term. In the small v limit, where these conformal

blocks provide the dominant contribution, we can approximate the bootstrap equation

as

1 ≈ 2τ0α−∆1z
1
2

(∆1+∆2−∆12)
∑
`

Pτ0,` k
′
2`(1− z), (H.2)

where Pτ0,` can be formally thought of as the sum of all conformal block coefficients

with twist within some small range centered about τ0 ≡ α∆1 + ∆2.

Following the work of [51], the sum over ` can be written as an integral over a

conformal block coefficient density f0(`),

∑
`

Pτ0,` k
′
2`(1− z) =

∫ ∞
0

d` f0(`) k′2`(1− z), (H.3)

where f0(`) is defined as

f0(`) ≡
∑
`′

Pτ0,`′ δ(`− `′). (H.4)
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In the following section we will derive bounds on the structure of f0(`) which indicate

that it is of the form

f0(`) = A0
Γ2(`)

Γ(2`)
`∆1+∆2−1. (H.5)

Assuming this form, we can rewrite the bootstrap equation as

1 ≈ 2τ0+1α−∆1z
1
2

(∆1+∆2)A0

∫ ∞
0

d` `∆1+∆2−1K∆12(2`
√
z). (H.6)

This expression can be used to fix the value of A0, which in turn provides the result

Pτ0,` ≈
4
√
πα∆1

2τ0+2`Γ(∆1)Γ(∆2)
`∆1+∆2− 3

2 ≈ 2∆1(1−α)α∆1PGFT
∆1+∆2,`

(`� 1). (H.7)

At large `, the approximate conformal block coefficients have been related to those

of GFT, with an α-dependent coefficient. This is not strictly obligatory, since we

are only constraining the accumulation at large `, and not the contribution of each

individual block, but it provides a plausible expectation. It should be noted that we

are using the Virasoro blocks in the semi-classical limit, so this result will be corrected

by 1/c effects.

We can extend this argument to higher twists by considering the bootstrap equa-

tion to all orders in v,

α∆1v−
1
2

∆1(1−α)

(
1− v
1− vα

)∆1

≈
(u
v

) 1
2

(∆1+∆2)

u−
1
2

∆12

∑
τ,`

Pτ,` gτ,`(v, u), (H.8)

which can be rewritten in the more useful form

(1− vα)−∆1 ≈ α−∆1z
1
2

(∆1+∆2−∆12)v−
τ0
2 (1− v)−∆12

∑
τ,`

Pτ,` gτ,`(v, u), (H.9)
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where we have used the relation u ≈ z(1− v). We can now subtract the τ0 contribu-

tions from both sides of this expression. Since we are specifically working in the limit

∆1 � ∆2, such that τ0 ≈ ∆2, we can use the approximate global conformal blocks

derived in appendix C to calculate the approximate τ0 contribution,

∑
`

Pτ0,` gτ0,`(v, u) ≈ α∆1z−
1
2

(∆1+∆2−∆12)v
τ0
2 (1− v)∆12 . (H.10)

Notice that this expression is of precisely the right form to cancel the overall prefactor,

such that the τ0 contribution is simply 1, with no subleading corrections in v. Our

modified bootstrap equation then becomes

(1− vα)−∆1 − 1 ≈ α−∆1z
1
2

(∆1+∆2−∆12)v−
τ0
2 (1− v)−∆12

∑
τ>τ0,`

Pτ,` gτ,`(v, u). (H.11)

We can now repeat our earlier procedure with this modified bootstrap equation.

Expanding the left side as a power series in vα and taking the small v limit, we obtain

the relation

∆1v
α ≈ α−∆1z

1
2

(∆1+∆2−∆12)v−
τ0
2

∑
τ>τ0,`

Pτ,` k
′
2`(1− z) 2τv

τ
2 k′τ (v). (H.12)

For this expression to be satisfied, there must be an infinite tower of conformal blocks

with twist τ ≈ α(∆1+2)+∆2. To find the corresponding conformal block coefficients,

we can again consider the limit v → 0, where these operators are the dominant

contribution,

∆1 ≈ 2τ1α−∆1z
1
2

(∆1+∆2−∆12)
∑
`

Pτ1,` k
′
2`(1− z), (H.13)

218



APPENDIX H. CALCULATION OF DEFICIT ANGLE SPECTRUM

where we have introduced the generalized notation τn ≡ α(∆1 + 2n) + ∆2. We can

also define a generalized conformal block coefficient density fn(`), such that

∑
`

Pτn,` k
′
2`(1− z) =

∫ ∞
0

d` fn(`) k′2`(1− z). (H.14)

The bounds we will derive in the following section indicate that this more general

density is also of the form

fn(`) = An
Γ2(`)

Γ(2`)
`∆1+∆2−1. (H.15)

Assuming this form for our case of n = 1, the modified bootstrap equation becomes

∆1 ≈ 2τ1+1α−∆1z
1
2

(∆1+∆2)A1

∫ ∞
0

d` `∆1+∆2−1K∆12(2`
√
z). (H.16)

Solving this expression for A1, we then find the conformal block coefficients

Pτ1,` ≈
4
√
π∆1α

∆1

2τ1+2`Γ(∆1)Γ(∆2)
`∆1+∆2− 3

2 (`� 1). (H.17)

We therefore find coefficients of a very similar form to those for n = 0. Inspired by

those previous results, let’s compare this expression to the coefficients of GFT [215],

PGFT
∆1+∆2+2n,` ≈

(∆1)n
n!22n

PGFT
∆1+∆2,`

, (H.18)

where we have specifically taken the limit ∆1, n � ∆2 � `. We therefore have the

relation

Pτ1,` ≈ 2(∆1+2)(1−α)α∆1PGFT
∆1+∆2+2,` (`� 1). (H.19)

with the same caveat as above, namely that we can really only constrain the large `

accumulation, and not the contribution of each individual term.
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We can continue to repeat this procedure to find the coefficients for increasing

values of n. To see this most clearly, we expand the left side of the bootstrap equation

as a series in vα,

∞∑
n=0

(∆1)n
n!

vnα ≈ α−∆1z
1
2

(∆1+∆2−∆12)v−
τ0
2 (1− v)−∆12

∑
τ,`

Pτ,` gτ,`(v, u). (H.20)

For n� ∆2, each individual vnα term in the series on the left corresponds to the full

contribution of the τn tower of conformal blocks on the right side. Our procedure can

be iterated to find the corresponding coefficients Pτn,`, but we can already see the full

answer from this expression. The factor of (∆1)n
n!

in the power series is precisely the

factor needed to reproduce the appropriate GFT coefficients, such that we obtain the

general relation

Pτn,` ≈ 2(∆1+2n)(1−α)α∆1PGFT
∆1+∆2+2n,` (`� 1). (H.21)

We therefore see that in the limit α → 1, with vanishing deficit angle, the large `

spectrum of operators and conformal block coefficients for any CFT with large central

charge perfectly reproduces that of a generalized free theory. This is precisely what

we would expect, as it corresponds to the c→∞ limit with fixed ∆1 and ∆2.

H.2 Bounds on Coefficient Density

We will now place bounds on the asymptotic behavior of the conformal block

coefficient density fn(`). More specifically, we will prove that given a function Ln(z),
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defined as

Ln(z) ≡
∫ ∞

0

d` fn(`)k′2`(1− z), (H.22)

which behaves like z
1
2

(∆12−a) at small z, then there exist numbers AL, AU such that

the integrated density

Fn(L) ≡
∫ L

0

d`
Γ(2`)

Γ2(`)
fn(`), (H.23)

is bounded at large L by

AUL
a ≥ Fn(L) ≥ AL

La

lnL
. (H.24)

This discussion will be almost identical to a similar proof in [51], which interested

readers may consult for more details.

First, we consider the upper bound. For simplicity, we define the function

h(`, z) ≡ Γ2(`)

Γ(2`)
k′2`(1− z), (H.25)

which is a positive, decreasing function of ` at any fixed z. Since the integrand of

Ln(z) is non-negative, we can place the bound

Ln(z) ≥ h(L, z)Fn(L), (H.26)

for any value of L. As shown in appendix C, at large L and fixed λ ≡ L
√
z the

function h(L, z) takes the approximate form

lim
L→∞

h(L, z) = 2z
1
2

∆12K∆12(2λ). (H.27)
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Combining these two results, we obtain the upper bound

Fn(L) ≤ La

2λaK∆12(2λ)
(L� 1). (H.28)

The parameter λ is arbitrary and L-independent, such that we can identify this upper

bound as AUL
a.

We now turn to the lower bound. Since h(`, z) is a decreasing function of `, the

related function

h̃(`, z) ≡ − ∂

∂`
h(`, z), (H.29)

is positive for all `. Using this new function, we can write Ln(z) as

Ln(z) =

∫ ∞
0

dLFn(L)h̃(L, z). (H.30)

In the small z limit, this integrand is dominated by the contribution at large L, such

that the integral is unaffected by a shift in the lower limit of integration. We can

then define a new function,

L̃n(z) = z−
1
2

∆12

∫ ∞
L0

dLFn(L)h̃(L, z), (H.31)

which approaches z−
a
2 at small z. For sufficiently large L, the function h(L, z) has

the approximate form

h(L, z) ≈ z
1
2

∆12

√
π

L

e−2L
√
z

4
√
z

, (H.32)

such that the function z−
1
2

∆12h̃(L, z) is independent of ∆12 at large L. Since L̃n(z) is

also independent of ∆12, the asymptotic behavior of Fn(L) must be ∆12-independent.
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We shall therefore specifically consider the simplifying case ∆12 = 0, as the resulting

bound will generalize to arbitrary ∆12 in the large L limit.

Since Fn(L) is an integral over non-negative terms, Fn(L1) > Fn(L0) for L1 > L0,

such that we can obtain

L̃n(z) =

∫ L1

L0

dLFn(L)h̃(L, z) +

∫ ∞
L1

dLFn(L)h̃(L, z)

≤ Fn(L1)
(
h(L0, z)− h(L1, z)

)
+ AU

∫ ∞
L1

dLLah̃(L, z)

≤ Fn(L1)h(L0, z) + AU

∫ ∞
L1

dLLah̃(L, z).

(H.33)

In the limit of large λ ≡ L1

√
z, the second integral takes the approximate form

A′Ue
−2λ, for some new coefficient A′U . As for the first term, in the small z limit the

function h(L0, z) is proportional to ln(1/z), such that we have

L̃n(λ/L1) ≤ A′LFn(L1) ln(L1/λ) + A′Ue
−2λ, (H.34)

where A′L is some constant coefficient. In the limit of large λ, the second term can

be made arbitrarily small, such that we obtain the lower bound

Fn(L) ≥ La

A′Lλ
a ln(L)

(L� 1). (H.35)

As the parameter λ is arbitrary, we can then identify this lower bound as ALL
a/ ln(L).

Note that if the lower bound could be improved, such that we could prove that

Fn(L) ∝ La, we would expect the coefficient density fn(`) to have the asymptotic

form

fn(`) ≈ An
Γ2(`)

Γ(2`)
`a−1 (`� 1). (H.36)
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[77] A. Sommerfeld, “Über die beugung und bremsung der elektronen,” Annalen der

Physik, vol. 403, p. 257, 1931.

233



BIBLIOGRAPHY

[78] N. Arkani-Hamed, D. P. Finkbeiner, T. R. Slatyer, and N. Weiner, “A theory of

dark matter,” Phys. Rev. D, vol. 79, p. 015014, 2009, arXiv:0810.0713 [hep-ph].

[79] J. J. Sakurai, Modern Quantum Mechanics, 1st (revised) ed. Addison Wesley,

1993.

[80] N. W. Ashcroft and N. D. Mermin, Solid State Physics, 1st ed. Brooks Cole,

1976.

[81] A. Bohm, A. Mostafazadeh, H. Koizumi, Q. Niu, and J. Zwanziger, The Geo-

metric Phase in Quantum Systems, 1st ed. Springer, 2003.

[82] P. Y. Yu and M. Cardona, Fundamentals of Semiconductors: Physics and Ma-

terials Properties, 3rd ed. Springer, 2005.
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