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Abstract

The thesis investigates a specific type of functional data with multilevel

structures induced by complex experimental designs. Novel statistical methods

based on principal component analysis that account for different layers of corre-

lations in the data are introduced. A robust metric is proposed to evaluate the

reproducibility of replicated functional and imaging studies. Shrinkage-based

methods are extended to functional and imaging data with no or few replicates,

and studies with low reliability. The proposed estimator is shown to correct for

measurement error and improve prediction at the subject level by borrowing

strength from the population average. Methods have been motivated by and

applied to high-throughput physical activity measurements and several brain

imaging studies based on different modalities including functional magnetic res-

onance imaging (fMRI), voxel-based morphometry, and diffusion tensor imaging

(DTI). Fast algorithms are developed to expand the applicability of the methods

proposed to ultra-high dimensional data.
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Chapter 1

Introduction
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Modern technologies for biomedical research are currently producing increas-

ingly complex high-throughput functional data obtained from longitudinal stud-

ies that collect sequences of brain images or accelerometer data. In contrast with

traditional studies that collect scalar or low-dimensional multivariate data, the

fundamental observational unit in these new studies is a function that can de-

pend on space, time, or both. In addition, replicated, longitudinal or crossed

designs often induce known complex correlation structures among the functional

observations. We define this type of the data as ‘structured multilevel’ func-

tional data, where ‘multilevel’ refers to ‘data gathered from individuals and

from the social structures in which they are embedded’ (Burstein, 1985), and

‘structured’ emphasizes the correlations among functions that can be inferred

from the ‘multilevel’ designs.

The thesis mainly focuses on three related goals. First, we introduce models

and inferential tools for describing and quantifying multiple levels of associations

that are induced by various sampling designs. Second, in the case where each

individual has multiple exchangeable functional replicates, we propose methods

for quantifying the reproducibility of repeated measurements. In this scenario,

we also develop shrinkage estimation methods to further improve estimation and

prediction at the subject level. While statistical models for scalar measurements

can be, at least conceptually, easy to extend to functional data, there is a need

for new inferential and computational approaches that can handle the size and

complexity of high-dimensional data.

The methods developed here were inspired by and applied to two types of

functional data: high-throughput accelerometer measurements and brain im-

ages. For the accelerometer data, the observational unit is a time series of
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activity counts recorded over a 24-hour period. In the National Institute of

Mental Health family study of spectrum disorders (Merikangas et al. , 2014),

data for each subject are collected for 2 weeks using accelerometers. Individuals

in the study are grouped into five diagnosis categories: bipolar I (BPI), bipolar II

(BPII), major depressive depression (MDD), other mental disorders and healthy

control. Such experimental design induces a natural day-within-subject-within-

diagnosis hierarchy. Moreover, data contain a variety of additional covariates

including age, gender and medication. Scientific interest centers on the associa-

tion between patterns of activity (daily circadian rhythms) and diagnosis, while

accounting for potential confounders. For the imaging data, we investigate a

variety of modalities including functional magnetic resonance imaging (fMRI),

voxel-based morphometry, and diffusion tensor imaging (DTI). Every imaging

scan comprises a set of intensity values on the spatially correlated voxels within

a brain. In particular, we use the publicly available ‘Kirby21’ data (Landman

et al. , 2011) where multiple modalities of scan-rescan images are acquired for

21 healthy adults. We are interested in the following scientific questions: 1)

quantifying the scan-rescan reproducibility for both structural and resting state

fMRI (rs-fMRI); 2) identifying prediction approaches of future scans based on

current scans.

The thesis consists of four main chapters based on several journal articles,

devoted to addressing three major statistical questions for structured multilevel

functional data discussed above. Chapter 2 discusses a principal component

based approach for modeling functional observations as the linear combination

of several latent random processes that respect the known sampling designs.
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The variability of each latent process is captured by a few level-specific eigen-

functions and principal scores. The proposed method, structured functional

principal component analysis
[
SFPCA, Shou et al. (2013b)

]
, provides a uni-

form estimation framework for a comprehensive list of functional linear mixed

models and adapts to the high-dimensional scenario where the functions are

densely sampled. The method has been applied to the accelerometer data, but

is also generalizable to imaging data. Chapter 3, defines models for replicated

functional data and introduces measures of reliability. In particular, the chap-

ter introduces the image intra-class correlation (I2C2) coefficient (Shou et al.

, 2013a), a metric that extend the intra-class correlation (ICC) coefficient to

the case of replicated imaging data. I2C2 was applied to maps of fractional

anisotropy (FA) in DTI, brain regions deformation maps from structural MRI

and connectivity maps of resting state fMRI within the motor cortex. Chapter 4

further extends the classical measurement error methodology to functional data

with low reproducibility. We propose a shrinkage estimator (Shou et al. , 2014)

that borrows strength from the population average and reduces measurement

error of individual observations. We show that the proposed estimator dramat-

ically improves seed-based brain connectivity estimation induced from rs-fMRI.

Therefore, these new shrinkage methods can be used to improve connectivity

analysis at individual level such as seed parcellation, and better guide clinical

decision-making. Chapter 5 presents a case study of detecting enhancing lesion

voxels using dynamic contrast enhanced MRIs from a population of multiple

sclerosis patients. Functional data analysis methods are used to reduce the di-

mensionality and extract the features of intensity trajectories from enhancing
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lesion voxels. We then answer a non-standard statistical question: how to de-

fine a quantitative null hypothesis when the scientific hypothesis is qualitative

and/or ill-defined? We propose a ‘soft null’ hypothesis testing approach that

dynamically adjusts the definition of the null hypothesis by incorporating the

information and feedback from the data.
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Chapter 2

Structured Functional Princpal
Component Analysis
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Abstract

Motivated by modern observational studies, we introduce a class of functional

models that expands nested and crossed designs. These models account for the natural

inheritance of the correlation structure from sampling design in studies where the

fundamental sampling unit is a function or image. Inference is based on functional

quadratics and their relationship with the underlying covariance structure of the latent

processes. A computationally fast and scalable estimation procedure is developed for

high-dimensional data. Methods are applicable to data applications including high-

frequency accelerometer data for daily activity, pitch linguistic data for phonetic

analysis, and EEG data for studying electrical brain activity during sleep.

2.1 Introduction

In many current studies, functional measurements have well-defined stochastic

structures induced either by the experimental design or by the scientific meaning

of the data. For example, the Sleep Heart Health Study (SHHS) (Quan et al. ,

1997; Crainiceanu et al. , 2009; Di et al. , 2009) collected electroencephalograms

(EEG) data for thousands of subjects at two visits, roughly five years apart.

At every visit, EEG data were recorded at a frequency of 125Hz during sleep.

Thus, for each subject and visit, data consist of 125 observations per second.

Crainiceanu et al. (2009) applied a Fourier transformation to the original data

and obtained the normalized δ-power as a densely-sampled stationary time se-

ries. These data have a natural hierarchical structure induced by the replicated

visits within each subject. To be more precise, one can denote the δ-power
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function for visit j of subject i at time t after sleep onset by Yij(t). Yij(t) can

be decomposed into a subject-specific process Xi(t) and a visit-within-subject

process Uij(t) that quantifies the deviation from the subject-specific mean. A

Figure 2.1: Activity intensity measurements over 5 days for 4 subjects. Original
data has 10 observations per second. This plot shows the average of activity
intensity in non-overlapping 15 minute intervals for improved display clarity.

second example is provided by Bai et al. (2012) in a recent study of physical

activity in an elderly population. In this study, each subject wears an accelerom-

eter that records three-axis accelerations during in-home activities at a sampling

frequency of 10Hz. After normalization with respect to at-rest variability, Bai

et al. (2012) introduced activity intensity, a measure of activity expressed in

multiple of signal standard deviations during inactivity periods. Activity in-

tensity is calculated in every tenth of one second interval. Figure 2.1 displays

the activity intensity for five subjects during a 5-day period averaged over 15

minutes for improved display clarity. One possibility of analyzing these data

is to focus on activity intensity in non-overlapping one-hour intervals. Thus,
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the data for each subject contains five days, each with 36, 000 activity measure-

ments per hour for 24 hours. This can be viewed as a three-level hierarchical

structure: hour within day within subject. More specifically, let Yijk(t) be the

activity intensity at time t within hour k on day j for subject i. In addition to

the subject-specific process Xi(t) and the day-within-subject process Uij(t), the

remaining part of the variation in Yijk(t) can be explained by the hour-specific

process Wijk(t) that quantifies the deviation of hour k from the average of day

j for subject i.

Aston et al. (2010) described a different study of phonetic analysis where

the authors were interested in studying the fundamental frequency (F0, ‘pitch’)

of spoken languages. In particular, they recorded the F0-contours of syllables

from 19 nouns pronounced by 8 native speakers of the Luobuzhai Qiang dialect

in China. Suppose that we use Yijk(t) to denote the pitch of syllables within the

jth word that are pronounced by subject i. Each (i, j) combination corresponds

to more than one curves because there are multiple syllables within a word and

every word was spoken under three different contexts. The curves were mea-

sured at 11 equidistant time points that were normalized according to the total

duration of the vowels. Figure 2.2 displays an example of F0-contours for vowels

that compose three different words spoken by three speakers. In addition to the

general shape of the curves that are strongly correlated with the corresponding

vowels, we observe substantial variations across the speakers and words. For

example, speaker ‘a’ has, on average, a lower pitch than the other two. Within

vowel ‘i’, curves from word 3 display a steep rising pattern and go down at the

end of the vowel. But curves from word 2 (labeled by the triangle symbol) are

all arch-shaped. Yijk(t) is jointly affected by at least two random components:
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the word-generic effect Xi(t) and the speaker-inherent effect Zj(t). Unlike the

hierarchical models, the two latent processes are mutually independent, yet have

interactive effect on the pitch contours.

Figure 2.2: F0-contours for 3 words (triangles for word 2, dots for word 3, and
multiplication signs for word 4) spoken by 3 speakers (pink for speaker ’a’, black
for speaker ’c’, and gray for speaker ’g’). Each contour was measured at 11 equal
distant time points within a vowel (‘@’,‘a’,‘e’,‘i’ or ‘u’) when a particular word
was spoken by one of the eight speakers. Every word was repeated under three
different contexts.

Although these three studies have different designs, they share some com-

mon features: 1) the fundamental observational unit is a function that can be

high-dimensional; 2) data has a known structure induced by the sampling de-

sign; and 3) analysis of individual levels of variability is of interest. One goal
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of this paper is to define a wide class of structured functional models with ex-

plicit functional effect components; in particular, the model class will contain

the observed structures in the three examples. We will focus on the common

structures and provide a consistent statistical framework for all these models.

A second goal is to characterize the observed variability by uncorrelated latent

processes, whose covariance estimators are obtained using method of moments

estimators from the observed data. Through estimating and diagonalization

of these covariance operators, we will achieve both dimensionality reduction of

the original data and statistical modeling on the induced linear spaces. From

an intuitive perspective, this paper shows how to conduct principal component

analysis (PCA) when the data matrix has a particular known and common

latent correlation structure.

The structured functional models in this paper fall into functional linear

mixed model (FLMM) framework. Earlier work (Guo , 2002; Herrick & Morris

, 2006; Morris & Carroll , 2006) mainly used splines or wavelets smoothing in

model fitting. Brumback & Rice (1998) and Guo (2004) have specifically stud-

ied functional nested and crossed designs. More recent work like Staicu et al.

(2010) and Zhou et al. (2010) considered spatial correlation in the nested model.

While all these models could be viewed as particular cases of FLMM, model fit

and inference remains difficult and it is currently done on a model-by-model

basis. We conclude that none of these previous papers have addressed the class

of complex functional structures we discuss here. Moreover, we are the first to

propose very fast approaches for high-dimensional data. We aim to introduce

a data-driven approach that applies to both nested and crossed designs, but is

generalizable to a much broader model space. We achieve this by introducing
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latent processes that capture explicit levels of variability using the same con-

cept from standard mixed effects models. The only difference is that random

effects are now replaced with random processes. Computational feasibility is

achieved via principal component decomposition of latent processes covariance

operators and by loss-less projections for high-dimensional data. These ap-

proaches are methodologically related to the PCA decomposition (Staniswalis

& Lee , 1998; Yao et al. , 2003, 2005; Di et al. , 2009; Greven et al. , 2010; Aston

et al. , 2010). Aston et al. (2010) projects the whole function onto a vector

space, where the vector entries are the first few principal scores of the function.

Through several linear mixed effects models which link principal scores and

the covariates, they are able to assess the effect of covariates on the outcome

function. Alternatively, multilevel functional PCA
[
MFPCA, Di et al. (2009)

]
decomposes the intra-subject and inter-subject covariance operators in the two-

way nested model, while inference is based on the scores separated by levels of

variability. Using a similar approach, longitudinal functional PCA
[
LFPCA,

Greven et al. (2010)
]

models the longitudinal dynamics of functional observa-

tions measured at multiple visits. In this paper, we generalize these ideas to

analyze functional observations collected under the most common nested and

crossed designs, which expands the number and type of models for functional

data. We propose structured functional principal component analysis (SFPCA)

as a method to decompose the variability via PCA for any functional model with

a particular linear structure. An attractive computational advantage of SFPCA

is efficient handling of dense and high-frequency functional measurements.

We organize the paper as follows: in Section 2.2, we provide a list of struc-

tured functional models that SFPCA is applied to and connect them with
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the symmetric sum method of moments (MoM) estimators described in Koch

(1968); Section 2.3 discusses SFPCA and its implementation, with its extension

to high-dimensional settings; Section 2.4 describes simulation studies for low-

dimensional, high-dimensional and noisy settings; Section 2.5 applies SFPCA

to the scientific problems described in the Introduction.

2.2 Structured Functional Models

Koch (1967) provided a comprehensive list of linear models for scalar data that

emerge from various experimental designs. We contend that these models have

natural extensions to functional data and that the models may be analyzed by

decomposing the corresponding covariance operators. Table 2.1 includes the

proposed designs that are grouped based on sampling schemes (Brumback &

Rice , 1998; Yao et al. , 2005; Baladandayuthapani et al. , 2008; Zhou et al. ,

2010; Staicu et al. , 2010; Morris & Carroll , 2006; Guo , 2002; Di et al. , 2009;

Liu& Guo , 2012).

Let Y (t) indicate the observed outcome function. The most general model

format is that Y (t) = µ(t)+
∑

latent processes+εt, where µ(t) is the mean curve

or fixed effect, εt
iid∼ (0, σ2) are the white noise. The latent processes are assumed

to have mean zero and are square integrable, so that they are identifiable and the

standard statistical assumptions for scalar outcomes can mirror to functional

data. Consequently, the total variability of a functional outcome is decomposed

into process-specific variations plus σ2. Hence, these models capture a wide

variety of correlation structures in modern functional data studies. We build

up the intuition behind the functional nested and crossed designs, and connect
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Nested

(N1) One-way Yi(t) = µ(t) +Xi(t) + εit

(N2) Two-way Yij(t) = µ(t) +Xi(t) + Uij(t) + εijt

(N3) Three-way Yijk(t) = µ(t) +Xi(t) + Uij(t) +Wijk(t) + εijkt

(NM) Multi-way Yi1i2···ir (t) = µ(t) +R
(1)
i1

(t) + · · ·+R
(r)
i1···ir (t) + εi1i2···irt

Crossed

(C2) Two-way Yij(t) = µ(t) +Xi(t) + Zj(t) +Wij(t) + εijt

(C2s) Two-way sub Yijk(t) = µ(t) +Xi(t) + Zj(t) +Wij(t) + Uijk(t) + εijkt

(CM) Multi-way Yi1i2···iru(t) = µ(t) +RT1(t) + · · ·+RTd(t) + εi1i2···irut

Table 2.1: Structured functional models. For nested models, ‘Two way
sub’ standards for ‘Two way crossed design with subsampling’, and i =
1, 2, · · · , I; j = 1, 2, · · · , Ji; k = 1, 2, · · · , Kij; i1 = 1, 2, · · · , I1, i2 =
1, 2, · · · , I2i1 , . . . , ir = 1, 2, · · · , Iri1i2...ir−1 . For crossed designs, i =
1, 2, · · · , I; j = 1, 2, · · · , J ; k = 1, 2, · · · , nij; (CM) contains combinations of any
s (s = 1, 2, · · · , r) subset of the r latent processes, as well as repeated measure-
ments within each cell. T1, T2, · · · , Td ∈ {ik1ik2 · · · iksu : k1, k2, · · · , ks ∈ (1, 2,
· · · , r), u ∈ (∅, 1, 2, · · · , Ii1i2···ir), s ≤ r}, u is the index for repeated observation
in cell (ik1 , ik2 , · · · ikr). ε·t is the white noise distributed as (0, σ2).

them to the data examples that are discussed in the introduction. We first

assume a ‘noise-free’ scenario where σ = 0 for presentation purpose. We extend

our methods to ‘noisy models’ in Section 2.3.4.

2.2.1 Nested designs

A one-way nested model (N1) is the simplest variance component model for

functional data. In (N1), the observed outcome Yi(t) is represented as a sum

of a deterministic mean function, µ(t), and a level-specific stochastic process

Xi(t). Xi(t) are assumed to be i.i.d, with mean zero and covariance operator

KX(t, s) = E{Xi(t)Xi(s)}; KX may be thought of as the functional counterpart

of scalar covariance. The variability of Yi(t) is completely determined by that of

Xi(t), that is, KY = KX . In conventional functional data analysis (Ramsay &
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Silverman , 2005), Xi(t) would be expressed via a set of spline or wavelet basis,

or data-driven principal components (Ramsay & Silverman , 2005; Di et al. ,

2009; Greven et al. , 2010). Irrespective of the basis functions, KX is determined

by the first two moments of the representation coefficients and a quadratic form

of the basis functions.

The two-way functional nested design (N2) is the functional equivalent of

a one-way analysis of variance (ANOVA) model. Originally motivated by the

two-way sampling design of EEG data in SHHS (Di et al. , 2009), the model

expands (N1) with a subject-visit specific process Uij(t) that has covariance

KU(t, s) = Cov{Uij(t), Uij(s)}. Thus, the observed total variability of Yij(t) is

decomposed into subject-specific and subject-visit specific variability. These two

parts are modeled through the corresponding functional covariance components

KX and KU – covariance operators of Xi(t) and Uij(t). To ensure identifiability,

the random processes Xi(t) and Uij(t) are assumed to have mean zero and be

uncorrelated. This assumption also guarantees that KY = KX +KU .

Additional levels of nesting can be included in the model to accommodate

higher hierarchies. For example, the three-way nested model (N3) provides an

appropriate framework for modeling the activity intensity data described in Sec-

tion 2.1. In addition to the subject-specific process Xi(t) and the subject-visit

specific process, Uij(t), the remaining variation in Yijk(t) is modeled through

Wijk(t), which quantifies the hourly deviation from the average activity inten-

sity level of day j for subject i. The most general functional nested model

(NM) admits arbitrarily many levels of nesting. If the activity intensity is fol-

lowed for weeks or even months, a four-way or five-way model may be more

descriptive, given the possibly repeated patterns of activity from week to week
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or month to month. As in the preceding models, mutual non-correlation is

imposed for model identifiability. The total variability is decomposable into

level-specific functional variance components as KY = K1 + K2 + · · · + Kr,

where Kr(t, s) = Cov{R(r)
i1···ir(t), R

(r)
i1···ir(s)}. Here we used the notation from

Table 2.1 for the multilevel model with an arbitrary number of levels (NM).

2.2.2 Crossed designs

Another group of designs admits crossing between levels. For example, the

two-way crossed design (C2) is a functional analog of two-way ANOVA with

an interaction term. It emphasizes a joint effect of two uncorrelated processes

Xi(t) and Zj(t), as well as their interaction Wij(t), on the outcome Yij(t). The

two-way crossed model with sub-sampling (C2s) applies to experimental designs

where repeated measurements occur within each combination (i, j) induced by

the two first-level processesXi(t) and Zj(t). In addition to the first-level crossing

Wij(t) as in (C2), Uijk(t) accounts for variation in the replications. For the

phonetic analysis example, Xi(t) and Zj(t) model the main effects of speakers

and words, while Wij(t) models their interaction. Since multiple F0-contours

may fall in category (i, j), we use Uijk(t) to capture the residual variation.

In general, we can consider an m-way crossed functional model (CM) with

arbitrary number of crossings. In this model, q (q > 2) uncorrelated latent

processes have exchangeable first-level effects on Y (t). Any subset of s (s ≤ q)

processes out of q may have interactions, resulting in d functional additive terms

in the model. For notational convenience, we express this model using d sub-

index sets, {T1, T2, . . . , Td} that define the model structure. For example, (C2s)

with four terms can be written as {T1, T2, T3, T4} = {i, j, ij, ijk} and RT1(t) =
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Xi(t), RT2(t) = Zj(t), RT3(t) = Wij(t), and RT4(t) = Uijk(t). The assumptions

on correlation structure stay the same. We now show how to efficiently estimate

these models.

2.3 Structured Functional PCA

We develop SFPCA to efficiently reduce dimensionality and extract signals for

the class of functional models introduced in Section 2.2. This approach models

latent processes parsimonously via principal components (PCs) by Karhunen-

Loéve expansion. SFPCA starts with estimating the covariance operators of

latent processes. Following Koch (1968), we employ the MoM approach based

on symmetric sums. By extending his approach to functional settings, we

construct unbiased estimators of covariance matrices on a grid of p points

T = {t1, t2, . . . , tp}. After estimating the covariance operators, we conduct

spectral decomposition to obtain eigenfunctions and principal scores that serve

as coordinates in the space spanned by eigenfunctions. Note that the fixed ef-

fects is not of our main interest and can be estimated existing methods. Without

loss of generality, we assume that the data is already demeaned and we mainly

focus on the random effects.

We use two-way crossed design (C2) as the main example. Details for other

models in Table 2.1 can be found in Appendix B. Let Xi(t), Zj(t) and Wij(t) be

mutually uncorrelated mean-zero random processes as described in Section 2.2.

Their covariance operators are KX , KZ and KW , respectively, where KX(t, s) =

E{Xi(t)Xi(s)}, KZ(t, s) = E{Zj(t)Zj(s)} and KW (t, s) = E{Wij(t)Wij(s)}.

Using the Karhunen-Loéve expansion for Xi(t), Zj(t), and Wij(t), model (C2)
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becomes

Yij(t) =
∞∑
k=1

φXk (t)ξXik +
∞∑
l=1

φZl (t)ξZjl +
∞∑
m=1

φWm (t)ξWijm, (2.1)

where φXk (t), φZl (t) and φWm (t) are the eigenfunctions of the covariance operators

KX , KZ and KW . The scores ξXik =
∫
Xi(s)φ

X
k (s)ds, ξZil =

∫
Zj(s)φ

Z
l (s)ds, and

ξWijm =
∫
Wij(s)φ

W
m (s)ds are mutually independent random variables with mean

0 and variance λXk , λZl , and λWm , respectively, where λXk ≥ λXk+1, λ
Z
l ≥ λZl+1, and

λWm ≥ λWm+1 for every k, l, and m. Normality of scores is not necessary for the

results in this paper, but may be a convenient mild assumption.

2.3.1 Level-specific spectral decomposition

Consider the case when most variability of each latent process is captured by the

firstN1, N2 andN3 principal components ofXi(t), Zj(t) andWij(t), respectively,

model (2.1) can then be approximated as Yij(t) =
N1∑
k=1

φXk (t)ξXik +
N2∑
l=1

φZl (t)ξZjl +

N3∑
m=1

φWm (t)ξWijm. We vectorize the functional outcome on the discrete sampling

points T , and define Y = (Y11, . . . ,Y1J1 , · · · ,YI1, . . . ,YIJI ) to be a p× n ma-

trix with Yij := {Yij(t1), Yij(t2), · · · , Yij(tp)}T and n =
∑I

i=1 Ji. For notational

simplicity we assume a balanced design where Ji = J , though such assump-

tion is not necessary. Let ξXi = (ξXi1 , · · · , ξXiN1
)T and ΦX = [φX1 (T ),φX2 (T )

, · · · ,φXN1
(T )] be the first N1 principal components observed at time grid T .

Similar definition applies to (ξZj ,ΦZ) and (ξWij ,ΦW ). Hence the truncated model

is further expressed into matrix form as Yij = ΦXξ
X
i + ΦZξ

Z
j + ΦWξ

W
ij .

We will show in the next section how to obtain K̂X , K̂Z and K̂W . Given

the availability of such estimators, we obtain Φ̂
N1

X , Φ̂
N2

Z and Φ̂
N3

W to be their

first N1, N2 and N3 eigenvectors, where Nk (k = 1, 2, 3) is selected so that
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Nk = min{L,
∑L

l λ̂l∑p
l=1 λ̂l

≥ q} and q is a threshold between (0, 1). λ̂i denotes

the estimated eigenvalues for the correponding covariance matrix. Let Λ̂
N1

X ,

Λ̂
N2

Z and Λ̂
N3

W be the diagonal matrices with diagonal elements being the first

N1, N2 and N3 eigenvalues. We can estimate the truncated set of principal

scores as the best linear unbiased predictor (BLUP) of the mixed effect model

Yij = Φ̂
N1

X ξ
X
i + Φ̂

N2

Z ξ
Z
j + Φ̂

N3

W ξ
W
ij , where ξXi ∼ N(0, Λ̂

N1

X ), ξZj ∼ N(0, Λ̂
N2

Z ) and

ξWij ∼ N(0, Λ̂
N3

W ). Specifically, the estimated BLUPs for two-way crossed model

(C2) and three-way nested model (N3) are provided in Appendix A.

2.3.2 MoM covariance operator estimation

By extending the idea of symmetric sum MoM estimators in Koch (1968), we

show that our estimated covariance matrices will be of the form K̂X = YGXYT ,

K̂Z = YGZYT and K̂W = YGWYT , where GX , GZ and GW are specific

matrices of dimension n × n. In fact, for all the structured functional models,

MoM estimators of covariance operator is representable in the “sandwich” form,

YGYT . We illustrate the detailed calculation for the covariance operators for

the two-way crossed design (C2) and three-way nested design (N3). Results for

other design schemes are provided in Appendix B.

Two-way crossed design (C2)

For model (C2), we have

E{Yij(t)− Ykl(t)}{(Yij(s)− Ykl(s)}T =


2{KW (t, s) +KZ(t, s)}, if i = k, j 6= l

2{KW (t, s) +KX(t, s)}, if i 6= k, j = l

2{KW (t, s) +KZ(t, s) +KX(t, s)}, if i 6= k, j 6= l
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Let nij = 1 if Yij is observed and 0 otherwise; ni0 =
∑

i nij, n0j =
∑

j nij, n =∑
i,j nij, k1 =

∑
i n

2
i0 and k2 =

∑
j n

2
0j. Define Dn×n = diag{N1,N2, · · · ,NI}

with Ni = ni0Ini0
, EI×n = diag{1T

n10
, · · · ,1T

nI0
} and 1n = (1, 1, · · · , 1)T . Pn×n =

diag{P1, · · · ,PI} with Pi = diag{n01, · · · , n0ni0} of dimension ni0 × ni0, FJ×n =

(f1, · · · , fJ)T is the second-level analogy to E, where fj is a vector with value

1 on observations with second-level process Zj(t) and 0 otherwise. If HZ =

2(KW + KZ), HX = 2(KW + KX), and HXZ = 2(KW + KZ + KX) then using

the results above we obtain the following explicit MoM estimators

ĤZ =
1

k1 − n
∑
i=1

∑
j 6=l

(Yij −Yil)(Yij −Yil)
T =

2

k1 − n
Y(D−ETE)YT

ĤX =
1

k2 − n
∑
i6=k

∑
j

(Yij −Ykj)(Yij −Ykj)
T =

2

k2 − n
Y(P− FTF)YT

ĤXZ =
1

n2 − k1 − k2 + n

∑
i6=k

∑
j 6=l

(Yij −Ykl)(Yij −Ykl)
T

=
2

n2 − k1 − k2 + n
Y(nI− 11T −D + ETE−P + FTF)YT

Thus, the covariance operators can be estimated as K̂Z = (ĤXZ− ĤX)/2 =:

YGZYT , K̂X = (ĤXZ−ĤZ)/2 =: YGXYT and K̂W = (ĤX +ĤZ−ĤXZ)/2 =:

YGWYT .

Three-way nested model

Consider now model (N3), where Yijk(t) = Xi(t)+Uij(t)+Wijk(t), i = 1, 2, · · · , I;

j = 1, 2, · · · , Ji; k = 1, 2, · · · , nij, and X, U and W to be the three latent pro-

cesses nested within each other. Similar to the approach for (C2), we have
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E{Yijk(t)− Yluv(t)}{Yijk(s)− Yluv(s)}T =


2KW (t, s), if i = l, j = u, k 6= v

2{KW (t, s) +KU (t, s)}, if i = l, j 6= u

2{KX(t, s) +KW (t, s) +KU (t, s)}, if i 6= l

Again let Yijk := {Yijk(t1), · · · , Yijk(tp)}T , n :=
∑I

i,j nij, ni· =
∑Ji

j nij, k1

=
∑I

i=1

∑Ji
j=1 n

2
ij, k2 =

∑
i n

2
i·. D1 = diag{N11, · · · ,NImI

} where Nij = nijInij
,

and D2 = diag{N1, · · · ,NI} where Ni = ni·Ini· ; E1 = diag{1T
n11
, · · · ,1T

nImI
},

E2 = diag{1T
n1· , · · · ,1

T
nI·
}. If HW = 2KW , HU = 2(KW + KU), and Hx =

2(KW + KZ + KX) then using the results above we obtain the following MoM

estimators

ĤW =
1

k1 − n
∑
i,j

∑
k,v

(Yijk − Yijv)(Yijk − Yijv)T =
2

k1 − n
Y(D1 −ET

1 E1)YT

ĤU =
1

k2 − k1

∑
i

∑
j 6=u

∑
k,v

(Yijk − Yiuv)(Yijk − Yiuv)T

=
2

k2 − k1
Y(D2 −ET

2 E2 −D1 + ET
1 E1)YT (2.2)

ĤX =
1

n2 − k2

∑
i6=l

∑
j,u,k,v

(Yijk − Yluv)(Yijk − Yluv)T

=
2

n2 − k2
Y(nI− 11T −D2 + ET

2 E2)YT

Then K̂W = ĤW/2, K̂U = (ĤU − ĤW )/2 and K̂X = (ĤX − ĤU)/2 all have the

form YGYT . In general, multi-way nested and crossed designs can be estimated

through a similar work flow (see Appendix B for details).

2.3.3 Structured high-dimensional data

Given the current research emphasis on high-dimensional data, linear models

are still difficult to fit. Here we show that the entire class of models described
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in Table 2.1 can be fitted using fast approaches. Note that the estimation

procedures in the previous sections assume that the MoM estimators of the

relevant covariance operators can be constructed and decomposed. When the

dimension of observations, p, is moderate, the methods described in Section 2.3

are straightforward. However, if the observations are high-dimensional, such as

p > 10, 000, the approach is no longer feasible. One could possibly smooth and

downsample the data assuming that the data are generated from low-rank intrin-

sic features. But in many scenarios, data are densely sampled for us to explore

finer information and we would like to preserve the high resolution. Calculating

and storing a p-dimensional covariance operator K̂p×p is computationally ex-

pensive, and conducting spectral decomposition will become prohibitive. Thus,

we propose an alternative approach based on a rank-preserving transformation.

This algorithm allows efficient calculation of the eigenfunctions and eigenvalues

without requiring either storing or diagonalizing the estimated high-dimensional

covariance operators. The algorithm is outlined below.

Throughout this section, we assume that p� n. Hence, the induced covari-

ance matrix is at most of rank n. Zipunnikov et al. (2011) proposed an approach

that avoids calculating the covariance operators in the original p-dimensional

space. Consider (C2) as an example: the idea is to map the model onto a lower-

dimensional space and obtain Ỹij := CYij = CΦXξXi + CΦZξZj + CΦWξWij ,

where the matrix C should be of dimension m × p and m � p. An arbitrarily

chosen C will lose information from the p-dimensional data. However, we can

show that we are able to find a C such that Ỹij span a space that preserve

the ordering and important features from the original data space. One possible

choice would be to start with the whole data matrix, Y, which can be obtained
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by column binding individual data vectors, Yij. Suppose that Y = VS1/2UT

is the singular value decomposition of Y, let C = VT . Given that Yij = VỸij,

the data in the reduced-dimensional space Ỹij contain enough information from

the original data space.

The model becomes S1/2UT = VTΦXξXi +VTΦZξZj +VTΦWξWij := AXξXi +

AZξZj +AWξWij . Theorem 1 in Zipunnikov et al. (2011) shows that this transfor-

mation preserves full information for the linear PCA model. The eigenfunctions

for the original model can be recovered by left multiplying V to those obtained

in the new model and the eigenvalues remain unchanged. This is straightfor-

ward to implement, as the number of operations involved in calculating the

SVD of Y is linear in the dimension of the data, p. After obtaining the SVD

of Y, each column Yij can be represented as Yij = VS1/2Uij, where Uij is

a corresponding column of matrix UT . Therefore, the vectors Yij differ only

via the factors Uij of length n, which is much lower-dimensional. Comparing

this SVD representation of Yij with the original model (C2), it follows that

the structured separation of the variability modeled by high-dimensional la-

tent processes Xi, Zj, and Wij is identically in the structured separation of

the low-dimensional vectors Uij. This is the key observation which motivates

our approach. This model has an “intrinsic” dimensionality that is induced by

the sample size n. This low-dimensional model is estimable using SFPCA in

Section 2.3 and requires only O(n3) calculations.

After obtaining AX
N1

, AZ
N2

and AW
N3

as the estimates for AX , AZ and AW ,

we can obtain ξ̃
X

i , ξ̃
Z

j and ξ̃
W

ij as induced BLUP in the lower-dimensional model,

with the matrices A′s replaced by their corresponding estimates. Furthermore,

ΦX
N1

, ΦZ
N2

and ΦW
N3

in the original space may be recovered by left multiplying
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V onto AX
N1

, AZ
N2

and AW
N3

. We provide the formula for final estimates and

their detailed derivation of two-way crossed model (C2) and three-way nested

model (N3) in Appendix A. Up until the last step, all the calculations can

be conducted in O(n3) complexity. Therefore, fitting the model in a reduced-

dimensional space guarantees the high-dimensional principal components in a

p-linear time. This means that complex statistical models for high-dimensional

data sets can be fitted quickly.

2.3.4 Model with noise

So far we have assumed that the data are measured without noise. However, the

algorithm can be naturally extended to ‘noisy models’. In the case where the

noise component has a smooth covariance structure on the functional domain

and can be expressed as another latent process such as Uij(t) in model (N2)

and Wijk(t) in model (N3), SFPCA directly applies. When there is white noise

ε ∼ (0, σ2) along the function and σ2 > 0, we propose several approaches to

smooth either the raw data or the covariance matrix estimators.

Take model (N3) as an example, suppose that the observed data is Ỹijk(t) =

Yijk(t) + εijkt. The symmetric sum MoM estimator as in equation 2.2 becomes

H̃ = ỸGỸT and EH̃ = EĤ + σ2I, where Ĥ = YGYT . For low-dimensional

data where rank preserved projection in Section 2.3.3 is not necessary, we es-

timate EĤ by smoothing the off-diagonal surface of H̃ as in Staniswalis &

Lee (1998) and proceed with SFPCA algorithm as in the ‘noise-free’ scenar-

ios. However, we encounter multiple difficulties when applying this approach to

high-dimensional functional data. First, it is computationally infeasible to con-

duct bivariate smoothing on the p× p covariance matrix when say, p ≥ 10, 000.
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Second, although the white noise remains to be i.i.d white noise when pro-

jected onto the lower-dimensional space, the one-to-one mapping of the eigen-

values and principal scores between the p-dimensional model and the reduced

n-dimensional model no longer holds after smoothing the covariance matrix in

the reduced-dimensional space.

Therefore, we recommend a pre-processing by smoothing the raw data before

conducting SFPCA. There is a trade-off between the signal from the raw data

and the smoothness in the pre-processed data. As we have observed in our

simulation settings, the first eigenvalues from the smoothed data are usually

under-estimated. An alternative approach for the high-dimensional functional

data is to apply a ‘structured’ twist of the fast covariance estimation (FACE)

algorithm proposed by Xiao et al. (2013b). Their algorithm applies a sandwich

smoother that is computationally very fast to the sample covariance matrix

Y Y T , and directly provides the eigenvalues and eigenfunctions without explicitly

constructing the smoothed covariance matrix. Since the covariance matrix for

each latent process in SFPCA techniques has the uniform sandwich expression

Y GY T , we are able to define the new data matrix Ỹ := Y G1/2 and directly

apply FACE to Ỹ . We refer more details to the paper.

2.4 Simulations

To better understand how SFPCA performs in practice, we conduct simulation

studies for both low- and high-dimensional functional data and under various

experimental designs and signal-to-noise ratio.

For the three-way nested model (N3), we generate the high-dimensional data
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based on the following parameterization. Consider
Yijk(t) =

N1∑
l=1

φXl (t)ξil +

N2∑
m=1

φUm(t)ζijm +

N3∑
h=1

φWh (t)ηijkh + εijkt,

ξil
i.i.d∼ N(0, λXl ), ζijm

i.i.d∼ N(0, λUm), ηijkh
i.i.d∼ N(0, λWh ) and εijkt

i.i.d∼ N(0, σ2)

where i = 1, · · · , I; j = 1, · · · , J ; k = 1, · · · , K; N1 = N2 = N3 = 4, λXk = λUk =

λWk = 0.5k−1, k = 1, 2, 3, 4; t ∈ T = 1/p, 2/p, · · · , 1; p = 50, 000, I = 50, J = 5

and K = 5. The true eigenfunctions are

φX1 (t) = sin(2πt) φU1 (t) = 1/
√

2 φW1 (t) = 1

φX2 (t) = cos(2πt) φU2 (t) = sin(6πt) φW2 (t) =
√

3(2t− 1)

φX3 (t) = sin(4πt) φU3 (t) = cos(6πt) φW3 (t) =
√

5(6t2 − 6t+ 1)

φX4 (t) = cos(4πt) φU4 (t) = sin(8πt) φW4 (t) =
√

5(20t3 − 30t2 + 12t− 1)

We vary the standard deviation of the white noise σ to be 0, 0.1, 0.5 and 1,

and conduct 100 simulations under each scenario. To compare the estimation

accuracy, the number of PCs N1, N2 and N3 are treated as known. Figure 2.3

shows the estimated eigenfunctions when σ = 0.5. Overall the shape of the

functions are well recovered. As we go from higher (Xi) to lower (Wijk) hierar-

chies, the estimation gets better because the level-specific sample size increases.

Within each latent process, the earlier eigenfunctions with larger eigenvalues

are better estimated than the later ones. Table 2.4 lists the mean square er-

rors (MSEs) of estimated σ̂ and eigenvalues under different signal-to-noise ratio.

More detailed results for this simulation can be found in Appendix C.

We have also conducted simulation studies for (C2) model under different
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Figure 2.3: The estimated eigenfunctions for three latent processes over 100
simulations when σ = 0.5 are shown in gray (we randomly plot 50 out of 100
estimates). The true eigenfunctions are displayed in black curves. The first- and
second-level hierarchies are captured by two sets of trigonometric basis. The
third-level processes is polynomial.

sample sizes and by smoothing the off-diagonal matrix. More details can be

found in Appendix C.

2.5 Data Applications

SFPCA can be applied to various types of structured data including the three

examples discussed in the introduction. The SHHS data was analyzed in details

in Di et al. (2009) with MFPCA, which is a special case of the methodology

considered in this paper. Here we provide results for the phonetic study and

the accelerometer data.
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σ MSEλX MSEλU MSEλW

λX
1 λX

2 λX
3 λX

4 λU
1 λU

2 λU
3 λU

4 λW
1 λW

2 λW
3 λW

4

0 3.2 0.9 0.2 0.1 1.2 0.3 0.1 0.02 0.2 0.1 0.01 2e-3
0.1 4.5 0.9 0.2 0.1 1.3 0.7 0.2 0.2 0.2 0.1 0.02 8e-3
0.5 5 1.6 1.4 0.4 1.3 9.3 3.2 1.0 6.5 6.7 3.5 2.7
1 8 5 2.8 0.6 2 15.5 4.1 0.8 102 101 33.6 21.7

MSEσ̂ MSEξ MSEθ MSEζ

ξ1 ξ2 ξ3 ξ4 θ1 θ2 θ3 θ4 ζ1 ζ2 ζ3 ζ4
2e-17 14.7 11.2 7.6 136 120 4.5 2.5 2 20.2 8.1 0.5 2.6
3e-8 42.7 18.2 5.5 34.7 305 5.6 3.2 2 280 30.5 9.9 15.8
4e-7 267 129.2 17.7 22.2 1660 22.8 12 19.1 1623 226 161 102
1e-6 370 159 36.1 22.5 1657 50.1 58.3 31.7 1677 466 245 153

Table 2.2: Average MSE over 100 simulations for σ, the eigenvalues and the
principal scores under different signal-to-noise ratio. The values are augmented
100 times for better presentation.

2.5.1 Phonetic study

The phonetic study of Luobuzhai Qiang dialect, as described in the introduction,

consists of F0-contours from 8 subjects speaking 19 words under 3 contexts. Ev-

ery word contains up to 4 syllables, each corresponding to one of the 5 different

vowels: ‘@’, ‘a’, ‘e’, ‘i’ and ‘u’. The pitch values of the contours are measured at

11 equidistant time points that are standardized based on the total duration of

the vowel. As discussed in the introduction, given the balanced study design, the

marginal shapes of the contours are determined by the corresponding vowels. In

addition, each curve demonstrates speaker-specific and word-generic variations.

To assess the effect of these covariates with relatively simple specification, As-

ton et al. (2010) assumed that all the latent processes were on the same space

expanded by a common set of eigenfunctions, and that covariates were associ-

ated with pitch levels through the principal scores – weights of the PCs. Here

we relax these assumptions and attempt to fully evaluate the variability of each

latent process as indicated by the data structure. We fit a two-way crossed
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model with subsampling (C2s) as in Table 2.1, but absorbing the speaker-word

interaction Wij(t) into Uijk(t). More specifically, the observed pitch contours

Yijk(t) is modeled as μ(t, vijk) + Xi(t) + Zj(t) + Uijk(t), where μ(t, vijk) is the

fixed effect determined by vowel vijk ∈ {‘@’, ‘a’, ‘e’, ‘i’ , ‘u’}, Xi(t) and Zj(t)

are two independent first-level random effects for speaker i = 1, 2, · · · , 8 and

word j = 1, 2, · · · , 19, respectively. Uijk(t) denotes all the remaining variability

such as the tone, stress and intonation of the syllables. By applying the SFPCA

algorithm, we extract the PCs as shown in Figure 2.4.

Figure 2.4: Principal components for process Xi, Zj and Uijk using two-way
crossed model with sub-sampling (C2s). The first row show the first 4 PCs
for the speaker-specific effect Xi(t), while the second row display PCs for word
effect Zj(t). The proportion of variation explained by every principal component
within each latent process is listed inside the plotting window. The estimated
percentages of total variation explained by the latent processes are shown in
front of the rows.

The speaker-specific deviation from the population average explains 45% of

the total variation in the data, among which the majority (99.86%) is captured

by the first PC that indicates equal weights over time. Similarly, PC 1 for the
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word-specific process Zj(t) is also constant. This is consistent with the findings

in Aston et al. (2010): most of the variation across speakers or words arises from

the ‘shift’ in the average pitch level. However, instead of modeling the overall

principal scores to determine that the ‘shift’ is speaker- and word- dependent, we

can claim that ΦX
1 (t) corresponds to speaker heterogeneity and ΦZ

1 (t) accounts

for word difference. Under the threshold of 99%, we only keep one PC for Xi(t),

two for Zj(t) and three for Uijk(t). The fact that more PCs are selected to

represent the features of Zj(t) and Uijk(t) implies larger complexity induced

by the inherent word and syllables effects. To further evaluate the effects of

speaker- or word-related covariates, we can fit regression models specifically to

principal scores of each latent process.

Furthermore, with SFPCA, we can quantify the relative effect size of speak-

ers versus words based on the portion of variation explained by each latent

processes Xi(t) or Zj(t) (45% vs. 12% in Figure 2.4), indicating that subject

heterogeneity is 4 times larger than that of word-to-word difference. In fact, it

also helps us to select the current model over model µ(t, vijk) +Xi(t) +Zj(t) +

Wij(t)+Uijk(t) because the estimated variation explained by Wij(t) is negligible

compared to other latent processes. Such assessment cannot be obtained using

the very interesting analysis from Aston et al. (2010), as it would require an ex-

plicit modeling of the functional space. The two approaches are complementary

and should be pondered in particular applications.

2.5.2 Accelerometer data

In the accelerometer study, each participant has their activity intensity values

recorded for 5 days during active periods (after waking up and before bedtime).
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Their active periods are identified using methods developed by Bai et al. (2012).

Bai et al. (2012) mainly focuses on predicting movement type based on the

three-axis accelerometer records. Here we are more interested in using the same

dataset to assess the variability of energy expenditure in the population and

from day to day. As Figure 2.1 indicates a periodic pattern every hour, we

model the observed curves into three hierarchies: hours within days within each

subject.

Figure 2.5: Principal components for process X, U , and W using three way
nested model (N3). The proportion of variation explained by each PC com-
ponent is listed in the plots. The first row show the first 4 PC components
for the patient-specific effect X(t), the second row display results for the day-
specific effect U(t) and the third row are estimated principal components for
hour-specific effect W (t). The proportion of variation explained by each latent
process is labeled on the left side.

The three-way nested model (N3) is applied to decompose the variance of
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the data. For the original dataset which contains 36, 000 measurements per

hour, we can implement SFPCA using methods described in Section 2.3.3 for

high-dimensional data. However, because data are densely sampled, it is more

informative to smooth the data by averaging energy expenditure within every

minute and conduct SFPCA on the summarized data. For simplicity, we also

truncate the observations at the end of the study that does not complete an

entire hour. Therefore, there are 60 measurements for every curve with a max-

imum of 19 curves per day for each subject. The first 4 principal components

for the three levels of latent processes are displayed in Figure 2.5. The first

component for the patient-specific process X(t) accounts for the heterogene-

ity in the population. While the remaining few demonstrate either one-peak or

double-peak energy expenditure pattern within one hour. Compared to subject-

specific and hour-specific effects, the day-to-day variation (8.3%) accounts for

a much smaller portion of the total variability. The majority (about 76%) of

the total heterogeneity is contained in the hour-to-hour variation. This tells

in a quantitative way that people follow a similar routine everyday, but their

energy expenditure change dramatically within one day, depending on the type

of activity they are involved in during a particular hour. The reliability ratio

can also be evaluated as in the previous example.

2.6 Discussion

The defining characteristic of many functional studies is the existence of a spe-

cific structure in correlations vis-a-vis the experimental design, which can di-

rectly affect inference. Thus, there is an increasing demand for methods that
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1) respect study design; 2) model multiple levels of variation; 3) are compu-

tationally feasible in high dimensions. In response to this demand, we have

introduced a class of structured functional models that includes nested and

crossed designs, and proposed a statistical framework, SFPCA, that estimates

these models. Given the non-correlation assumption of latent processes, the

covariance structure of the observed outcome is fully captured by the variance

operators of the random processes. SFPCA is a set of efficient approaches that

estimate and analyze the covariance structure using a uniform protocol for all

the models. It uses functional PCA for dimensionality reduction and feature

extraction.

The extensive simulation studies clearly demonstrated a great potential of

the methodology to recover level-specific features of the latent processes. When

we applied SFPCA to two studies that collected accelerometeric and phonetic

data, we were able to distinguish various layers of effects inherent in the data.

Similar to Section 5 in Koch (1967), our method can also be extended to the

cases when the covariance matrix are heterogeneous and differ across levels.

Future work should focus on developing more efficient unbiased method of

moment estimators that are adaptable to unbalanced designs. The development

of combined methodology that infuses both ‘naked’ (nested/crossed) design-

induced structures, with covariate-driven parts such as the one proposed in

(Greven et al. , 2010), is an important, although challenging step in expanding

this framework. Our methodology has a few potential limitations. Two most

important ones are more rigorous treatment of noise (Di et al. , 2009) as well

as possible sparsity in the functional observations Di et al. (2011).
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Appendix

A. Principal Scores for Three-way Nested and

Two-way Crossed Designs

Here, we provide details of calculating principal scores in (N3) and (C2) models.

We assume noise-free scenario and follow Zipunnikov et al. (2011). We can write

model (N3) as Ỹi = Bui, where B = [BX |BU |BW ] and ui = (ξi
X ′, ξi

U ′, ξi
W ′)′.

BX = 1ni· ⊗ΦX , BU = IJ ⊗ (1nij· ⊗ΦU) and BW = Ini· ⊗ΦW . So the BLUP

of ui would be

ûi = (B′B)−1B′Ỹi

=

ni·IN1
1′J ⊗ (nijΦ

′
XΦU ) 1′ni·

⊗ (Φ′XΦW )
IJ ⊗ (nijIN2) IJ ⊗ (1′nij

⊗Φ′UΦW )

Ini·N3

−1
 Φ

′

XYi1ni·

vec{Φ
′

UYi(1nij
⊗ IJ)}

vec{Φ
′

WYi}



=

ni·IN1
1′J ⊗ nijCXU 1′ni·

⊗CXW

IJ ⊗ (nijIN2
) IJ ⊗ (1′nij

⊗CUW )

Ini·N3

−1 (AN1

X )
′
S1/2U′i1ni·

vec{(AN2

U )
′
S1/2U′i(1nij

⊗ IJ)}
vec{(AN3

W )
′
S1/2U′i}



where CXU = (AN1
X )

′
AN2
U and CXW , CUW are similarly defined.

For two-way crossed model (C2) with balanced design, Ỹ = Bu, where Ỹ =

(Y′11, · · · ,Y′IJ)′. B = [BX |BZ |BW ], where BX = II ⊗ (1J ⊗ ΦX), BZ = 1I ⊗

(IJ ⊗ΦZ) and BW = IIJ ⊗ΦW ; u = (uX |uZ |uW )
′

and uX = (ξ1
X ′, · · · , ξIX

′
),

uZ = (ξ1
Z ′, · · · , ξJZ

′
) and uW = (ξ11

W ′, · · · , ξIJW
′
)T . The BLUP gives

û = (B′B)−1B′Ỹ

=

JIIN1 (1I1
′
J)⊗ (Φ′XΦZ) (II ⊗ 1′J)⊗ (Φ′XΦW )
IIJN2 (1′I ⊗ IJ)⊗ (Φ′ZΦW )

IIJN3

−1vec{Φ′XY(II ⊗ 1J)}
vec{Φ′ZY(1I ⊗ IJ)}

vec(Φ′WY)
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=

JIIN1
(1I1

′
J)⊗CXZ (II ⊗ 1′J)⊗CXW

IIJN2
(1′I ⊗ IJ)⊗CZW

IIJN3

−1vec{(AN1

X )
′
S1/2U′(II ⊗ 1J)}

vec{(AN2

Z )
′
S1/2U′(1I ⊗ IJ)}

vec{(AN3

W )
′
S1/2U′}



Again, CXZ = Φ′XΦZ = (AN1
X )

′
AN2
Z , same for CXW and CZW .

B. Method of Moment Estimators for Additional

Models

In this section, we list the method of moment estimators for covariance matrices

of latent processes in the additional models that are listed in Table 1 of the paper

‘Structured Functional Principal Component Analysis’.

Multi-way nested model (NM)

The covariance operators of latent processes in multi-way nested model satisfy

E
[
{Yi1i2···ir (t)− Yh1h2···hr

(t)}{Yi1i2···ir (s)− Yh1h2···hr
(s)}T

]
= 2Kr(t, s), if i1 = h1, · · · , ir−1 = hr−1, ir 6= hr

= 2{Kr−1(t, s) +Kr(t, s)}, if i1 = h1, · · · , ir−2 = hr−2, ir−1 6= hr−1

· · ·

= 2{K1(t, s) + · · ·+Kr(t, s)}, if i1 6= h1

Therefore, we have Hj(j = 1, 2, · · · , r) operators as

H1 =
1

k1 − n
∑

i1,i2,··· ,ir−1

∑
ir,hr

{Yi1···ir−1ir − Yi1···ir−1hr
}{Yi1···ir−1ir − Yi1···ir−1hr

}T

=
2

k1 − n
Y(D1 −ET

1 E1)YT
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H2 =
1

k2 − k1

∑
i1,··· ,ir−2

ir−1 6=hr−1

ir,hr

(Yi1···ir − Yi1···ir−2hr−1hr
)(Yi1···ir − Yi1···ir−2hr−1hr

)T

=
2

k2 − k1
Y(D2 −ET

2 E2 −D1 + ET
1 E1)YT

H3 =
1

k3 − k2
{

∑
ir−1,ir,hr−1,hr

ir−2 6=hr−2

i1,··· ,ir−3

(Yi1···ir − Yi1···ir−3hr−2hr−1hr
)(Yi1···ir − Yi1···ir−3hr−2hr−1hr

)T

−
∑

i1,··· ,ir−2

ir−1,ir,hr−1,hr

(Yi1···ir−2ir−1ir − Yi1···ir−2hr−1hr )(Yi1···ir−2ir−1ir − Yi1···ir−2hr−1hr )T }

=
2

k3 − k2
Y(D3 −ET

3 E3 −D2 + ET
2 E2)YT

· · ·

Hj =
2

kj − kj−1
Y(Dj −ET

j Ej −Dj−1 + ET
j−1Ej−1)YT

· · ·

where kj =
∑

i1i2···ir−j
n2
i1i2···ir−j

, j = 1, 2, · · · , r. The covariance operators

are represented as

K̂r+1−j = (Hj+1 −Hj)/2

= Y
{ 1

kj+1 − kj
(Dj+1 −ET

j+1Ej+1 −Dj + ET
j Ej)

− 1

kj − kj−1
(Dj −ET

j Ej −Dj−1 + ET
j−1Ej−1)

}
YT
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Two-way crossed design with sub-sampling (C2s)

With model Yijk(t) = µ(t) + Xi(t) + Zj(t) + Wij(t) + Uijk(t), i = 1, 2, · · · , I;

j = 1, 2, · · · , J and k = 1, 2, · · · , nij, we have

E{Yijk(t)− Yluv(t)}{(Yijk(s)− Yluv(s)}T

= 2KU (t, s), if i = l, j = u, k 6= v

= 2{KZ(t, s) +KW (t, s) +KU (t, s)}, if i = l, j 6= u

= 2{KX(t, s) +KW (t, s) +KU (t, s)}, if i 6= l, j = u

= 2{KX(t, s) +KZ(t, s) +KW (t, s) +KU (t, s)}, if i 6= k, j 6= u

The corresponding H operators are

HU =
1

k12 − n
∑
i,j

∑
k 6=v

(Yijk − Yijv)(Yijk − Yijv)T =
2

k12 − n
Y(D12 −ET

12E12)YT

HZ =
1

k1 − k12

∑
i=1

∑
j 6=u

∑
k,v

(Yijk − Yiuv)(Yijk − Yiuv)T

=
2

k1 − k12
Y(D1 −ET

1 E1 −D12 + ET
12E12)YT

HX =
1

k2 − k12

∑
i6=l

∑
j

∑
k,v

(Yijk − Yljv)(Yijk − Yljv)T

=
2

k2 − k12
Y(D2 −ET

2 E2 −D12 + ET
12E12)YT

HT =
1

n2 − k1 − k2 + k12

∑
i6=l

∑
j 6=u

∑
k,v

(Yijk − Yluv)(Yijk − Yluv)T

=
2

n2 − k1 − k2 + k12
Y(nI− 11T −D1 −D2 + D12 + ET

1 E1 + E2E2 −E12E
T
12)YT

where k1 =
∑

i n
2
i0, k2 =

∑
j n

2
0j, k12 =

∑
i,j n

2
ij
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Multi-way crossed design (CM)

The most general model for crossed design is

Yi1···iru(t) = µ(t) +R
(1)
i1

(t) + · · ·+R
(j1···jq)
ij1 ij2 ···ijq

(t) + · · ·+R
(12···r)
i1···ir (t) +Ri1···iru(t)

with ik = 1, 2, · · · ,mk where k = 1, 2, · · · , r, u = 1, 2, · · · , ni1i2···ir ; 1 ≤ q ≤ r,

(j1, j2, · · · , jq) ∈ {1, 2, · · · , r}, j1 < j2 < · · · < jq and R
(j1j2···jq)
ij1 ij2 ···ijq

(t) has variance

operator Kj1j2···jq , Ri1i2···iru(t) has covariance operator KU . With similar proce-

dure as in the previous sections, we can work out the formula for the covariance

operators. We omit the details here.

C. Additional Simulation Results

Two-way crossed designs (C2)

For the two-way crossed design (C2), we generate data from the following model
Yij(t) =

NX∑
k=1

φXk (t)ξik +

NZ∑
l=1

φZl (t)ζjl +

NW∑
h=1

φWh (t)ηijh, t ∈ T

ξik
i.i.d∼ N(0, λXk ), ζjl

i.i.d∼ N(0, λZl ) and ηijh
i.i.d∼ N(0, λWh )

(2.3)

where ξik’s, ζjl’s and ηijh’s are mutually uncorrelated. We choose NX = NZ =

NW = 4 and let the true eigenvalues be λXk = λZk = λWk = 0.5k−1, k = 1, 2, 3, 4.

True eigenfunctions are

φX1 (t) = sin(2πt) φZ1 (t) = sin(6πt) φW1 (t) =
√

3(2t− 1)

φX2 (t) = cos(2πt) φZ2 (t) = cos(6πt) φW2 (t) =
√

5(6t2 − 6t+ 1)

φX3 (t) = sin(4πt) φZ3 (t) = sin(8πt) φW3 (t) =
√

5(20t3 − 30t2 + 12t− 1)

φX4 (t) = cos(4πt) φZ4 (t) = 1/
√

2 φW4 (t) = 1
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Figure 2.6: The estimated principal components when I = 200 and J = 20 in
100 simulations are shown in gray bands. Black curves are the true eigenfunc-
tions.

These functions are measured on the grid T = 1/p, 2/p, · · · , 1. For the low-

dimensional case, we choose p = 100. Let I = 200 and J = 20 be the number

of categories for first-level processes X(t) and Z(t), respectively.

We repeat simulation for 100 times and display the estimated principal com-

ponents for the three latent processes in Figure 2.6. The procedure recovers X(t)

and W (t) very well. Given the small number of samples that is observed for

Z(t), estimation for KZ and therefore its eigenfunctions are more noisy and

unstable. This can be resolved by increasing J . In fact, we examine another

two scenarios where I = 20, J = 200 and I = J = 200 (Figure 2.7 and 2.8)

to evaluate the effect of sample size on recovering each variance component.

The reliability in estimating the eigenfunctions increases when there are more

observations per latent process.
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Three-way nested designs (N3) with white noise for high-
dimensional data

Here we show the simulation results for the high-dimensional N3 model as pre-

sented in Section 4 of the paper when σ = 0, 0.1, 0.5 and 1 in Figures 2.9, 2.10,

2.11 and 2.12.

Three-way nested designs (N3) with white noise for low-
dimensional data

This section shows the simulation results for low-dimensional data under N3

design under the same parameterization except for p = 100. Here we have

K̃W (t, s) = KW (t, s) + σ2δts, K̃U(t, s) = KU(t, s), K̃X(t, s) = KX(t, s). Thus,

we only need to smooth the off-diagonal elements of K̃W to estimate σ2. The

mean square errors (MSEs) of the estimated principal components and white

noise variance are in Table 2.3.

σ2
η = 0 σ2

η = 0.25 σ2
η = 0.5 σ2

η = 1

σ̂2 2.38e-06 0.863 4.58e-03 1.97e-02
φX1 0.655 0.863 1.24 1.60
φX2 1.65 2.07 2.64 3.30
φX3 2.10 2.99 3.68 6.04
φX4 2.63 6.33 8.12 11.5
φU1 0.184 0.537 0.827 1.50
φU2 0.293 0.946 1.58 0.314
φU3 0.291 1.55 3.18 7.59
φU4 0.225 3.01 7.76 15.4
φW1 0.028 0.365 0.792 2.07
φW2 0.075 0.851 2.16 6.80
φW3 0.145 2.10 6.65 15.5
φW4 0.181 6.60 15.9 17.6

Table 2.3: Average MSEs of the first 4 principal components under different
signal-to-noise ratios for low-dimensional functional data under N3 design.
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Figure 2.7: The estimated principal components when there are 20 samples in
X(t) and 200 in Z(t).

Figure 2.8: The estimated principal components when there are 200 samples in
X(t) and 200 in Z(t).
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Figure 2.9: The estimated eigenfunctions when σ = 0.

Figure 2.10: The estimated eigenfunctions when σ = 0.1.
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Figure 2.11: The estimated eigenfunctions when σ = 0.5.

Figure 2.12: The estimated eigenfunctions when σ = 1.
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Chapter 3

The Image Intra-class
Correlation Coefficient (I2C2)
for Imaging Replication Studies
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Abstract

This manuscript proposes the image intra-class correlation (I2C2) coefficient as

a global measure of reliability for imaging studies. The I2C2 generalizes the classic

intra-class correlation (ICC) coefficient to the case when the data of interest are im-

ages, thereby providing a measure that is both intuitive and convenient. Drawing a

connection with classical measurement error models for replication experiments, the

I2C2 can be computed quickly, even in high-dimensional imaging studies. A non-

parametric bootstrap procedure is introduced to quantify the variability of the I2C2

estimator. Furthermore, a Monte Carlo permutation is utilized to test reproducibility

versus a zero I2C2, representing complete lack of reproducibility. Methodologies are

applied to three replication studies arising from different brain imaging modalities

and settings: Regional Analysis of VolumEs in Normalized Space (RAVENS) imag-

ing for characterizing brain morphology, seed-voxel brain activation maps based on

resting state functional MRI (fMRI), and fractional anisotropy (FA) in an area sur-

rounding the corpus callosum via diffusion tensor imaging (DTI). Software and data

are provided to ensure rapid dissemination of methods. Resting state functional MRI

(fMRI) brain activation maps are found to have low reliability ranging between 0.2

to 0.4.

3.1 Introduction

Replication is the cornerstone of science. Its absence reduces any scientific en-

deavor to a set of unverified beliefs. Brain imaging studies are no exception,
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though they have several specific characteristics that conspire to make quantifi-

cation of reliability especially difficult. First, measurements are complex and

idiosyncratic for each modality. Second, the definition of the actual target to be

measured is often imperfect. Third, the data sets are large and not amenable

to standard investigations of replication. Fourth, there is relatively little cross-

pollination of research between different imaging modalities. Finally, setting up

replication experiments can be difficult under many scenarios.

A variety of methods have been proposed for measuring the reliability of

images, particularly in the context of functional neuroimaging studies (see Ben-

nett & Miller (2010) for an overview). One approach, the intra-class correlation

(ICC) (Shrout & Fleiss, 1979), can be used to measure the similarity between

region of interest (ROI) summaries of activation, intensity or shape metrics in

multiple subjects under two or more experimental replications. Another ap-

proach, the Dice coefficient (Rombouts et al. , 1998) measures what proportion

of voxels exceed a threshold, such as one indicating activation, in both of two

separate imaging sessions. A third approach, predictive modeling, measures the

ability of a training data set to predict the structure of test data. One of the

best established predictive modeling techniques within functional neuroimag-

ing is the nonparametric prediction, activation, influence, and reproducibility

sampling approach
[
NPAIRS, Strother et al. (2002)

]
, which has been used to

illustrate how small changes in an fMRI processing pipeline can have dramatic

effects on final results.

In this work, we propose a general model for brain imaging replication studies

and introduce the image intra-class correlation (I2C2) as a measure of data re-

liability. This measure generalizes the classic (scalar) ICC to the case when the
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measurement target is an image. Resampling approaches are then developed

to quantify I2C2 variability under the replication design and to test whether

it is different from the I2C2 obtained under a random permutations of sub-

ject matching. Notably, the proposed framework is applied to three replication

studies utilizing data from different brain imaging modalities. These include:

Regional Analysis of Volumes in NormalizEd Space (RAVENS) imaging (a tech-

nique used to investigate localized changes in brain morphology) (Davatzikos

et al. , 2001), seed-voxel brain connectivity maps based on resting state func-

tional magnetic resonance imaging (rs-fMRI), and fractional anisotropy (FA)

measured using diffusion tensor imaging (DTI) in an area surrounding the cor-

pus callosum.

3.2 The image intra-class correlation coefficient

To better understand the underlying issue, consider the most basic replication

study where J = 2, scalar replicate measurements are collected for each of I

subjects. An example would be measuring total white matter brain volume from

two imaging sessions. Yet even in such a straightforward setting, the study of

and expectations for the extent of replication can vary quite dramatically. For

example, consider the difference between study designs: in one study, replicate

images are collected on the same day, using the same brand of scanner, pro-

cessed by the same technicians versus a second study, where replicate images

are collected weeks apart, in different laboratories, with different technicians

and different scanners. Using our example for context, let Xi denote the true

47



(unknown) white matter volume and Wij the white matter volume measure-

ments from two replications. Succinctly, the observed Wij are the measured

proxies of the measurement of interest, Xi. The classical measurement error

model (Carroll et al. , 2006; Fuller, 1987) in replication studies is

Wij = Xi + Uij, (3.1)

with assumptions that the measurements, Xi, are independent across subjects

and the measurement errors, Uij, are independent across both subjects and repli-

cates and are mutually independent of Xi, for i = 1, . . . , I, and j = 1, J = 2.

Conceptually, Uij is the error that occurs during each individual measurement

of the true target, Xi. The classical measurement error model further assumes

that the measurement error variates, Uij have the same variance, σ2
U . Like-

wise, we denote the variance of Xi by σ2
X . This model is then equivalent to an

one-way ANOVA model with random effects. Notice that the observed mea-

surements, Wij, for the same subject, i, are correlated, as they share the same

Xi. Specifically, the correlation is equal to

corr(Wi1,Wi2) =
σ2
X

σ2
X + σ2

U

=
σ2
W − σ2

U

σ2
W

= 1− σ2
U

σ2
W

.

This is the well known intra-class correlation (ICC) coefficient. Here the “class”

is the replication experiment and the correlation is between replicated measure-

ments for the same subject. In the measurement error literature ICC is referred

to as the reliability ratio. The ICC is a scale-free quantity between 0 and

1, where 0 corresponds to exact independence of measurements Wi1 and Wi2;

that is, they are unrelated, despite attempting to measure the same underly-

ing quantity. Correspondingly, 1 indicates perfect reliability for every subject,
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Wi1 = Wi2 = Xi. Estimation is simple; σ2
W can be estimated as the variance of

the Wij and σ2
U can be estimated by the variance of (Wi2 −Wi1)/2.

Generalizations of the ICC to high-dimensional multivariate settings, such

as images, are not obvious. However, a need for reliability metrics from these

settings arises frequently. For example, the target of measurement might be

a measure of brain morphology in a template (see Section 3.4.1), an rs-fMRI

connectivity map (see Section 3.4.2), an FA map in a region of interest such

as the area surrounding the corpus callosum (see Section 3.4.3), etcetera. In

specific terms, let Xi(v) be the (unknown) true image and Wij(v) be the proxy

measurements of Xi(v) at voxel v. The classical image measurement error can

then be written as

Wij(v) = Xi(v) + Uij(v), (3.2)

where all images are represented as V ×1 dimensional vectors; W ij = {Wij(v) :

v = 1, . . . , V } are the observed proxy images; X i = {Xi(v) : v = 1, . . . , V }

are the true images, assumed to be independent across subjects, and U ij =

{Uij(v) : v = 1, . . . , V } are the measurement error images, assumed to be

independent across subjects, replicates and (mutually) ofX i. Here, i = 1, . . . , I,

and j = 1, . . . , Ji. Thus, we consider a general case involving different numbers

of replicates per subject, Ji of any value greater than or equal to 2.

The model further assumes that the measurement error vector, U ij, has

covariance KU and X i has covariance, KX ; that is, cov(U ij,U ij) = KU and

cov(X i,X i) = KX . These cannot be directly estimated, as the U ij and X i

are unobserved. Note that the covariance operator of the observed data KW =

cov(W ij,W ij), a quantity directly estimable from the data, can be written as
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KW = KX +KU via the straightforward application of the multivariate variance

operator to (3.2). Exactly, paralleling the univariate setting, KX is interpreted

as the within-subject covariance and KU as the covariance of the measurement

error.

Based on the aforementioned connection with the classical measurement

error model (3.1), we propose the following image intra-class correlation (I2C2)

coefficient

ρ =
trace(KX)

trace(KW )
=

trace(KW )− trace(KU)

trace(KW )
= 1− trace(KU)

trace(KW )
. (3.3)

One possible way of calculating I2C2 is to estimate the smoothed covariance ma-

trices using Multilevel Functional Principal Component Analysis (MFPCA)(Di

et al. , 2009) or its extension to high-dimensional data (Zipunnikov et al. , 2011).

Alternatively, we obtain the following method of moments estimators based on

formulas from Carroll et al. (2006) to reduce the computational cost,

̂trace(KW ) =
1∑I

i=1 Ji − 1

I∑
i=1

Ji∑
j=1

V∑
v=1

{Wij(v)−W ..(v)}2,

and ̂trace(KU) =
1∑I

i=1(Ji − 1)

I∑
i=1

Ji∑
j=1

V∑
v=1

{Wij(v)−W i.(v)}2.

Here W ..(v) =
∑

i,j,vWij(v)/IJ is the average of all images over all subjects and

visits and W i.(v) =
∑Ji

j=1Wij(v)/Ji is the average image for subject i over all

visits j. Thus, an estimate of I2C2 can be reached by entering these estimates

into equation (3.3).
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Calculating the I2C2 is both quick and scalable, because it does not re-

quire dealing with the V × V dimensional matrices. Indeed, the computa-

tional burden for calculating trace(KW ) and trace(KU) is linear in V . More-

over, the formulas separate by subject, making the calculations simple and

easy to implement even on very modest computational resources. Both MAT-

LAB (MATLAB, 2010) and R (R Core Team, 2012) code are provided for

calculating I2C2 at http://www.biostat.jhsph.edu/ ccrainic/software.html and

http://www.biostat.jhsph.edu/∼ccrainic/software.html. In practice one may

also be interested in the reliability of imaging in a particular region of inter-

est (ROI). The formulae for an ROI are almost identical to the ones for the

whole-image, except that the summation over v is done only within the ROI

mask. This is especially useful when one suspects that the reliability of image

measurements varies across functional or anatomical area brain regions.

To assess the variability of the I2C2 parameter, a method is proposed to

calculate a confidence interval by nonparametrically bootstrapping subjects and

applying the same estimation procedure for every bootstrap sample. There are

multiple sources of variability for the I2C2 estimator, but the major source

will be the limited number of subjects, I, and the imbalance in the number of

replicates, where applicable.

Lastly, the distribution of the I2C2 under complete random sampling, i.e.

no reliability, is investigated. In this case, the model is W ij = U ij, and recall

that the U ij are independent. Draws from such a null distribution can be

realized using using permutation sampling. More precisely, all indexes, (i, j), are

collected and relabeled as ki,j for ki,j = 1, . . . , (
∑I

i=1 Ji). Let σ(ki,j) be a random

permutation obtained by sampling the k-vector without replacement. Denote
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the image corresponding to σ(ki,j) by W̃ ij and estimate the I2C2 coefficient for

the model W̃ ij = X̃ i+Ũ ij. Under permutation, the (i, j) pairing does not have

the same sense as before, because the images W̃ ij are not necessarily from the

same subject. By breaking the subject associations via random permutation, a

null distribution that is otherwise close to the variation in the data is obtained.

Because the number of resamples must be large to minimize Monte Carlo error,

for both bootstrapping and permutation testing, the speed of the proposed

methods is crucial. Below, we first investigate the “reliability” of this proposed

metric in the next section, and show how these quantities can be calculated and

used in three different imaging applications in section 3.4.

3.3 Simulations

The I2C2 metric is developed based on the assumptions that the signal and noise

are independent and normally distributed across repeated measurements. Using

extensive simulations we investigate the effects of various model violations on

estimating I2C2. In particular, we examine the performance of our algorithm

when the model is correctly- and incorrectly specified. When the model is miss-

specified we study scenarios where: 1) replication errors are non-Gaussian; 2)

replication errors are correlated over repetitions; and 3) the signal is correlated

with the replication errors.

3.3.1 Correctly-specified model

Consider the data generating mechanismWij(v) = Xi(v)+Uij(v), i = 1, 2, · · · , I;

j = 1, Ji; v ∈ V , where each subject i has Ji images repeatedly measured on a
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group of voxels V . Let Uij(v) = Vij(v) + εij(v), where Xi(v) and Vij(v) are mu-

tually uncorrelated with smooth covariance operators, and εij(v) are the i.i.d.

for each voxel, repetition and subject. Generate Xi(v) = µ(v) +
∑K1

k=1 ξikφk(v)

and Vij(v) =
∑K2

k=1 ζijkψk(v), where ξik ∼ N(0, λXk ) and ζijk ∼ N(0, λVk ). To

approximate the DTI-MRI example in Section 3.4, we set µ(v) to be the vector

obtained by concatenating the population average of corpus callosum images.

Let V = {v1, v2, · · · , vV }, then V = 38 × 72 × 11. We set K1 = K2 = 4,

λXk = 1400 × 0.5k−1 and λVk = 840 × 0.5k−1, k = 1, 2, 3, 4. The eigenfunctions

φk(v) and ψk(v) are chosen to be orthonormal blocks as in Zipunnikov et al.

(2011). Data was simulated for I = 200 subjects, each with Ji = 2 replications.

By definition, the theoretical I2C2 is
∑K1

k λXk /(
∑K1

k λXk +
∑K2

k λVk + V σ2). We

show the results for the following distributions of εij(v): Gaussian, heavy-tail t

and mixture normal with two components. For each scenario, we conduct 100

iterations.

• εij(v) ∼ N(0, σ2). The model is correctly specified and results are highly

reliable; see the left panel in Figure 3.1. The boxplots show the distri-

bution of estimated I2C2 over 100 iterations with respect to a range of

signal-to-noise ratios. The red line indicates the theoretical I2C2 values

as a function of σ2.

• εij(v) ∼ t3/s, s = 0.5 × (1 : 20). Here the t distribution generates mea-

surement errors with a heavy tail distribution and a variance controlled

by s. Results are displayed in the right panel of Figure 3.1. Performance

is very good, though a slight overestimation can be noted in the very low

signal-to-noise scenarios.
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Figure 3.1: Left panel: true I2C2 (red line) and estimated I2C2 (boxplots over
100 simulations) for εij(v) ∼ N(0, σ2) and a range of σ2. Right panel: true I2C2
(red line) and estimated I2C2 (boxplots over 100 simulations) for εij(v) ∼ t3/s
and a range of t distribution variances.

• εij(v) ∼ pN(µ1, s
2
1) + (1 − p)N(µ2, s

2
2). This scenario corresponds to the

case when measurement error has two possible sources. We simulate the

case when the noise distribution is a mixture of two normal components.

We consider the following three settings corresponding to three different

reliability ratios: 1) p = 0.8, µ1 = −0.2, µ2 = 0.8, s1 = 0.005 and s2 = 0.1;

2) p = 0.5, µ1 = −0.02, µ2 = 0.02, s1 = 0.02 and s2 = 0.1; 3) p = 0.3,

µ1 = −1, µ2 = 0.43, s1 = 0.05 and s2 = 0.1. The parameters are chosen

so that the distribution of the noise has mean 0. The density of selected

distributions and the estimated I2C2 under each setting are shown on

Figure 3.2 indicating excellent performance of the I2C2 estimators.

We conclude that the I2C2 is properly recovered when the model is correctly

specified. This is due to the fact that we use a method of moments estimator
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Figure 3.2: Left panel: density plots of the mixture normal distributions used
for measurement noise. Right panel: true I2C2 (red lines) and estimated I2C2
(boxplots) for the different mixtures of normal distributions.

that is insensitive to the distribution of measurement error.

3.3.2 Misspecified model

When the model assumptions are violated, we show that the estimated I2C2

still reflects the magnitude of reliability. Note that the theoretical I2C2 can be

equivalently defined as I2C2 =
∑

v∈V Cov{Wij(v),Wij′(v)}/
∑

v∈V Var{Wij(v)}.

Thus, I2C2 is a measure of the fraction of variability that is shared among

repeated measurements, without distinguishing whether the correlation is from

the signal or the noise. We consider the following scenarios where correlation

among images is not only due to signal, but also to the correlation of replication

errors. This violates a basic assumption of measurement, though, in the absence

of gold standard measurements it is hard to check whether the true errors are

correlated.
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• Correlated noise across replications. Consider the case when εij(v) ∼

N(0, σ2), and corr{εij(v), εij′(v) = ρ} for every j 6= j′. The theoretical

I2C2 is (
∑K1

k λXk + V ρσ2)/ (
∑K1

k λXk +
∑K2

k λVk + V σ2), which is larger

than the one in the uncorrelated case. Similarly to the previous analysis,

we examine the estimated I2C2 with respect to σ2 and ρ. The mean square

errors (MSEs) of the estimated I2C2 under a range of correlations ρ are

shown in the left panel of Table 3.1.

Correlated noise Correlated signal and noise

ρ 0.11 0.42 0.74 0.89 0.11 0.42 0.74 0.89
true I2C2 0.41 0.54 0.67 0.74 0.27 0.33 0.37 0.40
estimated I2C2 0.41 0.54 0.67 0.74 0.29 0.33 0.38 0.41
MSE (10−4) 2.95 2.08 2.21 1.66 29.1 33.5 35.5 28.2

Table 3.1: MSE of the estimated I2C2 under a range of correlations, both for
correlated noise case and for correlated signal and noise.

The case when noise variables are not exchangeable is more difficult be-

cause defining the true I2C2 becomes tricky. For example, consider the

case of AR(1) dependence, that is εij+1(v) = αεij(v) + zij+1(v), εi1(v) ∼

N(0, σ2), and zij(v) ∼ N(0, (1 − α2)σ2) to ensure that εij(v)′s have the

same marginal distributions. A possible way to define I2C2 is to start

with the pairwise correlations

I2C2jj′ =
∑
v∈V

Cov{Wij(v),Wij′(v)}/
∑
v∈V

Var{Wij(v)}1/2Var{Wij′(v)}1/2.

The true I2C2 could then be defined as the average of all possible pairs

I2C2 = 1

(J
2)

∑
j<j′ I2C2jj′ . This is a rather contrived example, though our

simulations indicate good estimation of this I2C2 (results not shown).

• Consider now the case when the true underlying image intensity is cor-

related with the magnitude of noise at each voxel. Consider Wij(v) =
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X̃i(v) + Ũij(v), where X̃i(v) = Xi(v) + zi and Ũij(v) = Vij(v) + vij and

Xi(v), Vij(v) are generated as the previous sections. Correlation between

signal and noise is using the trivariate normal distribution N(0,Σ) for

{zi, vi1, vi2}, where

Σ =

 σ2
x ρσ2

xu ρσ2
xu

ρσ2
xu σ2

u 0
ρσ2

xu 0 σ2
u

 .

We assume that σ2
xu = σ2

x and σ2
u = 5σ2

x. In this case the theoretical

I2C2 is {
∑K1

k λXk +V (1 + 2ρ)σ2}/{
∑K1

k λXk +
∑K2

k λVk +V (6 + 2ρ)σ2}. By

varying the correlation ρ, we examine the estimated I2C2 in right panel

of Table 3.1.

Simulation results demonstrate the robustness of the I2C2 estimation approach

when there is correlation among noise variables or between the signal and the

noise. However, it is important to note that I2C2 is not designed to distinguish

between these cases and is unbiased with respect to the true correlation; this

true correlation may be different from the proportion of variability explained

when model assumptions are violated. We now proceed to show how I2C2 can

be calculated and used in three different imaging applications.

3.4 Methods

3.4.1 RAVENS acquisition

This work employs the “Multimodal MRI Reproducibility Resource” (Landman

et al. , 2011), colloquially known as the Kirby21 dataset, which is publicly avail-

able through the Neuroimaging Informatics Tools and Resources Clearinghouse

(www.nitrc.org). The Kirby21 dataset consists of test-retest structural MRI
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and resting state fMRI scans from 21 healthy adult volunteers with no history

of neurological conditions (11 male and 10 female, aged 31.76± 9.47 years) who

were each scanned twice on the same day. Further details of the study can be

found in Landman et al. (2011).

The structural MRI data were acquired on a 3.0T scanner (Achieva, Philips

Medical Systems) using a high resolution 3D magnetization-prepared rapid ac-

quisition of gradient echoes (MPRAGE) sequence with resolution: 1.0×1.0×1.2

mm; TR:∼6.7ms; TE:3.1ms; TI=842ms; flip angle: 8◦; SENSE factor:2). All

images were spatially normalized via registration of T1 maps into the mean

template generated using ANTS (Avants et al. , 2010, 2011). Details of how

the average template are generated can be found in Chen et al. (2012). All

T1 images were segmented into ventricles (VN), gray matter (GM), and white

matter (WM) using Lesion-TOADS (Shiee et al. , 2010). After segmentation,

the final tissue maps of VN, WM and GM were spatially normalized using the

HAMMER-SUITE (Shen & Davatzikos, 2002) to generate RAVENS images.

Finally, the RAVENS maps were smoothed individually with a 4-mm FWHM

Gaussian kernel using SPM8.

3.4.2 fMRI acquisition

The Kirby21 data set was also used to investigate the reproducibility of seed-

based functional connectivity analysis using the Kirby21 dataset follows. In

short, two 7-min resting state scans were acquired from each participant using

a single-shot, partially parallel (SENSE) gradient-recalled echo planar sequence

with an ascending slice order (TR/TE = 2000/30 ms, FA = 75, 3-mm axial

slices with a 1-mm slice gap) and an 8-channel head coil. Participants were
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instructed to relax and fixate on a cross-hair while remaining as still as possible.

The two resting state scans were separated by a short break during which the

participant exited the scanner; the T1-weighted anatomical image described in

section 3.4.1 was also acquired to be used as a template for spatial registration

of the functional images.

Image processing was performed using SPM8 and custom MATLAB scripts.

Anatomical images were registered to the first functional volume and normalized

to MNI space using unified segmentation/normalization (SPM8). Functional

data were adjusted for slice time acquisition as well as participant motion and

were transformed to MNI space. Nuisance covariates from white matter and

CSF were estimated using CompCor (Behzadi et al. , 2007) and regressed from

the data along with the motion realignment estimates, their derivatives, global

mean signal, and linear trends. Data were then spatially smoothed (6-mm

kernel) and temporally filtered using a 0.01-0.10 pass-band filter. Data from

one participant was excluded from analysis due to a misalignment of the first

and second resting state scans.

Seed voxel analysis is commonly used in fMRI studies to analyze the func-

tional connectivity of the brain via a seed voxel from a region of interest. Here,

we investigated the reproducibility of this approach for our dataset considering

4 different seeds, each with a 6-mm radius: the posterior cingulate cortex (la-

beled PCC) (Fox et al. , 2005), the premotor area (labeled M3) (Chouinard &

Paus, 2006) and 2 seeds from the dorsal-ventral extremes of the motor strip, the

dorsal seed representing lower limb control (labeled M1) (Meier et al. , 2008)

and the ventral one corresponding to oro-motor function (labeled M5). MR

time series were averaged across voxels within each seed, and a correlation map
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for each of the resulting 4 time courses was then obtained with each voxel in

the brain.

3.4.3 DTI-MRI acquisition

The data were collected as part of an ongoing observational study being con-

ducted at the National Institutes of Health and at Johns Hopkins University.

Study participants with MS were recruited from the outpatient neurology clinic

and healthy volunteers from the community. Prior to MRI scanning, all par-

ticipants gave signed, informed consent, and all procedures were approved by

the institutional review board. Cohort characteristics are summarized in Re-

ich et al. (2010) and Goldsmith et al. (2011). Longitudinal analyses of the

DTI-MRI sub-study can be found in Greven et al. (2010) and Zipunnikov et al.

(2014).

Scans were performed on a 3T scanner (Intera; Philips, Best, The Nether-

lands) over a 4.6 year period, using the body coil for transmission and either

a 6-channel head coil or the 8 head elements of a 16-channel neurovascular coil

for reception (both coils are made by Philips). Each session included two se-

quential DTI scans using a conventional spin-echo sequence and a single-shot

EPI readout. Whole-brain data was acquired in nominal 2.2mm isotropic vox-

els with the following parameters: TE, 69ms; TR, automatically calculated

(shortest); slices, 60 or 70; parallel imaging factor, 2.5; non-collinear diffusion

directions, 32 (Philips overplus high scheme); high b-value, 700 s/mm2; low b-

value (b0), approximately 33 s/mm2; repetitions, 2; reconstructed in-plane res-

olution, 0.82 × 0.82 mm. A 3D gradient-echo magnetization-transfer sequence

was also performed with segmented EPI readout (nominal acquired resolution,
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1.5×1.5×2.2 mm; TE, 15ms; TR, 64 ms; parallel imaging factor, 2; EPI factor,

7; magnetization-transfer pulse, sinc-shaped, 1.5kHz off-resonance; repetitions,

3), the data from which were rigidly registered to the DTI scan before calcula-

tion of MTR maps (defined as 1 minus the voxel-wise ratio of data from this

sequence to those obtained using the same sequence without the magnetization-

transfer pulse). Prior to analysis, data were adjusted to account for changes in

average tract-specific MRI indices that resulted from the scanner upgrades that

inevitably occur over the course of a study such as this. The procedure by

which this adjustment was made has been previously described (Harrison et al.

, 2011).

The diffusion-weighted scans were processed using CATNAP (Landman et

al., 2007) to create maps of fractional anisotropy (FA), mean diffusivity (MD),

axial diffusivity (AD) and radial diffusivity (RD). These four quantities, to-

gether with MTR, are hereafter termed MRI indices. Whole-brain MRI indices

were calculated by slice-wise averaging of all diffusion-weighted images, removal

of the low-intensity voxels that are characteristic of extracerebral tissues on

these images, and final removal of voxels with MD > 1.7µm2/ms to exclude

cerebrospinal fluid (Ozturk et al. , 2010). The resulting brain mask was applied

to all DTI maps and also to the coregistered MTR maps. The images were

obtained from a natural history study, where 176 MS patients were followed up

to 5.5 years, which generated a total of 446 MRI scans. The number of scans

per subject varied from 1 to 6. The scanning time is shown in Figure 3.5 where

time zero indicates the first scan. For illustration purposes, we focus on the

measurements in a region of 30096 voxels that contains the corpus callosum.

At each voxel, data are FA weighted by the probability of being in the corpus
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callosum. Images are registered using affine transformations.

3.5 Results

3.5.1 RAVENS replication results

RAVENS maps produce an image of the deformation of the brain necessary to

fit in a given template and are proxies of brain morphology. Here the focus

is on ventricular, white matter, and gray matter regions considered separately,

segmented via Lesion-TOADS (Shiee et al. , 2010). The measurement error is

an uncontrollable combination of sources including image acquisition, biological

error (natural within-day brain variation), movement, magnetic field inhomo-

geneities, pre-processing, spatial normalization, and segmentation. Apportion-

ing error variability is beyond the scope of this paper. Instead, interest lies in

first establishing that estimating the effect of total measurement error variabil-

ity (regardless of its source) is possible and then in investigating its impact on

image reliability.

Figure 3.3 displays the I2C2 estimators (ρ̂) as a red line with 95% equal tail

probability confidence intervals obtained using the nonparametric bootstrap of

subjects. The reliability in the ventricles is by far the largest roughly (0.9)

followed by reliability in white matter (0.55) and gray matter (0.45). Determin-

ing the source and type of error could be done, for example, by investigating

various ROI’s or by inspecting the principal components of measurement error

variability based on HD-MFPCA Zipunnikov et al. (2011). The distributions of

I2C2 estimators under zero reliability ρ̂0 is shown in gray with the median dis-

played as a black horizontal line. These results indicate strong evidence that the
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Figure 3.3: Estimated I2C2 (red horizontal lines) and 95% equal tail probabil-
ity confidence intervals for ventricles, white matter and gray matter RAVENS
images. Gray distributions correspond to the I2C2 estimator under the zero
reliability assumption (random permutations of labels).

observed reliability values are inconsistent with zero reliability. Interestingly,

the null distribution (gray histogram plot) for ventricles has a long right tail

with non-trivial probability above 0.3. This is somewhat unexpected, and may

indicate stronger between subject correlations of measurement error processes

in the ventricles. Further investigating this postulate is left for future study.

3.5.2 fMRI replication results

The I2C2 metric was used to quantify the reproducibility of the resulting con-

nectivity map (correlation matrix) for each of the four seed regions. Results

are shown in Figure 3.4 using the same notation and symbols as in Figure 3.3.
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Figure 3.4: Estimated I2C2 (red horizontal lines) and 95% equal tail probabil-
ity confidence intervals for fMRI seed-voxel correlation maps for the posterior
cingulate cortex (PCC), the dorsal region of the motor cortex corresponding
to control of the lower limbs (M1), the premotor cortex (M3) and the ventral-
most region of the motor cortex corresponding to oro-motor function (M5).
Gray distributions correspond to the I2C2 estimator under the zero reliability
assumption (random permutations of labels).

The overall message is that the seed-voxel based correlation maps are not re-

liable, with the reliability estimates varying between approximately 0.20 (for

M1, M3, and M5) and 0.37 (for PCC). These low values suggest that state-of-

the-art seed-voxel-based correlation maps based on resting state fMRI data are

unreliable, though the PCC seems to indicate higher (nearly double) reliability

than other regions. Thus, caution is warranted in the interpretation of these

maps and in the analysis of connectivity maps obtained from thresholding un-

reliable fMRI resting state correlation operators. These results are inconsistent

with the large and increasing literature (Braun et al. , 2012; Chen et al. , 2008;
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Damoiseaux et al. , 2006; Honey et al. , 2009; Meindl et al. , 2010; Schwarz

& McGonigle, 2011; Shehzad et al. , 2009; Wang et al. , 2011; Zhang et al. ,

2011; Zuo et al. , 2010b,a) on resting state fMRI that reports high reliability of

measurements. Much deeper investigation is needed to address these divergent

findings, establish identical estimands, estimators and evaluation procedures.

Our procedure provides a clear, simple, and easy to use step in this direction.

Figure 3.5: Image scanning time for 176 patients. Every person has a baseline
scan at time 0. The x axis is time in years. The y axis are patient IDs.
We match visit number from different patients by rounding their scan time to
quarter month, as indicated by gray dashed lines.

3.5.3 DTI-MRI replication results

To highlight methods, a subset of the complete data collection consisting of

subjects who have more than 6 visits was selected. This reduced the data set

to 117 scans from 18 subjects: 14 subjects with 6 scans, 1 with 7, 2 with 8,
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and 1 with 10. Henceforth, the subset is viewed as the complete data set with

no further reference of the omitted subjects. We also consider four further

subsets labeled as “T≤4”, “T≤3”, “T≤2”, and “T≤1”. The notation refers to

the number of years since the baseline scan, as, for example, the T≤4 dataset

considers only images obtained within the first 4 years from the baseline scan,

resulting in 110 scans from the 18 subjects (4 ∼ 5, 11 ∼ 6, 3 ∼ 8 where 4 ∼ 5

refers to 4 subjects with 5 scans). The T≤3 dataset contains 88 scans broken

down as 6 ∼ 4, 9 ∼ 5, 2 ∼ 6, and 1 ∼ 7. The T≤2 data set contains 70 scans

broken down as 7 ∼ 3, 7 ∼ 4, 3 ∼ 5, 1 ∼ 6, and 1 ∼ 7. Finally, the T≤1 data

set contains 45 scans, 1 ∼ 1, 1 ∼ 4, 8 ∼ 2, and 8 ∼ 3.

In Zipunnikov et al. (2014) the existence of a longitudinal change over time

in these data was studied with the finding that less 1% of the variability was

explained by longitudinal within-subject changes. Thus, modeling these data as

exchangeable image measurement error processes is likely a valid approximation

of the underlying processes. All five data sets are unbalanced, having a different

number of replicates per subject. The left panel in Figure 3.6 displays the reli-

ability estimators (red horizontal line) and the associated equal tail probability

95% confidence intervals. These results indicate that the reliability of these

measurements hovers slightly below 0.8, which is consistent with the findings in

Zipunnikov et al. (2014).

Our work investigated the reliability of the imaging studies as a function of

time by selecting subjects who have at least two replications and constructing

five additional replication sub-studies labeled “1 apart”, “2 apart”, “3 apart”, “4

apart” and “5 apart”, respectively. To be specific, each such sub-study contains

exactly two replicates per subject: the baseline observation and the replicate
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that is closest to being 1, 2, 3, 4, or 5, years apart, respectively. The number

of subjects in each data set was 119, 64, 49, 31, 18, respectively, with more

subjects in data sets with shorter between-observations intervals.

The right panel in Figure 3.6 displays the reliability estimators for these

replication studies as a function of how many years apart images were taken.

The estimated reliability of observations taken within one year of each other is

quite high, roughly 0.9, which indicates that there are very few changes in the FA

measurements along the corpus callosum of MS subjects within one year. This

may be good news for individuals with MS if the lack of measured neuronal

fiber integrity via FA represents actual fiber integrity. However, this finding

may be disheartening to investigators searching for biomarkers of neuronal fiber

degradation, if degradation is actually there. As expected, the reliability of

image replication decreases with the increased time between visits, with median

reliability roughly around 0.8 for images collected 5 years apart. However,

this decline in reliability is relatively small and likely to be indicative of small

observable longitudinal changes. The variability around the estimated I2C2 also

increases from the replication study “1 apart” to “5 apart”, though this is most

likely due to the decrease in sample size from 119 to 18 subjects with repeat

samples.

3.6 Discussion

This manuscript proposes an extension of the classical intra-class correlation

coefficient to image replication studies. The resulting parameter, denoted I2C2,
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Figure 3.6: Estimated I2C2 (red horizontal lines) and 95% equal tail proba-
bility confidence intervals for FA in an area containing the corpus callosum.
Gray distributions correspond to the I2C2 estimator under the zero reliability
assumption (random permutations of labels). Left panel results are based on
18 subjects who have at least 6 visits (“All”) and subsets of the “All” data set
containing all scans within the first 4, 3, 2, and 1 year from baseline, respec-
tively. Right panel results are based on pairs of imaging obtained at most 1, 2,
3, 4, and 5 years apart. The number of subjects in each data set (from left to
right) was: 119, 64, 49, 31, 18, respectively.

provides a global measurement of reliability that is intuitive and easy to cal-

culate. Moreover, I2C2 can readily be calculated for given ROIs by simply

restricting the summations in Section 3.1 to those voxels within the ROI mask.

In practice, one may actually report the I2C2 on a partition of the image in

mutually disjoint ROIs, say R1, . . . , RP . Then I2C2 can be calculated for each

Rp, p = 1, . . . , P and compared to the overall I2C2. Areas of unexpectedly small

estimated I2C2 may further indicate the source and type of measurement error.

Another practical approach would be to calculate the I2C2 hierarchically, i.e.
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at the voxel level, then at overlapping neighborhoods of increasing size and, ul-

timately, at the image level. This could provide an interesting multi-resolution

approach to visualizing the structure of the measurement error.

An equally simple measure of reproducibility could be the average of ICC

at the voxel levels. An unbiased estimator of the average ICC would then be

1− 1

V

∑
i Ji − 1∑
i(Ji − 1)

V∑
v=1

{Wij(v)−W i.(v)}2∑I
i=1

∑Ji
j=1{Wij(v)−W..(v)}2

.

Irrespective of the replication estimand and estimation procedure the subject-

level bootstrap and permutation tests introduced in this paper can be applied.

However, there are reasonable arguments for considering I2C2. Indeed, the vari-

ability attributable to variation among subjects is equal to trace(KX) whereas

the variability attributable to visits is trace(KU). Thus, I2C2 is the proportion

of variability explained by subject-level variability out of the total variability

of the data in the multivariate image measurement error model. In contrast,

the average ICC is the average of the proportion of variability explained by

subject-level variability out of the total variability of the data in the sequence

of univariate (marginal) measurement error models. This distinction has prac-

tical implications. Consider, for example, the case of an experiment where there

are 1000 voxels in every image. At 500 voxels the absolute variability of the

data and reliability is very low. However, at the other 500 voxels the variability

and reliability are large. In this context the average ICC would place too much

emphasis on the low variability voxels because it ignores the relative variability

of the data at different voxels. A second problem occurs at locations with small

visit-to-visit variability, as this variance is used in the denominator of the ICC

estimator and may lead to serious computational instabilities.
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While data rarely satisfy the measurement error model (3.2) exactly, the

model is a reasonable starting point for defining the data structure under ex-

plicit assumptions. Model assumptions notwithstanding, we prefer this explicit

statistical approach to an algorithmic one that obscures assumptions. More-

over, the model can easily be extended to include some obvious data supported

complications. For example, if each visit has a different mean, one can easily

expand the model to include (so-called) batch or visit effects

W ij = Bj +X i +U ij,

as proposed in (Di et al. , 2009). Here the imagesBj are visit-specific fixed effect

images. Such deterministic changes across all subjects from one visit to another

could be due to the use of different scanners, imaging parameters, scanner drift,

etc. In quality control, agriculture and lab sciences such effects arise from a

batch being run for measurement or assay (hence the term “batch effect”). For

subjects returning to a scanner, batches are visits. Note that the visit-specific

effects can be easily estimated as B̂j =
∑I

i=1W ij/I and one can define the

I2C2 for the residuals W ij − B̂j.

In more complex models, one may also be interested in, or worried about,

the longitudinal effects of collecting the data. For example, in the DTI study,

some images are taken within a few months of each other, whereas other images

are collected years apart. In such situations, it is reasonable to add a term that

accounts for longitudinal changes. A reasonable model for such an approach

could be

W ij = B(Tij) +X i,0 +X i,0Tij +U ij,

where B(Tij) is an effect that depends on time of the visit, Tij, as in most
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longitudinal studies, visits are not equally spaced. In this model B(Tij) +X i,0

is the true unobserved image at baseline (Tij = 0), B(Tij)+X i,0+X i,0Tij is the

true unobserved image at time Tij > 0, and U ij is the image measurement error

process. Estimation of these type of models is thoroughly discussed in Greven

et al. (2010); Zipunnikov et al. (2014), but it is worth noting that reasonable

assumptions about the data can easily be incorporated into statistical models.

Regardless of the model under investigation, the image error process, U ij,

deserves particular attention. Indeed, from all models discussed in this paper

one can estimate the covariance operator, KU , and the first eigenvectors can be

visually inspected. This provides clues into the structure of measurement error.

For further reading on measurement error modeling we recommend Carroll et al.

(2006) and Fuller (1987). For the effect of image measurement error on estimat-

ing associations with outcomes we recommend Crainiceanu et al. (2009) while

for inference in the means of two imaging processes we recommend Crainiceanu

et al. (2012).
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Chapter 4

Shrinkage Prediction of
Seed-voxel Brain Connectivity
using Resting State fMRI
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Abstract

Resting-state functional magnetic resonance imaging (rs-fMRI) is used to inves-

tigate synchronous activations in spatially distinct regions of the brain, which are

thought to reflect functional systems supporting cognitive processes. Analyses are

often performed using seed-based correlation analysis, allowing researchers to explore

functional connectivity between data in a seed region and the rest of the brain. Us-

ing scan-rescan rs-fMRI data, we investigate how well the subject-specific seed-based

correlation map from the second replication of the study can be predicted using data

from the first replication. We show that one can dramatically improve prediction of

subject-specific connectivity by borrowing strength from the group correlation map

computed using all other subjects in the study. Even more surprisingly, we found that

the group correlation map provided a better prediction of a subject’s connectivity than

the individual’s own data. While further discussion and experimentation is required

to understand how this can be used in practice, results indicate that shrinkage-based

methods that borrow strength from the population mean should play a role in rs-fMRI

data analysis.

4.1 Introduction

Spontaneous low-frequency fluctuations in the blood oxygenation level-dependent

(BOLD) signal, measured using functional magnetic resonance imaging (fMRI),

promise to provide critical information about the functional organization of the

brain. Resting-state functional connectivity research has already revealed large-

scale spatial patterns of coherent signal in the brain (Biswal et al. , 1995; Lowe
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et al. , 1998; Greicius et al. , 2003; Fox et al. , 2005). These resting-state net-

works have been shown to consist of regions co-activated during tasks (Smith

et al. , 2009), and have been consistently observed both across groups of sub-

jects and in repeated scanning sessions (Damoiseaux et al. , 2006; Shehzad et al.

, 2009).

Various methods exist for analyzing resting-state data, including indepen-

dent component analysis (Kiviniemi et al. , 2003; Beckmann et al. , 2005),

partial correlation (Fransson & Marrelec, 2008), and clustering (Cordes et al.

, 2002). However, perhaps the most common approach to explore functional

connectivity within the brain is to use seed-based correlation analysis (Biswal

et al. , 1995; Greicius et al. , 2003; Fox et al. , 2005). Seed analysis is based on

the a priori selection of a region from which time series data are extracted, and

connectivity is calculated as the correlation of the time series for the a priori

seed with the time courses for all other voxels in the brain. This technique has

proven useful in revealing the connectivity properties of many seed areas, and

has been used extensively in recent years (Greicius et al. , 2003; Fox et al. ,

2005; Margulies et al. , 2007) due to its efficacy and ease of implementation.

In the statistics literature, shrinkage estimators (James & Stein, 1961; Efron

& Morris, 1975) have been shown to improve upon many traditional estimators,

in terms of mean squared error (MSE), by shrinking the estimators towards

some fixed constant value. For example, shrinkage is implicit in Bayesian infer-

ence, penalized likelihood inference and multi-level models (Lindquist & Gel-

man, 2009), and is directly related to the so-called empirical Bayes estimators

used in neuroimaging data analysis (Friston et al. , 2002; Friston & Penny, 2003;

Su et al. , 2009). Charles Stein’s early work on this phenomenon (Stein, 1956)
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is generally considered by the statistics community to be one of the seminal

results of the twentieth century (Efron, 2010).

In this paper, we investigate whether the use of shrinkage-based methods

can improve estimates of resting-state functional connectivity using seed-based

analysis. To illustrate our point, we analyze a data set consisting of scan-

rescan resting-state fMRI runs from 20 healthy adults. For each of the 40 fMRI

scanning sessions (20 participants, each with 2 replicates), using a seed-based

analysis we obtain different connectivity maps and ask a simple question: how

well can we predict the correlation map of the second replicate for each subject

using data from the first replicate?

A natural predictor of the connectivity of the second replicate would be to

use the same subject’s correlation map from the first scanning session. However,

somewhat surprisingly, our results illustrate that one can dramatically improve

prediction of subject-specific correlation maps by borrowing strength from the

group correlation map, estimated using the first scan from all other subjects in

the study. Therefore, we propose a weighted predictor of the subject-specific

correlation map and the group correlation computed using all other subjects in

the study. Using measurement error approaches (Carroll et al. , 2006; Di et al. ,

2009; Shou et al. , 2013a; Zipunnikov et al. , 2011), the weights are voxel-specific

and the amount of shrinkage depends upon each voxel’s reliability. The greater

the uncertainty, the less the connectivity estimate for the voxel is trusted and the

more it will be pulled toward the group estimate. The smaller the uncertainty,

the more the individual estimate is trusted and the less it will be pulled toward

the group estimate. This process leads to estimates that lie closer together than

those obtained using a standard analysis. Even more surprisingly, we find that
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the group correlation map is a better predictor of the connectivity patterns for

an individual than the subject’s own data.

These results indicate that individual subject results can be improved by

shrinking their estimates towards the mean of the population. The proposed

shrinkage approach is very easy to implement in practice, and simply requires

the calculation of a weighted average of connectivity maps. Though these results

are presented for standard seed-based analysis, the idea promises to have impact

on other analyses, as well.

4.2 Methods

Estimators

Let Yij(v, t) denote the fMRI time series for subject i = 1, . . . , I at replication

j = 1, . . . , Ji at voxel v and time t. While the replication experiment used in

this paper is simple with Ji = 2, for each of the I = 20 subjects, other studies

may have different experimental designs with a different number of replicates

per subject. Let us denote the seed time course as

Y S
ij (t) =

1

|S|
∑
v∈S

Yij(v, t),

where S and |S| denote the collection of voxels and the total number of voxels

in the seed region, respectively. For a given subject i, replicate j, and voxel v,

the seed-based connectivity map is defined as the correlation between Yij(v, t)

and Y S
ij (t) over t, that is

Wij(v) =

∑T
t=1{Yij(v, t)− Y ij(v, ·)}{Y S

ij (t)− Y
S

ij(·)}√∑T
t=1{Yij(v, t)− Y ij(v, ·)}2

√∑T
t=1{Y S

ij (t)− Y
S

ij(·)}2
,
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where Y ij(v, ·) and Y
S

ij(·) are the averages over t of Yij(v, t) and Y S
ij (t), re-

spectively. Thus, the connectivity map does not depend on time and can be

calculated for each subject, replicate and voxel, including all voxels in the seed

region.

To illustrate the fact that by “borrowing strength” between subjects we can

obtain a better estimate of the seed-based correlation maps, we propose a series

of estimators for the correlation map which incorporate varying amounts of

information from other subjects. Our goal is to estimate the second replication

connectivity maps for each subject i0, Wi02(v), based on data from the first

replication, Wi1(v), for i = 1, . . . , 20, and v = 1, . . . , V .

The first, and perhaps most natural, potential estimator of the second repli-

cation connectivity map, Wi02(v), is to use the first replication connectivity map,

Ŵ raw
i02

= Wi01(v). We will refer to this as the “Raw” estimator. The second po-

tential estimator for Wi02(v) is the average of the first replication connectivity

maps for all subjects:

Ŵmean
i02

(v) =
1

I

I∑
i=1

Wi1(v).

Note that this estimator is the same for all subjects and the index i0 from

Ŵmean
i02

(v) could be dropped. We keep the index for consistency with the other

estimators and refer to this as the “mean” estimator.

We also investigate the class of shrinkage estimators, that is, estimators that

take the first replication subject-specific connectivity data and shrink it towards

the average connectivity of all subjects’ first replicate. As all entries we consider

are correlations, we first transform them using Fisher’s z-transformation r →
1
2

log 1+r
1−r = arctanh(r), whose inverse is z → exp(2z)−1

exp(2z)+1
= tanh(z). More precisely,
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we first calculate

Vij(v) =
1

2
log

1 +Wij(v)

1−Wij(v)
,

apply shrinkage estimation to the transformed data, Vij(v), and then apply

the inverse transformation to the shrinkage estimator. Using the same nota-

tion as with the untransformed data, we define V̂ raw
i02

= Vi01 and V̂ mean
i02

(v) =∑I
i=1 Vi1(v)/I.

The connectivity shrinkage estimator on the transformed scale is defined as

V̂ γ
i02

(v) = γ(v)V̂ mean
i02

(v) + {1− γ(v)}V̂ raw
i02

(v),

where γ(v) can take any value in [0, 1] and is a shrinkage factor at the voxel

level. When γ(v) = 1, the subject-specific data V̂ raw
i02

are considered completely

unreliable and the estimator is reduced to the mean V̂ mean
i02

(v), whereas when

γ(v) = 0, the subject-specific data V̂ raw
i02

are perfectly reliable and there is no

shrinkage towards the population average. The estimator of connectivity on the

original scale of the correlation is then obtained as Ŵ γ
i02

(v) = tanh{V̂ γ
i02

(v)}. In

practice, data are seldom perfectly reliable, which makes shrinkage towards the

population mean a good alternative. A major question is how to estimate the

shrinkage function γ(v). A very simple approach for fMRI connectivity is to use

γ(v) = γ = 0.1 that is, very strong and equal shrinkage at all voxels towards the

population mean. This value is close to the average reliability over all voxels

(Shou et al. , 2013a) and performs well in practice. However, we would like to

have an estimator of γ(v) that takes into account the potential differences in

the reliability of connectivity maps across brain voxels v.

The optimal amount of shrinkage at every voxel can be calculated based on

the replication data. In this case, we are still interested in shrinking estimators
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of the type V̂ γ
i02

(v), though γ(v) can be estimated from the replication studies for

the other subjects, i 6= i0. To avoid cases of data predicting itself, we use only

the replication data for subjects i 6= i0 and do not use Vi02. Indeed, subject

i0 only contributes their data from the first replicate, Vi01 through V̂ raw
i02

and

V̂ mean
i02

(v), and Vi02(v) is not used. Before we describe the conceptual model,

we provide the intuition: at every voxel, we estimate γ(v) as the reliability or

intra class correlation coefficient (ICC) of the connectivity maps of the other 19

subjects at every voxel v.

More specifically, we start with the classical measurement error (ME) model

(Carroll et al. , 2006)

Vij(v) = Xi(v) + Uij(v) (4.1)

where {Xi(v), i = 1, 2, · · · , I} is the true unobserved correlation at voxel v and

Uij(v) is replication-specific error. We assume that Xi(·) and Uij(·) are mutually

uncorrelated and that E{Xi(v)} = µX(v), E{Uij(v)} = 0 for every i, j, and

v, respectively. With these assumptions, the Best Linear Unbiased Predictor

(BLUP) of Xi0(v) using only information at the voxel v is V̂ γ
i02

(v) = X̂i(v) =

γ(v)V̂ mean
i02

(v) + {1− γ(v)}V̂ raw
i02

(v), where

γ(v) =
Var{Xi(v)}

Var{Xi(v)}+ Var{Ui1(v)}
. (4.2)

These variances can be estimated from the data as (Carroll et al. , 2006)

Var{Uij(v)} =
∑
i6=i0

Ji∑
j=1

{Vij(v)− V i·(v)}2/
∑
i6=i0

(Ji − 1),

Var{Xi(v)} =

∑
i6=i0 Ji{V i·(v)− V ··(v)}2 − (I − 1)Var{Uij(v)}∑

i6=i0 Ji −
∑

i6=i0 J
2
i /
∑

i6=i0 Ji
, (4.3)
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Thus, an estimator of γ(v) can be obtained by replacing the parameters in equa-

tion (4.2) with their estimators in equation (4.3). Here V i·(v) is the average of

the Vij(v) over the replicates, j, and V ··(v) is the average of all Vij(v) over sub-

jects, i, and visits, j. The shrinkage estimator obtained using this estimator of

γ will be denoted V̂ γ,P
i02

(v), while the original scale estimator of the connectivity

is then Ŵ γ,P
i02

(v) = tanh{V̂ γ,P
i02

(v)}. This is labeled as the pointwise shrinkage

estimator.

An inspection of the brain map of the γ(v) estimators using pointwise es-

timation (web appendix) reveals large voxel-to-voxel variability, as there is no

information borrowed from neighboring voxels. One way to resolve this is to

think about the model (4.1) as a joint model over a neighborhood of each voxel.

Here we use a cube of size m3, where m = 6. With such a choice, the model

becomes the multilevel functional principal component (MFPCA) model intro-

duced by Di et al. (2009); Zipunnikov et al. (2011) where γ(·) is viewed as a

function over the entire neighborhood. In this joint model γ(v) is equal to

γ(v) =
KX(v, v)

KX(v, v) +KU(v, v)
, (4.4)

where KX(u, v) is the covariance operator of Xi(·) and KU(u, v) is the covariance

operator of Uij(·). To estimate γ(v), we apply the algorithm described in Di

et al. (2009) cube by cube. More specially, we first obtain the method of

moments estimators for KX(u, v) and KU(u, v) as two covariance matrices for

voxels within a cube. After conducting a bivaraite smoothing on the covariance

matrices, γ(v) is estimated as the ratio between the diagonal elements of of

KX(u, v) versus the diagonal elements of KX(u, v) plus KU(u, v). The shrinkage

estimator obtained using this estimator of γ will be denoted V̂ γ,L
i02

(v), while the
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original scale estimator of the connectivity is then Ŵ γ,L
i02

(v) = tanh{V̂ γ,L
i02

(v)}.

This is labeled as the local shrinkage estimator.

We note that, by definition, γ(v) ∈ [0, 1], while the method of moment es-

timators of γ(v) can fall outside of this range, especially in situations when

reliability is very small, as is the case in our rs-fMRI study. Thus, all estimators

of γ(v) that were negative were set to 0 and all those that exceeded 1 were set

to 1, while all other estimators were left unchanged. This had a large effect

on the MSE, as many voxels had very low replication-to-replication reliability.

While the justification for each estimator is more or less complicated, all esti-

mators are very simple to calculate in practice. In the next section we will show

that for the Kirby21 data (Landman et al. , 2011), the proposed methods are

significantly better than using the first replication data for the same subject.

This is surprising and raises a host of interesting questions related to how to

best estimate resting-state correlation maps.

Experimental Data

We reanalyze the “Multi-Modal MRI Reproducibility Resource”

(www.nitrc.org) data set, which is publicly known as “Kirby21” (Landman et al.

, 2011). The data set contains scan-rescan multi-parametric magnetic resonance

images (MRI) from 21 healthy adults. For the purposes of this experiment, we

use the two 7-min resting-state scans that were acquired from each participant

using a single-shot, partially parallel (SENSE) gradient-recalled echo planar se-

quence with an ascending slice order (TR/TE, 2000/30 ms; FA, 75; SENSE ac-

celeration factor, 2; 3-mm axial slices with a 1-mm slice gap) and an 8-channel
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head coil. Participants are instructed to relax and fixate on a centrally pre-

sented cross while remaining as still as possible. The two resting-state scans are

separated by a short break during which the participant exit the scanner; the

T1-weighted anatomical images are also acquired to be used as a template for

spatial registration of the functional images.

Image processing is performed using SPM8 (Wellcome Department of Imag-

ing Neuroscience) and custom MATLAB scripts. Anatomical images are regis-

tered to the first functional volume and normalized to MNI space using unified

segmentation/normalization (SPM8). Functional data are adjusted for slice

time acquisition as well as participant motion and are transformed to MNI

space. Nuisance covariates from white matter and CSF are estimated using a

CompCor Behzadi et al. (2007) and regressed from the data along with the

motion realignment estimates, their derivatives (computed by backward differ-

ences), global mean signal, and linear trends. Data are then spatially smoothed

(6-mm kernel) and temporally filtered using a 0.01-0.10 pass-band filter. Data

from one participant are excluded from analysis due to a misalignment of the

first and second resting-state scans.

To assess the reliability of functional connectivity estimates (and as a proxy,

our ability to predict a future subject-specific connectivity map from a pre-

vious rs-fMRI scan), we choose to focus on the precentral gyrus, a key com-

ponent of the motor control network. This is one of the most consistently

identified and well-characterized functional networks in the brain. Given the

potential influence of region of interest (ROI) selection on functional connec-

tivity estimates, we also analyze connectivity estimates for 11 additional ROIs

distributed throughout the brain. All ROIs are selected using the ”Type II

82



Eve Atlas,” which is based on the manual segmentation of a high-resolution,

T1-weighted anatomical image (Oishi et al. , 2009). The same unified segmen-

tation/normalization approach used on the anatomical images for the Kirby21

data is used to transform the Eve template to MNI space, and the resulting

transformation is applied to the various ROIs by neighbor interpolation.

4.3 Results

Results for the precentral gyrus

Figure 4.1: First column: correlation map estimated using the first replication
of subject 2; Second column: correlation map estimated using the second repli-
cation of subject 2. Third column: predicted correlation map using the local
shrinkage estimator. Blue indicates negative correlation, while red and yellow
indicate positive correlations. Fourth column: the mask for the precentral gyrus
used as the seed region.
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Raw Mean Pointwise Local

Subject MSE MSE Red. % MSE Red. % MSE Red. %
1 0.035 0.023 35.28 0.022 37.32 0.022 38.33
2 0.044 0.031 27.97 0.032 27.68 0.031 28.85
3 0.062 0.049 20.99 0.047 23.31 0.046 25.70
4 0.051 0.045 11.73 0.043 15.01 0.042 17.56
5 0.031 0.039 -27.94 0.036 -17.65 0.032 -4.85
6 0.054 0.047 12.05 0.046 15.13 0.044 17.55
7 0.059 0.031 47.04 0.031 46.47 0.032 45.95
8 0.049 0.041 15.39 0.040 17.17 0.039 19.59
9 0.037 0.026 28.78 0.026 29.26 0.026 30.30
10 0.041 0.025 39.12 0.025 40.02 0.024 40.98
11 0.070 0.027 62.19 0.028 60.40 0.030 57.76
12 0.045 0.033 27.52 0.032 28.83 0.031 32.18
13 0.049 0.022 55.35 0.022 54.41 0.023 52.36
14 0.036 0.034 5.65 0.033 9.25 0.031 13.34
15 0.062 0.030 50.96 0.031 49.74 0.033 47.40
16 0.063 0.036 43.29 0.035 44.14 0.036 43.43
17 0.030 0.035 -16.83 0.032 -8.66 0.029 1.04
18 0.037 0.025 30.62 0.026 30.05 0.025 31.10
19 0.044 0.030 32.10 0.029 34.00 0.028 36.42
20 0.031 0.029 9.39 0.027 14.89 0.026 19.00

Average 0.047 0.033 25.53 0.032 27.54 0.032 29.70

Table 4.1: MSEs averaged among all voxels in the brain for multiple estima-
tors that predict correlation maps for each subject. “Raw” corresponds to the
estimator based on the first visit connectivity map, Ŵ raw

i02
(v). “Mean” is the

estimator obtained as the average of all first replicates from the 20 subjects,
Ŵmean
i02

(v). “Pointwise” and “Local” are the shrinkage estimators Ŵ γ,P
i02

(v) and

Ŵ γ,L
i02

(v), respectively. “Red. %” is the reduction of MSE relative to the MSE
for the Raw estimator.

Due to an absence of a gold standard, we use a jackknife approach (Que-

nouille, 1949, 1956; Tukey, 1958) to evaluate the various estimators. More

precisely, we use the correlation maps from the first replication of subject i0

and the two replicates from the remaining 19 subjects to predict the second
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replicate correlation map Wi02(v) of subject i0. Prediction performance is eval-

uated using the mean square error (MSE) between the various estimators of the

correlation map and the observed correlation map Wi02(v). The procedure is

then repeated for each subject i0 = 1, 2, · · · , 20 and the MSEs are shown in Ta-

ble 4.1. Simply using the first replicate connectivity to predict second replicate

connectivity is labeled as “Raw” (column 2 in the table). This corresponds to es-

timator Ŵ raw
i02

(v). The sample average of the first replicates from all 20 subjects

is called “Mean” (column 3 in the table) which corresponds to Ŵmean
i02

(v). Both

shrinkage estimators (columns 4 and 5) show sizeable improvement in MSEs for

almost all subjects with two exceptions for the pointwise shrinkage estimator

and one for the local shrinkage estimator. On average, the reduction in MSE

(or, equivalently, improvement in prediction) was approximately 30% for the

local estimator, Ŵ γ,L
i02

(v), and 27.5% for the pointwise estimator, Ŵ γ,P
i02

(v). Per-

cent improvement was calculated as the percent MSE reduction (indicated by

positive percentages) or increase (indicated by negative percentages) over the

MSE of the “Raw” estimator, Ŵ raw
i02

(v). Surprisingly, by simply incorporating

the information from the first replicates of the other 19 subjects, Ŵmean
i02

(v) re-

duces the average MSE by 25%, improving prediction in 18 subjects out of the

20 subjects.

To illustrate this improvement, we display results for one subject in Fig-

ure 4.1. We choose the subject labeled ‘2’ in Table 4.1 because the improve-

ment in MSE for its local shrinkage estimator, Ŵ γ,L
i02

(v), was 29%, which is

almost identical with the average MSE improvement over all subjects. Each

row in the image corresponds to a different slice. The first two columns repre-

sent the estimated precentral gyrus seed brain connectivity for the first replicate

85



and second replicate, respectively. The problem we considered was to predict

the second column from the first. The third column displays the local shrinkage

estimator of the brain connectivity map at the second replication. The much

smoother appearance of the shrinkage estimators is due to the strong shrinkage

of the images towards the visit one mean for the remaining 19 subjects, which is

much smoother than the replication-specific maps. For this subject, the average

shrinkage coefficients over all voxels in the brain is 0.15, though it differed quite

substantially across the brain. From a statistical perspective, this is a classi-

cal example of bias and variance trade-off, where reduction in variance is more

important for low reliability cases. The fourth column indicates the precentral

gyrus seed used to calculate voxel-wise connectivity with the rest of the brain.

The local shrinkage estimator of the connectivity map is spatially smoother, has

less extreme values and more closely resembles the seed region.

An important question is to quantify the effect of the sample size on the

improvement in shrinkage towards the mean correlation map. To address this

issue we repeat the same analysis using a smaller number of subjects. More

specifically, we examine a series of a different sample sizes n = 3, 5, 10, 15 and 20,

where 20 is the maximum number of subjects available in the Kirby21 dataset.

Given a sample size n, for each subject i0, we sample sets of n−1 subjects, which

forms a new population of data. We apply the same estimators used for the

entire data set and compare their performance. For each estimator, we calculate

the MSE over all voxels in the brain. For n = 3 and n = 20 we enumerate

all possible combinations, whereas for n = 5, 10 and 15, we randomly sample

without replacement 20 combinations of the subjects to make up the population

data for every subject i0.
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Figure 4.2 displays the boxplots of MSE as a function of estimator (shown as

different colors) and sample size (indicated on the x-axis). Here, smaller MSE

indicates better performance of the estimator. The “Raw” estimator (shown in

red) does not change with the sample size, because it does not depend upon

the other subjects. The “Mean” estimator (the one that averages the visit 1

correlation maps from the subject i0 with the visit 1 data of the other n − 1

subjects) is shown in purple. It performs better than other estimators when

n = 3 and n = 5, and improves with increased n, though improvements are quite

minor after n = 10. While the “Pointwise” and “Local” shrinkage estimators

(shown in blue and orange) do not perform as well as the “Mean” estimator for

n = 3 and 5, they improve rapidly and become slightly better for n = 10, 15

and 20. This is probably due to the fact that the shrinkage parameter, γ(v), is

not easy to estimate in very small samples.

Results for 11 additional brain regions

The precentral gyrus was initially selected because it was the first ROI used

to investigate functional connectivity (Biswal et al. , 1995) and is commonly

evaluated in many studies, such as, in comparing the typically developing chil-

dren and children with autism (Nebel et al. , 2014). However, the methods

and results are not restricted by the choice of ROI. To investigate the general-

izability of these improvements, we conduct similar analyses on multiple seed

regions (Faria et al. , 2012). More precisely, we investigate several regions in

the visual cortex including the cuneus, superior occipital gyrus (SOG), middle

occipital gyrus (MOG) and inferior occipital gyrus (IOG). We have also inves-

tigated the middle frontal gyrus (MFG) and the cingulate. These seed choices
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Figure 4.2: The boxplots of MSE for 4 different prediction methods under vari-
ous sample sizes. The x-axis indicates sample size ranging from 3 to 20 and the
y-axis indicates the MSE averaged across all voxels in the brain for each predic-
tion. The length of the bar represents the interquartile range of the estimation
accuracy (MSE) across multiple sets of the image data with a fixed sample size
and under a particular prediction method. The dashed lines connect the median
values of the MSEs when the sample size increases. ‘Raw’ is the naive estimator
with the visit 1 data from the same subject. ‘Mean’ corresponds to the mean
of all visit 1 correlation maps in the population with a particular sample size.
‘Pointwise’ and ‘Local’ are two shrinkage estimators.

belong to a range of functional networks, and are spatially distributed through-

out the brain, covering posterior, middle and frontal regions. Table 4.2 displays

the MSEs using the five estimation methods averaged over 20 subjects when

predicting the second-visit correlation map from one of the 12 seed regions; we

have repeated the precentral gyrus results for ease of interpretation. Thus, the

effects of estimators that we described for the precentral gyrus results are far

from being specific to this area. If anything, the improvements in estimation

are smaller in the precentral gyrus with much larger improvements in the right

and left SOG (∼ 50%) and right and left MOG (∼ 45%). The improvements in
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the cuneus and the precentral gyrus were among the smallest observed (range

∼ 25 to ∼ 30%). The relative estimation accuracy and ordering of estimator

performance is also consistent with the findings for the precentral gyrus seed

analysis.

Seed Raw Mean Pointwise Local

MSE MSE Red % MSE Red % MSE Red %

left SOG 0.070 0.037 47.96 0.036 49.85 0.035 50.30

right SOG 0.074 0.036 50.95 0.035 52.76 0.035 53.13

left MOG 0.065 0.034 45.91 0.033 48.11 0.033 48.71

right MOG 0.068 0.036 45.80 0.035 47.36 0.034 48.05

left IOG 0.072 0.040 43.48 0.038 45.59 0.038 46.30

right IOG 0.070 0.039 42.55 0.038 43.76 0.038 44.50

Cuneus 0.052 0.037 25.03 0.036 26.77 0.035 28.36

left MFG 0.073 0.040 45.42 0.039 47.34 0.039 47.70

right MFG 0.076 0.041 46.74 0.040 48.48 0.040 48.87

left cingulate 0.068 0.039 43.02 0.037 45.74 0.037 46.19

right cingulate 0.072 0.042 43.40 0.039 46.35 0.039 46.77

Precentral Gyrus 0.046 0.033 24.10 0.033 24.53 0.032 26.99

Table 4.2: MSEs averaged over all voxels in the brain and 20 subjects for multi-
ple estimators that predict correlation maps generated based on 12 seed regions.
The superior occipital gyrus (SOG), middle occipital gyrus (MOG) and inferior
occipital gyrus (IOG) and cuneus are all part of the visual system and are in
the occipital lobecortex. The middle frontal gyrus (MFG) is in the frontal lobe,
while the cingulate spans regions from the frontal and parietal lobes. For the
five estimation methods, “Raw” corresponds to the estimator based on the first
visit connectivity map, Ŵ raw

i02
(v). “Mean” is the average of all first replicates

from the 20 subjects, Ŵmean
i02

(v). “Pointwise” and “Local” are the shrinkage

estimators Ŵ γ,P
i02

(v) and Ŵ γ,L
i02

(v), respectively. ‘Red %’ shows the percentage of
reduction of MSE relative to the MSE for the ‘Raw’ estimator. The values are
multiplied by 100 to show the percentage of improvement.
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4.4 Conclusions

One of the most counter-intuitive results in the field of statistics is the so-called

“Stein phenomenon” (Stein, 1956), which states that if one is interested in es-

timating more than 3 means, then the simple Maximum Likelihood Estimate

(MLE) (labeled “Raw” for the purpose of this paper) can be uniformly outper-

formed by another estimator. Even more importantly, it was shown that taking

the individual means and shrinking them (James & Stein, 1961) towards their

common mean provides a better estimate, in terms of overall mean square error,

than the simple MLE of each individual observation. Stein’s foundational con-

tribution forms the basis of many different practical approaches to estimation

including smoothing, shrinkage, mixed-effects models, massive prediction prob-

lems, and even predicting batting averages for baseball players (Efron & Morris,

1975). The amount of shrinkage needed in any specific application varies, how-

ever some degree of shrinkage is guaranteed to improve prediction.

This paper shows another facet of this surprising result, this time with an ap-

plication to brain connectivity. When data show large replication-to-replication

variability, one can dramatically improve prediction of subject-specific connec-

tivity by “borrowing strength” from the mean of other subjects. Of course,

this borrowing needs to be done carefully and reasonably, and may not work in

high reliability cases or when the measurement error mechanism is unknown or

hard to describe. Even more surprisingly, we have found that the simple group

mean of all the other subjects in the study provides a better predictor of the

connectivity patterns of an individual subject than actually collecting another

fMRI on that subject. Clearly, much discussion and experimentation is required
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to understand how this can be used in practice or to better inform experimental

designs for estimating connectivity at the subject level.

Using the Kirby21 replication data, we obtained the connectivity maps for

each of 20 subjects (one subject was excluded) using a seed-based correlation

analysis. A natural predictor of the estimated connectivity of the second repli-

cate connectivity is the first replicate of the same subject. Here we show that for

the precentral gyrus average of the first replicate connectivity of all subjects is

a better predictor of the second replicate subject-specific connectivity in 18 out

of the 20 subjects by an average of 25% in terms of mean square error. We also

introduced a shrinkage estimator of the second replicate subject-specific connec-

tivity as a voxel-specific weighted average of the subject-specific first replication

connectivity and the first replication average connectivity of all subjects. This

predictor is better in 19 out of the 20 subjects by an average of 30% in terms

of MSE. Similar results were obtained for other 11 seed regions (Table 4.2).

One of the main reasons for these findings is no doubt the low reproducibility

of subject-specific connectivity maps; see, for example, Shou et al. (2013) who

found the reliability of the seed-based whole brain connectivity maps to be in

the range of 10-30%.

It is worth discussing the practical relevance of the findings in this paper.

First, the results discussed here will be relevant in all contexts when subject-

level inference or analysis is necessary. When analyzing subject-level rs-fMRI

data, there is an implicit assumption that the connectivity estimates we ob-

tain represent a stable characteristic of some underlying process that can be

replicated. In a study without replication, it appears that one could improve
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the reliability of subject-specific connectivity measures by calculating subject-

specific connectivity maps and then simply shrinking them 80% towards the

population connectivity map. This would be especially relevant when one is

interested in clustering, segmentation, or inference at the subject-level, which

is crucial to the development of reliable imaging biomarkers of disease. These

shrunken estimators will probably also have better within-subject prediction

properties for future rs-fMRI replicates than the subjects previous scans alone.

Another important application of the results is that one could calculate the

sample size necessary to produce a reliable seed-voxel connectivity map at the

subject level. Such questions and calculations may prove crucial if and when

fMRI will be used for clinical purposes including surgery planning. Irrespec-

tive of the number of replications at the subject level, it appears that shrinking

connectivity maps towards their population average may help systematically im-

prove prediction and reliability. However, if one is interested in population level

parameter estimation or testing, then shrinking will probably not help analyses

or increase power. For example, while the estimation of subject-specific con-

nectivity maps will improve, the population average of or the group differences

between connectivity maps will not change by first shrinking the connectivity

maps and then averaging them. The intuition is that “the average of averages

is the average.” Similarly, if one is interested in prediction of health outcomes

using fMRI data, then the performance of predictors will probably not improve,

though the estimated associations may exhibit smoother spatial patterns.

Further, the results suggest that, at least with regards to seed-based correla-

tion analysis, the unique subject-specific measurement of functional connectivity

beyond the population mean may, in fact, be largely due to noise or some other
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session-dependent source of variability. If this result is true, this could have

profound impact on the manner in which seed-based functional connectivity

studies are interpreted and future experiments designed.

In sum, this paper illustrates that one can dramatically improve prediction

of subject-specific connectivity by borrowing strength from the population of

subjects. This clearly illustrates that shrinkage estimators, that allow individual

subject data to be shrunk towards the population mean, should play a critical

role in future rs-fMRI data analyses.

Appendix

We display the estimated shrinkage parameters on 6 sagittal slices of the brain

from two random subjects from the Kirby21 data set. Our selection of the seeds

ROIs include several regions in the visual cortex such as the cuneus, superior

occipital gyrus (SOG), middle occipital gyrus (MOG) and inferior occipital

gyrus (IOG). We have also investigated the middle frontal gyrus (MFG) and the

cingulate. These seed choices cover a range of brain networks from the inferior

to middle to frontal regions. In each figure, the first two rows are pointwise and

local shrinkage parameters for the first subject, and the bottom two rows are for

the second subject. The brighter color indicates higher γ(v) and less shrinkage

towards the population average. The colors are normalized within each subject

over multiple brain slices and across two shrinkage methods. The range of the

values are shown in the legend bars on the upper left corner of the first slice for

each subject. The middle row shows the seed regions in red.
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Cuneus

Figure 4.3 shows the maps of shrinkage parameters for Subjects 2 (top two rows)

and 3 (bottom two rows) in estimating the correlation map with left and right

Cuneus.

Figure 4.3: First row: maps of the shrinkage parameters γ(v) on 6 sagittal
slices for the pointwise shrinkage method in predicting Subject 2. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 2. Third row: maps of seed region Cuneus on
brain slices. Fourth row: maps of the shrinkage parameters on the same 6 slices
for the pointwise shrinkage method in predicting Subject 3. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 3.
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Left SOG

Figure 4.4 shows the maps of shrinkage parameters for Subjects 4 (top two rows)

and 17 (bottom two rows) in estimating the correlation map with left SOG.

Figure 4.4: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 4. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 4. Third row: maps of seed region left SOG on brain
slices. Fourth row: maps of the shrinkage parameters on the same 6 slices for
the pointwise shrinkage method in predicting Subject 17. Second row: maps of
the shrinkage parameters on the same 6 slices for the local shrinkage method in
predicting Subject 17.

95



Right SOG

Figure 4.5 shows the maps of shrinkage parameters for Subjects 7 (top two rows)

and 9 (bottom two rows) in estimating the correlation map with right SOG.

Figure 4.5: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 7. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 7. Third row: maps of seed region right SOG on brain
slices. Fourth row: maps of the shrinkage parameters on the same 6 slices for
the pointwise shrinkage method in predicting Subject 9. Second row: maps of
the shrinkage parameters on the same 6 slices for the local shrinkage method in
predicting Subject 9.
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Left MOG

Figure 4.6 shows the maps of shrinkage parameters for Subjects 18 (top two

rows) and 19 (bottom two rows) in estimating the correlation map with left

MOG.

Figure 4.6: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 18. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 18. Third row: maps of seed region left MOG on brain
slices. Fourth row: maps of the shrinkage parameters on the same 6 slices for
the pointwise shrinkage method in predicting Subject 19. Second row: maps of
the shrinkage parameters on the same 6 slices for the local shrinkage method in
predicting Subject 19.
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Right MOG

Figure 4.7 shows the maps of shrinkage parameters for Subjects 2 (top two rows)

and 6 (bottom two rows) in estimating the correlation map with right MOG.

Figure 4.7: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 2. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 2. Third row: maps of seed region right MOG on brain
slices. Fourth row: maps of the shrinkage parameters on the same 6 slices for
the pointwise shrinkage method in predicting Subject 6. Second row: maps of
the shrinkage parameters on the same 6 slices for the local shrinkage method in
predicting Subject 6.
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Left IOG

Figure 4.8 shows the maps of shrinkage parameters for Subjects 8 (top two rows)

and 14 (bottom two rows) in estimating the correlation map with left IOG.

Figure 4.8: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 8. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 8. Third row: maps of seed region left IOG on brain
slices. Fourth row: maps of the shrinkage parameters on the same 6 slices for
the pointwise shrinkage method in predicting Subject 14. Second row: maps of
the shrinkage parameters on the same 6 slices for the local shrinkage method in
predicting Subject 14.
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Right IOG

Figure 4.9 shows the maps of shrinkage parameters for Subjects 13 (top two

rows) and 15 (bottom two rows) in estimating the correlation map with right

IOG.

Figure 4.9: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 13. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 13. Third row: maps of seed region right IOG on brain
slices. Fourth row: maps of the shrinkage parameters on the same 6 slices for
the pointwise shrinkage method in predicting Subject 15. Second row: maps of
the shrinkage parameters on the same 6 slices for the local shrinkage method in
predicting Subject 15.
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Left MFG

Figure 4.10 shows the maps of shrinkage parameters for Subjects 10 (top two

rows) and 20 (bottom two rows) in estimating the correlation map with left

MFG.

Figure 4.10: First row: maps of the shrinkage parameters γ(v) on 6 sagittal
slices for the pointwise shrinkage method in predicting Subject 10. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 10. Third row: maps of seed region left MFG on
brain slices. Fourth row: maps of the shrinkage parameters on the same 6 slices
for the pointwise shrinkage method in predicting Subject 20. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 20.
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Right MFG

Figure 4.11 shows the maps of shrinkage parameters for Subjects 5 (top two

rows) and 16 (bottom two rows) in estimating the correlation map with right

MFG.

Figure 4.11: First row: maps of the shrinkage parameters γ(v) on 6 sagittal
slices for the pointwise shrinkage method in predicting Subject 5. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 5. Third row: maps of seed region right MFG on
brain slices. Fourth row: maps of the shrinkage parameters on the same 6 slices
for the pointwise shrinkage method in predicting Subject 16. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 16.
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Left Cingulate

Figure 4.12 shows the maps of shrinkage parameters for Subjects 2 (top two

rows) and 11 (bottom two rows) in estimating the correlation map with left

cingulate.

Figure 4.12: First row: maps of the shrinkage parameters γ(v) on 6 sagittal
slices for the pointwise shrinkage method in predicting Subject 2. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 2. Third row: maps of seed region left cingulate
on brain slices. Fourth row: maps of the shrinkage parameters on the same 6
slices for the pointwise shrinkage method in predicting Subject 11. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 11.
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Right Cingulate

Figure 4.13 shows the maps of shrinkage parameters for Subjects 10 (top two

rows) and 19 (bottom two rows) in estimating the correlation map with right

cingulate.

Figure 4.13: First row: maps of the shrinkage parameters γ(v) on 6 sagittal
slices for the pointwise shrinkage method in predicting Subject 10. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 10. Third row: maps of seed region right cingulate
on brain slices. Fourth row: maps of the shrinkage parameters on the same 6
slices for the pointwise shrinkage method in predicting Subject 19. Second row:
maps of the shrinkage parameters on the same 6 slices for the local shrinkage
method in predicting Subject 19.
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Precentral Gyrus

Figure 4.14 shows the maps of shrinkage parameters for Subjects 2 (top two

rows) and 3 (bottom two rows) in estimating the correlation map with left and

right Cuneus.

Figure 4.14: First row: maps of the shrinkage parameters γ(v) on 6 sagittal slices
for the pointwise shrinkage method in predicting Subject 1. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 1. Third row: maps of seed region Precentral gyrus on
brain slices. Fourth row: maps of the shrinkage parameters on the same 6 slices
for the pointwise shrinkage method in predicting Subject 12. Second row: maps
of the shrinkage parameters on the same 6 slices for the local shrinkage method
in predicting Subject 12.
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Chapter 5

Soft Null Hypotheses: A Case
Study of Image Enhancement
Detection in Brain Lesions
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Abstract

This work is motivated by a study of a population of multiple sclerosis (MS) pa-

tients using dynamic contrast-enhanced magnetic resonance imaging (DCE-MRI) to

identify active brain lesions. At each visit, a contrast agent is administered intra-

venously to a subject and a series of images are acquired to reveal the location and

activity of MS lesions within the brain. Our goal is to identify the enhancing lesion

locations at the subject level and lesion enhancement patterns at the population level.

We analyze a total of 20 subjects scanned at 63 visits (∼30Gb), the largest popu-

lation of such clinical brain images. After addressing the computational challenges,

we propose possible solutions to the difficulty problems of transforming a qualitative

scientific null hypothesis, such as “this voxel does not enhance”, to a well-defined and

numerically testable null hypothesis based on the existing data. We call such proce-

dure “soft null” hypothesis testing as opposed to the standard “hard null” hypothesis

testing. This problem is fundamentally different from: 1) testing when a quantitative

null hypothesis is given; 2) clustering using a mixture distribution; or 3) identifying

a reasonable threshold with a parametric null assumption.

5.1 Introduction

Multiple sclerosis (MS) is a chronic immune-mediated disease of the central

nervous system that results in severe disability and mortality. Localized inflam-

matory lesions are observed in the brains of MS patients. The development of

magnetic resonance imaging (MRI) has had great impact on the clinical manage-

ment of MS. Characteristics of MS lesions such as volume, number, and location
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are crucial. In particular, dynamic contrast-enhanced MRI (DCE-MRI) is used

to identify active white matter lesions through detection of associated abnor-

malities in the blood-brain barrier (BBB). During each visit, a patient’s brain

is scanned to first acquire a few baseline MR images. After a contrast agent,

gadolinium chelate, is administered intravenously, a sequence of post-injection

MRIs are obtained to show which areas of the brain have altered magnetic prop-

erties due to the presence of the contrast agent, observed as increased intensity

in these regions. Post- and pre-injection images are compared to identify un-

usual “enhancement” patterns, suggesting localized disruption of the BBB and

thus lesion activity.

As an illustration, the top and middle rows of Figure 5.1 show sagittal slices

of T1-weighted MRIs from two patients. T1-weighted MRIs are obtained by

measuring the energy emitted by protons to return to their original state af-

ter being excited by a radiofrequency (RF) pulse. The RF signal decays with

an exponential curve characterized by a parameter T1; tissues with different

paramagnetic properties appear differentiated in the image because the signal

decay rate varies by tissue type. In Figure 1, the left column corresponds to

pre-injection images, and the post-injection images at two different time points

are on the middle and right columns. The bottom row shows the same slice for

subject 2 at a subsequent visit to provide information about disease progres-

sion. The black contours provide the estimated lesion locations obtained from

an automatic segmentation algorithm Leion-TOADS (Shiee et al. , 2010), that

is only based on the baseline cross-sectional image. From pre- to post-injection

images, the intensities of some lesion voxels transition from dark gray to white.

Indeed, the intensity trajectories of voxels throughout the brain have various
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spatiotemporal patterns as shown in Figure 5.2. Region-specific patterns are

clear to reflect the characteristics of different tissues. For example, intensities

of non-enhancing lesions and normal appearing white matter (NAWM) stay

roughly flat over time, while the major blood vessels have a big jump imme-

diately after the gadolinium injection and a quick decay afterwards. Voxels in

enhancing lesions increase in intensity slowly and remain higher than baseline

at the end of the visit.

Even within a lesion, the time series can vary dramatically, with newer

lesions being more likely to enhance (Gaitán et al. , 2011). Our scientific inter-

ests focus on identifying newly developed lesion voxels based on their intensity

curves, and quantifying their enhancement patterns. The current practice of

visual inspection by trained radiologists is effective for targeting the enhancing

lesion as a whole, but remains qualitative and prone to error, especially for

smaller lesions and more subtle enhancement patterns. Quantitative methods

for describing the temporal structure and identifying enhancing lesion voxels

are important for clinical practice and for advancing our understanding of MS

pathophysiology.

5.1.1 Data Description and Previous Work

In this study, we consider 63 DCE-MRIs from 20 subjects. Each scan was

recorded at a single study visit and many subjects were observed over multiple

visits. During each study visit, we obtain a series (11 to 19) of T1-weighted

images before, during, and up to 74 minutes after injection of the contrast

agent. One male subject (subject 1) was followed over 155 mins post-injection

at one single visit, with 67 images acquired to assess long-term enhancement
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Figure 5.1: Sagittal slices from a DCE-MRI for two subjects acquired at 3
time points before and after contrast agent injection within one visit. The
images were acquired at 7 minutes before injection, and 4 and 32 minutes after
injection. The black contours depict estimated lesions using Lesion-TOADS.
First row: subject 1; second and third rows: subject 2 at two consecutive visits.
One lesion of subject 1 and the ring-shaped lesion of subject 2 gradually light
up over time. However, the ring-shaped lesion enhances less at the follow-up
visit.

behaviors. The T1-weighted images from each visit are stored in a 4-dimensional

array. The first 3 coordinates represent the right-left, posterior-anterior, and

inferior-superior axes and are of dimension 182× 218× 182 for a total of more

than 7 million entries. The 4th dimension records the time at which the images
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Figure 5.2: Time series of voxel intensities in different regions of the brain
from one visit. Voxels are randomly selected from the groups classified by
the segmentation algorithm. Blood vessel voxels are selected based on visual
inspection of images and are only sampled from a few major vessels. Left axis:
raw intensities; right axis: normalized intensities; x-axis: time in minutes.

are acquired during the visit. The time points are calibrated so that the con-

trast agent injection occurs at time 0. Images within a visit are co-registered

through a rigid-body algorithm. All images from the whole dataset are then

rigidly registered to the Montreal Neurological Institute (MNI) standard space.

A skull-stripping procedure (Carass, 2007) was used to remove voxels that are
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outside the brain. The Lesion-TOADS algorithm (Shiee et al. , 2010) automat-

ically segments brain tissues into cerebrospinal fluid, gray matter, white-matter

(WM) lesions and normal-appearing white matter (NAWM). The segmentation

is stored in 3-dimensional binary arrays as tissue-specific masks.

Most of the existing methodologies in analyzing DCE-MRIs deals with one

subject at a single visit each time. Among them, the state-of-art approach is to

apply pharmacokinetic (PK) (Davidian & Giltinan, 1995) models at every voxel

(Tofts et al. , 1999; Yankeelov et al. , 2005; Li et al. , 2005). Through a set of PK

parameters, the model connects the observed intensity trajectory with dynamic

concentration of contrast agent and tissue characteristics. The extracted tissue

characteristics are then used to identify abnormal behavior in lesions. The

appeal of PK models is that they are intuitive, simple, and derived from well-

defined physical models. However, PK models fail on more than 80% of the

brain voxels in our example. Perversely, they fail exactly where quantification

is most important: in areas of moderate and small enhancement in and around

lesions. A quick inspection of Figure 5.2 should explain why this is the case:

models that work in the middle of the lesion may be completely inadequate

in the normally appearing white matter, blood vessels, or areas immediately

surrounding the lesion. Moreover, PK models make assumptions that are hard

to defend in practice: in particular, that a fixed number of compartments is

enough for every voxel irrespective to their tissue types. Our experience is

that the standard single-compartment PK model works well in practice after

enhancing lesion regions are identified and only for those voxels with pronounced

enhancement. But neither assumptions is appropriate for our dataset.
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5.1.2 Computational Challenges

Based on the previous observations for PK modeling, Shinohara et al. (2011)

proposed an alternative approach using functional principal component analy-

sis (FPCA) to extract population-level features of lesion enhancement. Results

from 10 cross-sectional DCE-MRIs suggested that lesion enhancement patterns

were captured by two principal components (PCs) and that the enhancing le-

sion voxels had high principal scores on the corresponding two PCs. In this

paper, we examine the population-level enhancement patterns using a dataset

that is roughly 6 times larger and has more complex structures. This creates

computational challenges in multiple aspects.

First, each DCE-MRI consists of a time series of 20 to 60 high resolution

brain images. The average size of such an image is 0.5GB. In this paper, we

have 63 such scans, resulting in the largest dataset of this type that has ever

been analyzed at the population level. The largest DCE-MRI contains almost

100 million observations, while an average DCE-MRI has roughly 20 million

entries. In comparison, a typical functional MRI (fMRI) scan contains the time

series for about 100, 000 voxels (Linquist, 2008). Storing and analyzing these

data is challenging. Indeed, data cannot be loaded in the computer memory all

at once. Instead, all operations have to be streamed and be made compatible

with sequential access to data. Thus, even the simplest operation like calculat-

ing the covariance matrices and sample means has to be done using streaming

algorithms.

Second, every scan contains a sequence of 3-dimensional MR images which
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gives rise to millions of time series whose enhancement patterns depend on lo-

cation, tissue class and property, blood flow around the region and time from

lesion occurrence. Thus, in addition to the temporal correlations within each

voxel intensity trajectory, there are complex, a priori unknown spatial correla-

tions between any two intensity trajectories that cannot be fully explained by

the spatial distance between voxels. Both computational methods and visual-

ization tools have to preserve important spatio-temporal properties of the data

without relying on parametric assumptions that are hard to defend in practice.

Third, an additional complexity of the problem lies in that DCE-MRIs ob-

tained from different study visits are measured at different time intervals and

for different lengths of time, while time is not exchangeable. Thus, this raises

a fundamental question about how to estimate the population-leve covariance

operator when there are 63 blocks of unmatched time series that are sampled

at different time points with different total length. In addition, images are ex-

pressed in arbitrary units, which makes any attempt of population-level quan-

titative analysis impossible without reasonable normalization.

In the following part of the paper, we first discuss in Section 5.2 on how to

overcome the computational difficulties for our much larger dataset and perform

a confirmatory analysis for the findings in Shinohara et al. (2011). Some ad-

ditional challenges then appear after we conduct PCA and obtain the principal

scores. Our main question is how to design a null hypothesis and a test on

the bivaraiate principal score space that are consistent with the visual inspec-

tion (qualitative assessment) from the raw intensity data in finding enhancing

lesion voxels. We present the soft-null approach in Section 5.3 as a multi-step

procedure to generate our quantitative hypothesis through several iterations of
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modification and data evaluation. Such steps are computational nontrivial.

5.2 Validation of Established Techniques

As indicated in Section 5.1.2, a few problems must be addressed before testing

for enhancement. First, the unit of raw MR intensities, the length of the scan-

ning session and the sampling timing of MRI scans within session vary within or

across subjects, making population-level analyses and generalizations difficult.

Second, data are very large and require dimensionality reduction.

For the first problem, we normalize the intensity of each image with respect

to NAWM intensities within the same image measured before gadolinium in-

jection as suggested in Shinohara et al. (2011). In particular, the images are

normalized as Yi(t, v) =
Y O
i (t,v)−µi,0√

Vi,0
, where Y O

i (t, v) is the raw intensity of voxel

v at within-visit time t for visit i, Yi(t, v) is the normalized intensity, and µi,0

and Vi,0 are the sample mean and variance for the pre-injection intensities of

all NAWM voxels. The procedure is simple and only requires data within the

same visit. Given the normalized images, we truncate the length of the scans at

80 minutes post-injection, smooth the time series for each voxel at every visit

using linear interpolation, and resample the intensity values on a common time

grid. Although the inconsistent imaging acquiring time complicates analysis,

it also provides more information of the the population-level features that are

not fully captured by the sparse sampling grid of each individual image. Note

that linear interpolation is chosen over spline smoothing for computational con-

siderations given the large number of voxels to be smoothed (spline smoothing
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procedure takes 0.1ms more per voxel). More importantly, we do not find appre-

ciable improvement from using more sophisticated smoothing techniques such

as splines.

To solve the second issue, we deploy the PCA approach from Shinohara et al.

(2011) on a much larger dataset (63 versus 10 scans). We investigate the re-

producibility of such conclusions on our dataset. More specifically, we conduct

population-level PCA directly on the normalized and interpolated time series

{Yi(tj, v), j = 1, 2, ·, T}, where {t1, t2, ..., tT} is a discrete time grid and T = 100

in our analysis. Conceptually, we can stack {Yi(·, v), v = 1, 2, · · · , Vi, i =

1, 2, · · · , I} from all voxels and all datasets into a (
∑I

i=1 Vi) × T matrix and

conduct singular value decomposition on it, with Vi being the total number of

brain voxels from dataset i and I = 63 being the number of images. However,

such a matrix would be too large to store. Carefully tailored block-matrix cal-

culations and sequential access to data can be used instead. We estimate the

covariance function K(s, t) evaluated in both arguments on the common time

grid by the method of moments estimator K̂ := {σ̂(s, t)}s,t∈{t1,t2,...,tT }. Here

σ̂(s, t) = 1
n

∑n
i=1

1
Vi

∑Vi
v=1{Yi(s, v)− Ȳ (s)}{Yi(t, v)− Ȳ (t)} and the average in-

tensity Ȳ (t) =
∑

i

∑Vi
v=1 Yi(t,v)∑

i Vi
at time t approximates µ(t). Both Ȳ (t) and σ̂(s, t)

can be obtained by reading in the dataset sequentially. K̂ is a matrix of di-

mension T × T and can be stored and diagonalized. We conduct an eigenvalue

decomposition on the low-dimensional matrix K̂ and obtain the population-level

principal components (PLPCs).

The first nine PLPCs (Figure 5.3) resemble those obtained from the 10 cross-

sectional datasets in Shinohara et al. (2011). As the earlier data is a subset of

our dataset, we conduct the same analysis excluding those in Shinohara et al. ,

116



Figure 5.3: The first nine PLPCs from the population-level analysis of the 63
visits are shown in blue lines. The numbers in percentage at the bottom right
corner are the proportions of variance explained by each component. The dashed
red lines show the first nine PLPCs obtained by the 10-subject analysis from
Shinohara et al. , 2011. The first four curves are almost identical. Since the PC
components are invariant with respect to sign, the 5th to the 7th components
from the 10-subject results were flipped to match with PLPCs from the larger
analysis.

2011 and obtain similar results (omitted). Smoothing the covariance operator

may be done before eigenvalue decomposition. However, this was unnecessary

due to the large number of voxels and dense sampling across subjects. The
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first four PLPCs explain more than 99.5% of the total variance. PC 1 is flat

over time and accounts for heterogeneity of baseline intensities across different

brain regions. PC 2 describes an instantaneous increase in voxel intensity after

injection, reflecting contrast dynamics in blood vessels (see, for comparison, the

bottom right panel in Figure 5.2). PC 3 displays a slow increase over time and

corresponds to the gradual brightening of some voxels within enhancing lesions.

PC 4 shows a fast increase followed by a fast decline in voxel intensity, peaking

at approximately 30 minutes after injection.

After the PLPCs have been estimated, the principal score for PC k at voxel

v in dataset i is obtained as ξik(v) = 〈Yi(t, v), φk(t)〉 ≈
∑T

i=1 Yi(ti, v)φk(ti),

where φk(t) is the eigenfunction for PC k. The scores are then mapped back

to the brain (Figure 5.4) where spatial correlation is reconstructed. Figure 5.4

displays maps of the first 4 principal scores for visit 1 of subject 2 (middle panel

of Figure 5.1) on four different slices, confirming interpretation of the PLPCs.

We conclude that although the 1st and 2nd PCs explain the majority of the

variability in the brains, it is the 3rd and 4th PCs that capture the behavior of

voxels which gradually enhance over time.

Note that we do not model the longitudinal trend of the intensity time series

across multiple clinical visits, but instead obtain the PLPCs under the indepen-

dence assumption. The main consideration for such practice is the computa-

tional cost and model simplicity. The similarity between the first nine PLPCs

from our data and those from the smaller cross-sectional data in Figure 5.3 also

justifies the use of working assumption. We could model the longitudinal effect

using fast algorithms (Greven et al. , 2010; Zipunnikov et al. , 2014; Shou et al.

, 2013b). However, among the 20 subjects that we have images from, only 7
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(a) PC score 1 (b) PC score 2

(c) PC score 3 (d) PC score 4

Figure 5.4: PC score images in the brain of the second subject on four sagittal
slices. Voxels with high 2nd principal scores are mostly in blood vessels. Some
lesions (within the black contours), however, also have high PC2 scores. The
ring-shaped lesion contains voxels with high PC3 and PC4 scores, but some of
the voxels near the back of the brain also have similar scores.

subjects have more than two visits. The longitudinal component will only be

estimated based on the information from the 6 patients and might not be stable

and generalizable. Furthermore, the longitudinal trend across multiple visits

within the same subject are reflected through the induced principal scores. A

voxel-wise longitudinal model on the bivariate score space can be implemented
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relatively easily using standard multivaraite mixed effects techniques (Aston

et al. , 2010). But this is not our main interest.

To quantify enhancement, we restrict our analysis to the bivariate principal

score space Si =
[
{ξi3(v), ξi4(v)}, v = 1, 2, ..., Vi

]
. The left panel of Figure

5.5 displays scatter plots of these pairs of principal scores for 5 subjects (each

subject shown in a different color). These plots contain a dense central area

with long right tails shooting towards the top-right corner of the plot. A nat-

ural approach would be clustering the cloud into several groups by fitting a

sequence of mixture distributions (supplementary document Section C), and

identify one of the clusters as the enhancing lesion voxels (right panel of Figure

5.5). However, the number of voxels that are estimated to enhance (the blue

dots) is very large regardless of the number of mixtures that we fit. This is

because we are dealing with millions of voxels that do not enhance at all, most

of which are concentrated around the origin, mixed with hundreds of thousands

of lesion- and non-lesion voxels whose patterns of enhancement span the con-

tinuum from very subtle to ultra-obvious. From a statistical perspective we are

thus confronted with a subject-specific complex mixture of an unknown number

of distributions with unknown characteristics. Without a rigorous definition

of “non-enhancement” that can pass visual inspection of data and results, we

quickly run into circular logic.

Instead of clustering, we will take the hypothesis testing approach where

the main problem becomes finding a rigorous definition for the null hypothesis

of “non-enhancement” and a decision boundary that discriminates between le-

sion enhancement voxels and other voxels. In the next section, we consider a

sequence of working null hypotheses that quantify the scientific hypothesis of
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Figure 5.5: On the left panel shows the scatterplot of 3rd and 4th PC scores
from 5 subjects and 1 visit per subject. Voxels in WM masks are colored by
visit, and other voxels are shown in gray. Most of the dots are concentrated
around the origin, meaning that the majority of voxels have relatively small PC
3 and 4 scores; While a small group of voxels have extreme PC scores, shown
in the plot as the arms shooting towards the upper-right corner. Also note that
data from 5 subjects overlap with each other quite well, which suggests that
the normalization procedure corrects most of the heterogeneity across differ-
ent data. On the right we have the clustering results using a mixture of two
bivariate normals for the 3rd and 4th PC scores from one dataset. Two ellip-
soids: the two normal distributions (mean plus one standard deviation). Red
dots: estimated non-enhancing voxels. Blue dots: estimated enhancing voxels.
Bonferonni correction was used.

detecting enhancing lesion voxels. We argue that this problem requires careful

hypothesis development, testing on data, followed by refinement of both hypoth-

esis and test statistics. As few statistical textbooks discusses this data-based

process that applied Statisticians have been using forever, we contend that this

is a new theoretical concept.
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5.3 Soft Null Hypothesis Testing

The classical hypothesis testing aims to assess the congruence of the observed

data with a formal and testable hypothesis of interest, which we refer to as

a “hard” null hypothesis. However in our example, one qualitative scientific

hypothesis may be interpreted in various ways and correspond to a set of ‘hard’

null hypotheses. Defining and choosing a rigorous null hypothesis is difficult

and may heavily affect the testing results.

We propose ‘soft’ null testing procedure as a framework for assisting the

transition from a scientific notion to a well-defined hypothesis that is appropriate

for testing. In this procedure, data play an important role in generating, refining

and selecting the hard null hypothesis from a sequence of candidate hypotheses.

Although many investigators may have currently been using information from

data, consciously or not, to build up hard null hypothesis, the framework that

we describe formalizes this process and highlights its importance. The soft null

procedure consists of the following steps: 1) quantify the qualitative hypothesis,

which provides a likely set of candidate null hypotheses; 2) test the candidate

hypotheses on a training dataset; 3) based on the testing results, re-evaluate the

the candidate hypotheses and generate more refined hypotheses; 4) identify a

few as suitable hard null hypotheses to conduct the classical inference paradigm.

Using the application of lesion enhancement detection to illustrate the details

of soft null procedure, we aim to add some structure and statistical rigor to

“hypothesis generation”, which is an ill-defined process usually left to scientists.

Specifically, our objective is to refine quantitative approaches to testing en-

hancement at the voxel level. Figure 5.1 indicates that many parts of the brain,
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such as the blood vessels and meninges also increase in intensity. Moreover,

lesion locations are not accurately estimated. Thus, defining the null hypoth-

esis of normal intensity change in lesions is difficult. Precise formulation of

“enhancement” other than a qualitative description of ‘a transition from shades

of black to shades of white in images’ is needed through a process of gener-

ating and refining the definition of possible null hypotheses. In Section 5.3.1

and 5.3.2, we investigate five biologically meaningful working null hypotheses

and estimate the associated null distributions. Three of them are based on

visit-specific data and two are based on population-level analyses. From the

narrowest definition of non-enhancement to more liberal definitions, these null

hypothesis corresponding to “no enhancement” have different interpretations

and incorporate various levels of additional information.

5.3.1 Null distribution based on a single visit

We propose several approaches that define null distributions estimable from

the data measured at a single study visit. Such a visit-specific null distribution

avoids issues caused by inappropriate normalization and registration across sub-

jects and visits.

H0,1 Counterfactual Null

We first consider the following null:

H0,1: voxel-specific time series dynamics is the same before and after

contrast injection
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Let Yi(t, v) be the intensity of voxel v at time t at visit i, µi,<0(v) and σ2
i,<0(v) be

the voxel-specific mean and variance of intensities measured before time 0 (injec-

tion). For voxels where H0,1 holds, their intensity should have the same distri-

bution before and after injection. In particular, these voxels will have the prop-

erty A1,i :=
{
v : E[Yi(t, v)] = µi,<0(v) , V ar[Yi(t, v)] = σ2

i,<0(v) for all t
}

. We

call H0,1 the counterfactual null hypothesis because it defines non-enhancement

based on the intensity time series of voxels when gadolinium injection is absent

(not observed in our study).

We now focus on estimating the bivariate distribution of the 3rd and 4th PC

scores for non-enhancing temporal patterns under H0,1. We assign each voxel

a non-enhancing ‘match’ by simulating a counterfactual time series based on

pre-injection observations:

Y null
i (t, v) = µ̄i,<0(v) + si(t, v), (5.1)

where µ̄i,<0(v) = 1∑
t I(t<0)

∑
t<0 Yi(t, v) is the averaged pre-injection intensity

that estimates µi,<0(v), I(t < 0) is the indicator function for t < 0, and si(t, v)

is randomly sampled from the collection of residuals of all the voxels before time

0; namely, si(t, v) ∈ {ri,<0(u) = Yi(s, u) − µ̄i,<0(u) : s < 0, u = 1, 2, · · · , Vi}.

Figure 5.6(a) displays 7 sample time series from the original dataset together

with their simulated counterfactual ‘matches’. This procedure assumes that

the errors deviating from the pre-injection mean are white noise and follow a

common distribution across all voxels. Figure 5.6(b) supports this assumption

as the standard deviation of the pre-injection intensities for each voxel is roughly

independent of its mean and does not vary across tissue types.
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(a) (b)

Figure 5.6: (a) Time series of seven voxels from a single subject and their coun-
terfactual curves generated under H0,1. (b) Standard deviations of {ri,<0(v)}
(y-axis) versus µ̄i,<0(v) (x-axis). Each point corresponds to one voxel in the
brain. The left axis is in the raw intensity scale and the right axis is in the nor-
malized scale. The color indicates tissue types according to the segmentation
information available. Black dots are the coefficients of variation calculated for
each voxel. The standard deviation does not seem to depend on the tissue type
or on the mean intensity.

After simulating the non-enhancing counterpart for all voxels Ỹi, where

Ỹi is defined as {Y null
i (t′, v)}Vi×T , we project them onto the kth (k = 3, 4)

component space and obtain the ‘nullified’ PC score for voxel v as ξnullik (v) :=

〈Y null
i (·, v), φk(·)〉 ≈

∑
t Y

null
i (t, v)φk(t). We then estimate the density of the

null distribution based on {ξnulli3 (v), ξnulli4 (v)}. For our analysis, we fit a bivariate

Gaussian distribution N(û, Σ̂) to these scores. The p-value for voxel v can be

interpreted as the probability of observing a sample from N(û, Σ̂) that is more

extreme than {ξ3(v), ξ4(v)}. Specifically, we define:
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pv =


Φ
(
ξ3(v) < ξ3, ξ4(v) < ξ4|û, Σ̂

)
, if ξ3(v) > u3 and ξ4(v) > u4;

Φ
(
ξ3(v) < ξ3, ξ4(v) > ξ4|û, Σ̂

)
, if ξ3(v) > u3 and ξ4(v) ≤ u4;

Φ
(
ξ3(v) > ξ3, ξ4(v) < ξ4|û, Σ̂

)
, if ξ3(v) ≤ u3 and ξ4(v) > u4;

Φ
(
ξ3(v) > ξ3, ξ4(v) > ξ4|û, Σ̂

)
, if ξ3(v) ≤ u3 and ξ4(v) ≤ u4.

(5.2)

where Φ(·|û, Σ̂) is the cumulative distribution function of N(û, Σ̂) with û =

(u3, u4)
T . At 95% confidence level under Bonferroni correction, we reject H0,1 for

voxels whose pv < 0.05/Vi, where Vi is the number of voxels for subject i and is

typically in the millions. Given the observed strong enhancement patterns in the

brain, doing a Bonferonni correction is not too conservative. On the contrary,

we believe that a correct definition of the null hypothesis is the most influential

factor in concluding scientific results. We exclude voxels with negative ξ3 or

ξ4 since we are only interested in those with high scores. R1,i =
{
v : pv <

0.05/Vi, ξ3(v) > 0, ξ4(v) > 0
}

is the rejection region.

Figure 5.7 summarizes the testing results of H0,1 for the subject 1. In 5.7(a),

the p-value of each voxel is coded using the color scheme shown in the leg-

end. The red dots are amplified for clarity. The black ellipsoid indicates the

Bonferroni-corrected 95% confidence region under H0,1. The significance level

in this example equals 3.33 × 10−8. Figure 5.7(b) shows the location of the

rejected (enhancing) voxels in four different slices of the brain. On slice 65,

part of lesion 1 is successfully identified with extremely small p-values. Some

voxels in the second lesion are also selected (shown in slice 72). On slice 96, a

group of orange dots near the forehead indicates an enhancing lesion that was

not detected by the automated lesion segmentation method, but is discovered

by our method. It was later confirmed through visual inspection by an expert

neuroradiologist with extensive experience with MS. In 5.7(d), we stratify the

126



(a) (b)

(c) (d)

Figure 5.7: Analysis results of data for subject 1 using the counterfactual null.
(a) The p-value of each voxel is represented in color and the size of red dots are
amplified for clarity. The black ellipsoid is the 95% confidence contour under
Bonferroni correction. In this subject, the number of voxels equals 1502307.
Therefore, voxels with p-values below 3.33 × 10−8 are rejected under H0,1; (b)
The location of rejected voxels in four different slices of the brain. Slice 65
and 72 show that voxels in the enhancing lesion are successfully classified, but
part of another lesion is also identified. A few white matter voxels that are
selected on slice 90. On slice 96, a group of orange-colored voxels corresponding
to an enhancing lesion that was missed by the automated lesion segmentation
method, is discovered by our method; (c) Voxels in the white-matter mask that
have significant p-values; (d) We stratify the voxels by their p-values into four
groups and draw 20 random sample series in each group. The trajectories are
the observed time series and the black curve is the average. The upper-left
graph shows voxels that are not deemed enhancing.
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voxels into four groups by their p-values, draw 20 random samples from each

group and plot their time series (shown in color corresponding to p-value) as

well as the average intensity curve (black). Small p-value (significant result in

the testing) is consistent with large degree of enhancement in the observed time

series.

This approach works reasonably well. However, we find that {ξnull3 , ξnull4 } are

highly concentrated around the origin and Σ̂ is quite small (the black ellipse in

5.7(a)). This results in a rejection region that is too large and leads to many

false positives; see Figure 5.7(b). More precisely, in this example, H0,1 is rejected

at 5.7% of the whole-brain voxels. Among the rejections, 0.88% are labeled as

“within-lesion” by the Lesion-TOADS algorithm, 0.83% are in the NAWM mask

and the rest fall outside the white matter mask. In fact H0,1 is rejected in many

regions that are not of biological interest, including blood vessels, non-enhancing

lesions and even NAWM (see, for example, slice 90 in 5.7(b)). Such problem

is not solved even if we fit a mixture Gaussian distribution to {ξnull3 , ξnull4 }. We

conclude that pre-injection behavior of a voxel cannot accurately approximate

its post-injection behavior, even if that voxel is not in an enhancing lesion. If

we constrain the candidate voxels to be within the white matter mask, many

false positive voxels can be excluded; for example, comparing Figure 5.7(c)

with 5.7(b) indicates that such a procedure would eliminate the voxels near the

meninges or around larger veins. However, many of the voxels of the new lesion

that we identified in the forehead would also be excluded, which would prevent

a scientific finding. An additional problem with this type of analysis is that

white matter masks from automated methods such as Lesion-TOADS are far

from perfect and in many studies may not even be available. Therefore, we
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insist on conducting the whole-brain analysis.

Although the counterfactual null is liberal for detecting enhancing lesions, it

provides us an unique exploratory tool that assists in understanding the actual

enhancement mechanism and quantifying enhancement pattern from a single

scan when no other segmentation information is available. Indeed, the testing

results from H0,1 motivate a new set of hypotheses H0,2 and H0,3 which account

for the intensity change in normal regions.

H0,2 NAWM-based Null

We have seen that even voxels in NAWM may become brighter after the gadolin-

ium injection and have positive 3rd and 4th PC scores. This is due to normal

blood flow to the tissues through capillaries or small vessels. To diminish false

positives, we need to account for these normal intensity changes when building

null hypotheses. This is possible when a NAWM mask is available (from a seg-

mentation algorithm) for each visit. Our null hypothesis may then be expressed

as:

H0,2: the voxel-specific time series dynamics is the same with those

of NAWM voxels

As a result, for voxel v0 where H0,2 is true, {ξ3(v0), ξ4(v0)} follows the same

distribution as in A2,i := {[ξ3(v), ξ4(v)], v ∈ NAWM}. As the true NAWM

segmentation is unknown, we estimate A2,i by Â2,i =
{

[ξ3(v), ξ4(v)], v ∈ NAWM

masks estimated by the Lesion-TOADS algorithm
}

. Similar to the previous

approach, we estimate the null distribution by fitting a bivariate normal to Â2,i

and calculate p-values for each voxel.
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Compared to the counterfactual null, H0,2 generates a much broader 95%

confidence region (black contour in Figure 5.8(a)). For the same data from

subject 1, 2.38% of the voxels in the brain are rejected, among which 1.4% are

in the lesion masks and 0.19% are in the NAWM mask. The main difference

between Figure 5.7(b) and 5.8(b) is on slice 90 where most of the NAWM voxels

that are identified as enhancing in H0,1 are filtered out when testing H0,2. While

selecting fewer false positive voxels, the enhancing voxels in the lesion areas are

still identified and are shown on slice 65, 72 and 96 of Figure 5.8(b).

H0,3 Complementary Null

H0,2 successfully identified enhancement in lesions and eliminated most of the

NAWM voxels falsely classified using the counterfactual null. However, it fails to

separate voxels in the enhancing lesions from those in blood vessels and around

the meninges. We conclude from Figure 5.5 that this is inevitable if we base our

analysis only on {ξ3(v), ξ4(v)} but no additional information. This is because

the PC scores for voxels outside the WM mask (gray dots in Figure 5.5) spread

as widely as lesion voxels (the upper-right tail of the colored dots). To solve

this, we consider including both NAWM and voxels outside white matter in the

null distribution estimation. The corresponding null hypothesis for this case is:

H0,3: the voxel-specific time series dynamics is the same with that

of non-lesion voxels

We call H0,3 the complementary null because it is defined based on the comple-

ment set of the lesion masks where we are interested in searching for enhance-

ment. We denote the null set of PC scores under H0,3 byA3,i :=
{

[ξi,3(v), ξi,4(v)],
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v is not in lesions
}

. Similar to H0,2, we estimate A3,i by
{

[ξi,3(v), ξi,4(v)], v /∈

lesion masks
}

.

The bottom row of Figure 5.8 shows the results from applying the test to

the first subject. Compared with H0,2, a smaller number of voxels (0.37% of the

whole brain) are rejected and a larger proportion (4.03%) of the rejections are

located in the lesion masks. H0,3 is more conservative in terms of defining en-

hancement compared to the first two null hypotheses and generates the smallest

rejection region among the three visit-specific null hypotheses. On slice 72 in

5.8(d), voxels in the second lesion are no longer selected as significant, but the

forehead lesion is still detected. In addition, the number of false positive voxels

around the edge of the cerebrum and in the vessels is greatly reduced. Note

that through comparing the testing results of different null hypotheses using

data from one subject and combining it with spatial information, we are able

to better understand the qualitative scientific null hypothesis.

Both H0,2 and H0,3 rely on the segmentation masks for each dataset. A

natural question would be: how much do results depend on the segmentation

accuracy? Indeed, given a perfect lesion segmentation we could restrict our

analysis to the lesion mask. However, all segmentation algorithms are imper-

fect. Instead of applying the lesion masks to filter the final testing result, we

incorporate the mask in the null distribution estimation. We believe that the

segmentation is correct for most of the voxels and the correctly labeled voxels

form a representative sample from the population. As a result, density estima-

tion is not severely biased by the misclassification. In fact, the testing results

can conversely be used to tune the segmentation algorithms. For example, as

shown in the supplementary document, testing results for subject 2 reveals that
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one lesion on slice 109 has an enhancing region that lies outside the original

lesion mask. After visual inspection our collaborators indicated that the mask

was indeed flawed and that our approach correctly identified the extent of the

lesion enhancement.

As we progress from H0,1 to H0,3, the definition of null hypothesis is refined

and various comparisons across the results can be investigated. The sequential

hypotheses testing procedure unveils various degrees of dynamic changes in voxel

intensities throughout the brain. Despite the consistency in detecting lesion 1

as well as the frontal lobe lesion, the associated non-rejection areas at the same

α-level become larger and the proportion of rejections in lesion masks increases

in accordance with visual inspection. If interest lies in a more liberal partition of

voxels which detects diffuse enhancement throughout the brain, then H0,1 may

be ideal. However, if isolating lesion voxels that have dramatic enhancement

properties is the goal, H0,2 or H0,3 are more appropriate.

5.3.2 Population-level Null Distribution

The scenarios presented in this previous section are defined within a single DCE-

MRI dataset. In most studies, however, data from multiple subjects and visits

are collected. Incorporating information from multiple subjects and visits is key

in classical statistical problems for evaluating variability in a population. Here,

we consider formulating null hypotheses that borrow strength across datasets

to estimate null distributions.
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H0,a NAWM across Samples

We start with an approach that is similar to H0,2. Using data from multiple

subjects accounts for population heterogeneity that is not addressed by normal-

ization. It also allows us to apply the estimated null distribution directly to

future images acquired under the same protocol and avoids requiring segmen-

tation results for the particular visit being analyzed. Here we define the null

hypothesis in terms of the intensity behavior from voxels in the NAWM masks

of all DCE-MRIs.

H0,a: the voxel-specific time series dynamics is the same with

those of NAWM voxels in the population

Let Aa :=
{

[ξj,3(v), ξj,4(v)], INAWM(v) = 1, J ∈ I\{i}
}

, where J is the index

for all images. To estimate the null distribution under H0,a, we fit a Gaussian

distribution to the 3rd and 4th PC scores for all voxels which are classified as

NAWM from visits other than the one to be tested. We then apply the testing

procedure developed previously. Taking the first subject as an example (upper

row of Figure 5.9), we reject 0.47% of the voxels in the brain, among which

3.52% are in the lesion mask and 0.34% are in the NAWM mask. With a larger

number of voxels that can be used for density estimation, this paradigm provides

more stable results than the visit-specific cases from Section 5.3.1. Compared

with H0,2 (Figure 5.8(b)), H0,a classifies far fewer voxels around the meninges

and vessels as “enhancing”. Even though these voxels are not contained in the

NAWM masks and do not contribute in estimating the null distribution, their

temporal patterns are correctly identified as null. This is due to the incorpo-

ration of population-level variation in the NAWM. To justify the population
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level analysis, we show in the Figure 5.10 the intensity time series for a random

sample of voxels that are rejected under H0,a from two different subjects. Note

that subject 1 (left panel) has longer scan duration then subject 2 (right panel).

Between 0 to 60 min period, the intensity curves from the two subjects show

a similar pattern and scale by tissue types (indicated by color). In the next

section, we consider estimating the normal variation across brain using control

subjects to incorporate the variation across brain areas other than NAWM.

H0,b PPMS as Control

In order to detect differences in temporal patterns of abnormally enhancing

MS lesions, one may also consider comparing the whole brain to controls. The

ideal option would be to study DCE-MRI scans in healthy subjects. But the

injection of a contrast agent is not completely risk-free and thus unethical to

healthy subjects. One way around the problem is to identify subjects who were

scanned, but whose DCE-MRI would be expected to be closest to that of a

healthy brain.

There are multiple subtypes of MS disease (Fox et al. , 2006; Lublin &

Reingold, 1996). Approximately 85% of MS patients initially present with

relapsing-remitting MS (RRMS) involving acute attacks. These patients usually

recover spontaneously within a few weeks. Following RRMS, some patients en-

ter secondary progressive MS (SPMS), in which tissue damage accumulates and

disability progresses over time. In contrast, primary progressive MS (PPMS)

patients do not spontaneously recover but gradually worsen after disease on-

set. Lesion enhancement on DCE-MRI is seen primarily in RRMS patients, but

seldom in PPMS subjects (Capra et al. , 1992). Thus, subjects with PPMS
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provide an alternative population that may be used as controls. Figure 5.11

compares the 3rd and 4th PC scores for all of the PPMS subjects (left) in our

dataset and four randomly chosen subjects with RRMS. The red dots represent

voxels in the lesion masks. Note that the PC scores for PPMS are concentrated

around the origin while dots for RRMS lesions tend to exhibit arms shooting

towards the top-right corner, indicating high values corresponding to enhance-

ment. There are, however, some RRMS visits (the bottom-left plot in the right

panel) without such arms, indicating subjects that are free of enhancing lesions

at the time. We formulate the null hypothesis with respect to PPMS patients

as

H0,b: the voxel-specific time series dynamics is the same with

those of brain voxels of PPMS subjects

A closer look at H0,b indicates that voxels from the PPMS subjects are

implicitly assumed to exhibit all the normal temporal behaviors except those

corresponding to lesion enhancement. We also assume that voxels from RRMS

patients follow a mixture distribution of these normal behaviors and enhance-

ment behaviors. We obtain the stable density estimation of null distribu-

tion by fitting a normal distribution N(µ̂PPMS, Σ̂PPMS) to PC scores in Ab ={
[ξj,3(·), ξj,4(·)], j is a PPMS patient

}
. As before, we can conduct hypothesis

testing on any data acquired using this protocol.

As the bottom row of Figure 5.9 shows, this approach seems to be quite

conservative compared to the previous methods. When applied to subject 1,

fewer voxels (only about 0.47%) of the brain are selected as enhancing. Among

them 3.5% are in the lesion mask and 0.34% are in the NAWM mask. Voxels in
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lesion 2 are no longer classified as enhancing. H0,b incorporates subtle changes in

intensity time series associated with the contrast injection that happens outside

the lesions.

Although the results are promising, there are several concerns with this

approach. First, it is based on the assumption that other than the enhancement

in lesions, PPMS and RRMS patients are similar with respect to T1-weighted

MRI. This assumption is partially confirmed by comparing the distribution of

3rd and 4th PC scores for voxels outside the lesion masks. As displayed by the

blue and gray dots in Figure 5.11, despite the between-sample variation, the

bivariate PC scores have a similar shape for all samples. Second, only a small

number of PPMS images are available in our study but larger future studies of

DCE-MRI in patients with PPMS will be useful for refining the definition of

non-enhancement through the null hypothesis H0,b.

With all these candidate null hypotheses, when a new dataset is ready for

testing, we could either select one of them according to the reliability of seg-

mentation information, or we can test the data under all the null hypotheses

and combine the results.

5.4 Conclusions

We have introduced a large dataset generated from an advanced imaging tech-

nique DCE-MRI to observe MS lesions and discussed the computationally chal-

lenges to analyze such data. Our main focus, however, is to identify lesion voxels

that enhance in DCE-MRI when there is lack of a gold standard or precise def-

inition of ‘non-enhancement’. This eminently qualitative hypothesis is slowly
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transformed into a quantitative hypothesis using a close inter-play between data,

statistical testing, and biological anatomy priors.

We proposed five ways of defining the null hypothesis for “non-enhancement”

and estimating the corresponding null distributions. All five definitions aim at

searching for data characteristics that comprehensively approximate normal be-

havior. While some are visit-specific, others use the entire sample. Some null

distribution estimation procedures use segmentation information. When applied

to data from subject 1, all of the above null hypotheses identify voxels in the en-

hancing lesions and confirm the existence of an additional (previously unknown)

active lesion in the frontal lobe that was not detected by Lesion-TOADS. How-

ever, differences in specificity across the methods result in labeling of fewer or

more NAWM voxels and voxels outside the WM mask as enhancing. We have

found that many false positives are in the meninges and interstitial spaces and

incorporating this anatomical information improves results. Within the scope

of the exploratory analysis (Tukey, 1980), we do not provide a strict criterion

on how to draw final conclusion from all the results of the null hypothesis. To

do that, visual inspection and a second stage analysis might still be required at

this stage. Our main aim, instead of making simple yes-or-no decisions to each

voxel, is to understand what “yes” means and to view the scientific problem

from several new angles.

Goeman & Solari (2011) proposed three characteristics for exploratory re-

search: mild, flexible and post-hoc. That is, we allow certain false positives,

do not pre-specified the hypothesis selection criteria, and include data in the

hypothesis generation process. Even though their work mainly focuses on mul-

tiple testing problem for exploratory data analysis where the hypotheses are
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well defined, and is different from the problem that we are interested in, such

arguments can be borrowed to validate our motivations and procedures.

Last, we would like to emphasize that defining a null hypothesis is funda-

mentally different from the problem of multiple testing where a null hypothesis

exists. To account for multiple testing we used Bonferroni correction instead

of FDR (Benjamini & Yekutieli, 2001) because there is a one-to-one relation-

ship between FDR and FWER α level. Neither of them solves the fundamental

problem of undefined null hypothesis. The full spectrum of null hypotheses that

we have proposed can be explored, criticized, and refined. We have labeled this

paradigm the “soft null hypothesis”, to emphasize that data can and should be

used to define and refine null hypotheses.
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Appendix

A. Comparison of the Smoothing Methods on PLPCs

In our analysis, we adopt the simple linear interpolation method, i.e., connecting

the intensity curve by a line between two observed points. We use the linear

interpolation based on two assumptions: 1) the intensities change continuously

over time after injection; 2) the timing is dense enough for each dataset to

capture the trend, i.e., there is no unobserved peak or valley between two time

points. To assess the reliability of using linear interpolation, we experimented

other spline interpolation method such as natural splines and obtained a set of

new PCs (shown in Figure 5.12). Although this results in smoother appearing

components than the linearly interpolated PCs, they capture similar patterns

of the intensities. Moreover, the natural spline interpolation is computationally

more expensive (smoothing procedure takes 0.1s more per voxel). Considering

the large number of voxels within one brain, such a smoothing approach may be

inefficient and unnecessary. Meanwhile, the disadvantage of using quadratic or

cubic basis functions is that they often have poor performance at the two ends

of the curve as shown in the Figure 5.12. Indeed, it is scientifically known that

the left end of the curves should stay flat because the contrast agent is absent.

B. Results for Clustering Analysis

We conducted clustering analysis by fitting a k-mixture normal distribution to

the bivariate 3rd and 4th PC scores. The results under different number of com-

ponents k (k = 3, 4, 5, 6) are demonstrated in Figure 5.13. In each panel, colors

represent the estimated clusters. The black ellipsoids are the 95% percentile
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contours Given the huge number of points to be fitted on the scatter plot, a

mixture normal distribution with 6 components is preferred with the lowest log

likelihood. However, note that from a 5-mixture normal distribution to a 6-

mixture normal distribution, the one additional component is estimated to be

concentrated around the origin. It does not help with identifying the enhanc-

ing lesion voxels that are known to be scattered on the boundary of the cloud.

In fact, the 4-mixture normal distribution has one component that push the

furthest to the boundary. We map the clustered voxels back to the brain and

obtain the green cluster in 4-mixture normal as shown in Figure 5.14. The re-

sults contain more false positive than what we obtain using the population-level

null hypotheses proposed in the paper. The reason that clustering is not able

to separate the enhancing voxels as an individual cluster is that: 1) there is a

continuous change in intensity for voxels going from no enhancement to strong

enhancement. Although the enhancing lesion voxels in general demonstrate

strong intensity signal and therefore high loadings on the 3rd and 4th principal

components, they do not separate away from other voxels and form an individ-

ual cluster. 2) Lesion voxels only account for a small portion of all voxels in the

brain. Therefore those voxels do not have high influence when estimating the

parameters for mixture distributions. This is why we take a hypothesis testing

approach in the paper instead of clustering analysis.

Alternatively, to examine whether the soft null procedure is necessary, we

take the fitted mixture distributions as null distribution for nonenhancement,

given that enhancing lesion voxels that we aim to detect has low leverage in

140



determining the mixture distribution. The p-values of voxel v against a k-

mixture distribution
∑k

j=1wjfj are determined as

pv =
k∑
j=1

wjpjv (5.3)

where wj is the weight of the jth normal and pjv is the p-value of voxel v against

the jth normal.

The p-values are on a larger magnitude than fitting only one normal dis-

tribution, which is expected. However, under different threshold levels, the

distinguish of true positive and false positive is not obvious. Under the thresh-

old of 0.05 (Figure 5.15), 3.12% (46813) of the voxels in the brain are selected

as enhancing lesion voxels. However only 1% of them overlap with the lesion

masks provided by Lesion-TOADS algorithm. When we reduce the threshold

to be 0.03, fewer noise voxels as well as lesion voxels are detected below the

threshold.
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C. Soft Null Hypothesis Test for Subject 2

In this section, we provide analogous plots as Figure 8,9,10 in the manuscript

for testing results on a different subject. This subject has an enhancing lesion

with open ring shaped. The original MR images are shown as the middle panel

of Figure 1 in the manuscript. Similar to what we observed from subject 1 that

is discussed in the manuscript, applying the five null hypotheses dynamically

help us to understand the various enhancement patterns across different tissue

types in the brain of subject 2. Moreover, comparing the plots for subject 1 and

subject 2, we may obtain certain understanding about the subject-to-subject

variation. Also note that the nodular lesion detected on slice 109 actually locates

right below the lesion mask (black contour), indicating that our method may be

a more reliable approach than the visual inspection and manual segmentation.
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(a) (b)

(c) (d)

Figure 5.8: (a-b) Analysis results of data for subject 1 using the NAWM-based
null H0,2. (a) The p-value of each voxel is represented in color and the size
of red dots are amplified for clarity. The black ellipsoid is the 95% confidence
contour under the Bonferroni correction using the total number of voxels that
are tested. A much broader confidence region is generated than Figure 5.7(a).
(b) The location of rejected voxels in four different slices of the brain. Note
that less white matter voxels are selected on slice 72 compared to Figure 5.7(b).
Nevertheless, the enhancing voxels in lesion mask and in the detected enhancing
lesion missed by Lesion-TOADS are still selected. (c-d) Analysis results of
data for subject 1 using the complementary null H0,3. This approach is more
conservative in terms of defining enhancement compared to the first two null
hypotheses. Note that on slice 72 in (d), voxels in the second lesion are no
longer significant.
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(a) (b)

(c) (d)

Figure 5.9: Results of testing the first subject data on the population level null
H0,a (a-b) and H0,b (c-d). H0,b provides a more conservative estimation of null
distribution than H0,a.
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Figure 5.10: Intensity time series of rejected voxels underH0,a from two different
subjects. Color indicates tissue type from Lesion-TOADs algorithm. Note that
subject 1 has longer scan duration than the second subject.
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(a) PPMS (b) RRMS

Figure 5.11: Scatterplots of PC 3 vs. PC 4. The left sub-figure shows four
PPMS subjects and the right one shows four RRMS subjects. The red points
correspond to voxels in the lesion masks, the blue points are in the NAWM
mask and the grey dots represent other voxels in the brain. Note that the PC
scores for PPMS are concentrated around origin while those for RRMS subjects
deviate farther from the origin. Typically, voxels in the lesion mask of the
RRMS data have arms shooting towards the upright corner, indicating high
PC3 and PC4 scores in enhancing lesions. However, there are also some RRMS
subjects (such as that depicted in bottom left of (b)) without enhancing lesions
which thus lack these arms.
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Figure 5.12: The first nine principal components obtained from data that are
linearly interpolated (solid blue lines) and from splines (dashed red lines). The
percentages in the legend are the proportions of variance explained by each
component.
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(a) (b)

(c) (d)

Figure 5.13: Clustering results when fitting three to six mixture normal compo-
nents. Colors representing clusters. The black ellipsoids are the 95% percentile
contours for each normal component.
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Figure 5.14: The green dots on the imaging slices indicate voxels that are clus-
tered as enhancing lesion voxels by fitting a 4-mixture normal distribution.
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Figure 5.15: The left panel show the voxels that are tested to be significantly
enhancing when the null distribution is the 4-mixture normal fitted based on
the whole dataset. The colored dots are voxels with p-values under 0.05. On
the left panel are voxels with p-values under 0.03. No voxel has p-value under
0.01.
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(a) (b)

(c) (d)

Figure 5.16: Analysis results of data for subject 2 under H0,1. (a) The p-values
of each voxel is represented in color. The black ellipsoid is the 95% confidence
contour under the Bonferroni correction of the total number of voxels that are
tested; (b) shows the location of rejected voxels in 4 different slices. Slice 65
shows older lesions that do not enhance. Slice 91 shows some blood vessels
located at the back of the brain that have extremely large PC 3 and PC 4
scores. On slice 109, some small lesions are selected. Slice 116 clearly shows the
ring shaped lesion with highly significant p-values; (c) are the time series of a
subset of voxels rejected under H0,1. Those colored red are in the lesion mask
and the blue curves corresponds to voxels in the NAWM mask. The grey lines
represent voxels outside WM mask; (d) we stratify the voxels by their p-values
into 4 groups and draw 20 sample series in each group as well as the mean curve
(black). The upper-left graph shows for voxels that are not rejected. Note that
voxels with smaller p-values show a larger slope.
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(a) (b)

(c) (d)

Figure 5.17: Testing results of subject 2 under H0,2. (c) only shows voxels that
are show significant enhancement but lie outside the NAWM mask. (a),(b) and
(d) are the same plots shown in Figure 5.16.
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(a) (b)

(c) (d)

Figure 5.18: Testing results of subject 2 under H0,3. Same plots as Figure 5.16.
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(a) (b)

(c) (d)

Figure 5.19: Testing results of subject 2 under H0,a. Same plots as Figure 5.16.
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(a) (b)

(c) (d)

Figure 5.20: Testing results of subject 2 under H0,b. Same plots as Figure 5.17.
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