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Abstract

In this dissertation, I explore how linguistic representations (e.g., lexical and sen-

tential meanings) interface and interact with innately-specified core cognitive repre-

sentations. In particular, I focus the interactions between lexical items that refer

to objects versus substances (i.e., count-nouns, like ‘cow’, versus mass-nouns, like

‘beef’) and the universally shared non-linguistic quantity representations of approxi-

mate number and surface area. I find that while non-linguistic cognition differentiates

between number and surface area quantification in terms of representational content

(i.e., independent Weber fractions), these two quantification systems share a common

representational format (i.e., Gaussian tuning curves on ratio scales). The interface

between these systems and linguistic representations respects both this difference

and this commonality: count- and mass-nouns tap into the distinction in content,

with count-nouns mapping to number quantification, and mass-nouns primarily to

area quantification; the lexical meaning of the comparative ‘more’ interfaces with the

common format, allowing children to immediately learn that ‘more’ refers to count-

and mass-noun quantification. I demonstrate this through five experiments with both
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ABSTRACT

adults and children by utilizing the methods of psychophysics, formal semantics, eye-

tracking, and cross-sectional developmental psychology. This work contributes to

the broader issue of the relationship between language and thought, and attempts

to form a bridge between the traditionally disparate fields of vision, language, and

development.
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Chapter 1

Introduction

1.1 Overview of Dissertation

In most ways, human cognition is surprisingly similar to that of other animals: we

perceive objects, approximate number and other dimensions, spatially navigate, rea-

son about causes and mental agents, etc. (Cantlon, Platt, & Brannon, 2009; Dehaene,

2009; Feigenson, Dehaene, & Spelke, 2004; Gallistel, 1989; Hermer-Vazquez, Spelke,

& Katsnelson, 1999; Meck & Church, 1983; Scholl, 2001). These abilities comprise our

“core cognition”, which is structured, innately specified, and broadly shared across

animal species (Baillargeon, 1994; Carey, 2009; Laurence & Margolis, 2002; Spelke,

Breinlinger, Macomber, & Jacobson, 1992; Spelke & Newport, 1998).

But in another way, human cognition is quite dissimilar from that of other crea-

tures: we alone use language to talk and reason about these core representation
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CHAPTER 1. INTRODUCTION

(Carey, 2009; Carruthers, 2002; Hauser, Chomsky, & Fitch, 2002; Spelke, 2003). The

formation of this unique interface between linguistic and non-linguistic representa-

tions is one of the central issues in cognitive science, and has been at the crux of

many arguments for what makes human cognition uniquely productive and adap-

tive (Carruthers, 2002; Everett, 2012; Frank, Everett, Fedorenko, & Gibson, 2008;

Gleitman & Papafragou, 2005; Gordon, 2004; Hermer-Vazquez et al., 1999; Spelke,

2003).

In this dissertation, I will explore how linguistic representations (e.g., lexical and

sentential meanings) interface and interact with the innately-specified core cognitive

representations. In particular, I will focus on interactions between lexical items that

refer to objects versus substances (i.e., count-nouns, like ‘cow’, versus mass-nouns, like

‘beef’) and the universally shared non-linguistics quantity representations of number

and surface area. The primary hypothesis explored in this work will be that the

dominant structure found in core cognition (e.g., a separation between scales that

represent numeric versus non-numeric quantities) is also found in language (e.g., a

semantic distinction between lexical items that refer to objects versus substances),

and that this alignment allows children to quickly learn the interface between the

two, and for adults to productively use it.

Traditionally, there has been a strong divide between formal semantics and em-

pirical psychology, largely driven by each field asserting the other one is irrelevant to

its research enterprise (e.g., Lakoff, 1988; Soames, 2010). The theoretical approach
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CHAPTER 1. INTRODUCTION

proposed in this dissertation acknowledges each field’s independence and productivity

while arguing that the two can come into contact and inform one another without

reduction. In Chapter 2, I outline what I take to be the proper contact theory be-

tween formal semantics and empirical psychology; subsequently, I review the fractious

relationship between the two, and argue that the three traditional issues that divide

these two fields - the function-first approach of semantics, meaning externalism, and

multiple realizability - can be solved under this contact theory.

To give an account of how linguistic and non-linguistics representations interface,

we first need to understand the formal representational structures of each. In Chapter

3, I review the literature on the structure of object and substance representations in

mid-level cognition, with a particular focus on the quantification of objects through

the Approximate Number System (ANS). I review a variety of existing theories on

how quantification of objects may be similar (or even identical) to substance quantifi-

cation, and formulate hypotheses for testing whether a dissociation between number

and substance quantification exists. To understand the structure of linguistic rep-

resentations, I review the formal semantics of nominals in Chapter 4, with a focus

on the theories of count- versus mass-nouns; I review two classes of theories - those

that suggest that count- and mass-nouns denote largely identical structures (Chier-

chia, 1998a), and theories that suggest that count- and mass-nouns denote distinct

structures (Bale & Barner, 2009). Finally, I suggest a series of algorithmic-level spec-

ifications that make predictions for how these formal semantic theories may interface

3



CHAPTER 1. INTRODUCTION

with core cognitive systems.

I explore the interface between vision, language, and development of object and

substance quantification through four experiments, each comprising Chapters 3 - 6.

These four experiments will argue that: (1) we can apply rigorous psychophysical

models to differentiate object from substance quantification, and that while both

object and substance quantification is represented through a common format (i.e.,

overlapping Gaussian activations), they are represented on content-independent ratio

scales; (2) that adult English speakers map count-nouns exclusively to object quan-

tification, and mass-nouns primarily to substance quantification, even when presented

with identical visual displays; (3) that this differential mapping of count- and mass-

nouns can even be detected in basic oculomotor behaviour over identical displays;

and (4) that, as a result of a match between the structure of visual and linguistics

representations, children develop the interface between count- and mass-noun quan-

tification and the comparative ‘more’ before their third birthday. I provide detailed

descriptions of each chapter below.

1.1.1 Overview of Chapter 2

Even a cursory look at the history of formal semantics and psychology reveals a deep

rift between these two fields: formal semanticists often claim that psychology has no

privy to the study of linguistic meaning, and psychologists and cognitive scientists

often claim that formal semantics is fundamentally too abstract to be useful. As
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a result, much of the psychological work is viewed by linguists and philosophers as

mere sentence processing (Fodor, 1978; Soames, 2010), and much of the semantic

work is viewed by psychologists as a fundamentally misguided attempt to capture

human behavior (Evans, 2009; Lakoff, 1988). As a result, the formal work of seman-

tics is almost without exception ignored by psychologists, and the empirical work of

psychologists is almost without exception ignored by linguists and philosophers (for

important exceptions see Barner & Snedeker, 2005; Landau & Jackendoff, 1993; Lidz,

Halberda, Pietroski, & Hunter, 2011; Pietroski, Lidz, Hunter, & Halberda, 2009).

Although there have been numerous attempts to bridge the gap between formal

semantics and psychology, three arguments are often brought up to deny the role of

one field in the other:

• The function-first approach of formal semantics : roughly, the idea that formal

semantics is only concerned with the abstract-level descriptions of grammar,

and not how they might be implemented in individual speakers (cf. compe-

tence/performance; Chomsky, 1965).

• Meaning externalism: roughly, the point that any theory of meaning must ex-

plain external reference/denotation, and that any psychological theory of mean-

ing commits us to internalism, holism, verificationism, and relativism (see Fodor

& Lepore, 1991; Fodor, 1978).

• Multiple-realizability: roughly, the idea that speakers may all be computing the
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CHAPTER 1. INTRODUCTION

same functions (i.e., have same meanings), all the while strongly differing in

how these functions are implemented (e.g., addition in binary vs. addition in

natural numbers); if this is true, then individual differences between speakers

create both theoretical issues about meaning and empirical issues for identifying

generalizable patterns across participants.

As a result of these three arguments, most attempts of connecting formal semantics

with psychology have failed, and the fields remain divided (Jackendoff, 2010; Johnson-

Laird, 1977; Miller & Johnson-Laird, 1976).

In Chapter 2, I argue that this persistent divide between formal semantics and psy-

chology is unwarranted, unnecessary, and counter-productive to the research of each.

Following the work of Pieteroski, Lidz, and colleagues (2009, 2011), I propose that,

given appropriate assumptions about the theoretical goals of formal semantics and

psychology, we can establish points of contact between these two independent fields

that avoid the above three issues. Briefly, this theory of contact argues that formal

semantics provides computational-level descriptions of grammar (in the sense of Marr,

1982), but that the actual functions implemented by the internal language faculty are

not specified by this work (e.g., much like a formal description of arithmetic doesn’t

specify how calculators add). But - given multiple equivalent computational-level

descriptions, empirical psychology can adjudicate between these competing hypothe-

ses and provide an algorithmic-level specification of the functions actually computed

by the internal language faculty. In turn, these algorithmic-level specifications help

6
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constrain the more abstract computational-level descriptions, which, in turn, provide

novel suggestions for how the algorithms ought to behave. In this way, the work from

each field mutually informs and constrains the other, without reducing one field into

the other (e.g., algorithms are not meaning) and while allowing each field’s tools to

play a unique role.

After outlining the approach in detail, I spend the remainder of Chapter 2 dis-

cussing how the proper relationship between formal semantics and psychology avoids

the three main issues listed above. Briefly - this approach stresses that a function-

first approach is enhanced (though not replaced) by considering potential algorithms,

that meaning should not be equated with algorithms and need not be cashed out

internally, and that multiple realizability is an empirical question that can largely be

side-stepped by proper methodology (e.g., psychophysical measurement of individual

differences). As a result, we can use formal semantics to help us identify possible

psychological algorithms, and use empirical psychological work to help us constrain

the abstract-level descriptions (provided we are interested in which descriptions are

the best fit to how the internal language faculty actually works).

The remainder of the dissertation focuses on cashing out this approach, by first

understanding the formal structure of linguistic and non-linguistic representations,

and then focusing on their interface.
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CHAPTER 1. INTRODUCTION

1.1.2 Overview of Chapter 3

It is now well accepted among psychologists that human and most non-human animals

can quantify the number of objects in a scene through the Approximate Number

System (ANS). The ANS is innate in both humans and other animals, including rats,

monkeys, and fish, (Cantlon et al., 2009; Dehaene, 1997; Feigenson et al., 2004) and is

used by human infants (Izard, Sann, Spelke, & Streri, 2009; Xu, Spelke, & Goddard,

2005) and human adults who lack number words (Gordon, 2004; Pica, Lemer, Izard,

& Dehaene, 2004) to make numerical discriminations and compute the outcomes of

addition and subtraction events (Barth et al., 2006). The ANS is what gives us an

intuitive feel of how many things are in a set, such as, for example, in guessing how

many marbles are in a jar.

The ANS is not capable of representing number exactly, but approximates num-

ber as a continuous Gaussian activation on an ordered scale with scalar variability

(Dehaene, 1997; Nieder & Miller, 2004). As a result, discrimination performance

in the ANS complies with Weber’s law - the smaller the ratio of two numbers, the

harder it is to discriminate them, regardless of the total number of items. Thus, for

relatively high ratios, like 2.0 (10 blue: 5 yellow dots), discrimination is easy, while

for relatively low ratios, like 1.2 (12 blue: 10 yellow dots), discrimination is hard and

error-prone. Individuals vary in how well their ANS can discriminate numbers. An

individual’s discrimination abilities are measured by the internal precision/noise of

8



CHAPTER 1. INTRODUCTION

their Gaussian representation - or the “Weber fraction” (w). A person with a higher

Weber fraction will have noisier internal representations and have a harder time dis-

criminating between two representations within the dimension (e.g., some people will

easily discriminate 10 from 8 dots, while others struggle with this discrimination).

These individual differences are well behaved and can be estimated for each person

by precise psychophysical mathematical models (e.g., Halberda & Feigenson, 2008).

The ANS supports the quantification of objects through number. But humans and

non-human animals can represent other magnitudes as well. These other magnitude

representations also rely on a noisy, Gaussian representational format (Cantlon et

al., 2009; Feigenson, 2007). Decades of work on various cognitive continua, including

length, brightness, pitch, and time have suggested that humans represent various

“approximate” dimensions, which all follow Weber’s law (e.g., 10 seconds versus 5

seconds is easier to discriminate than 12 seconds versus 10 seconds; Gescheider, 1997).

This similarity in discrimination behavior (i.e., that it obeys Weber’s law) has

led several researchers to propose that a single, domain general magnitude system

may underlie all our judgements about quantity (Cantlon et al., 2009; Feigenson,

2007; Lourenco & Longo, 2010; Walsh, 2003). Under one version of this view, our

quantity representations do not differentiate between objects and substances - both

object-related quantities, like number, and substance-related quantities, like surface

area, are encoded on the exact same domain-general quantity scale by identical sets

of noisy Gaussian representations (Bueti & Walsh, 2009; Lourenco & Longo, 2010;

9



CHAPTER 1. INTRODUCTION

Walsh, 2003).

In Chapter 3, I put this idea to the test, and examined the differences in the We-

ber fractions that describe the underlying noise signature for surface area and number

discrimination within a subject. Importantly, to further test whether any distinctions

come about as a result of experience in differentiating objects and substances (e.g.,

perhaps through language), I also examined this question cross-sectionally, and tested

a group of 3-, 4-, 5-, 6-year-old children, and adults. Observers were presented with

two different sets of dots and, in counterbalanced order, a single amorphous object

divided into two colored regions. Their task was to indicate which dot collection was

more numerous, or which colored portion of the object was larger. The difficulty

of these judgements was modulated through the ratio of the two quantities. Sub-

sequently, I applied a psychophysical model to the data to estimate each observer’s

internal noise, or sensitivity, of Gaussian representations. This work revealed that

the sensitivity of area discrimination is better than number discrimination and, more

importantly, is not correlated with number discrimination at any age. This work has

been published in Developmental Psychology (Odic, Libertus, Feigenson, & Halberda,

in press).

These results suggest that the quantification of number is distinct from that of

surface area, although the two share a common representational format by being

represented as Gaussian tuning curves that obey Weber’s law. Subsequently, we

can turn to the question of whether this dominant structure found in non-linguistics

10



CHAPTER 1. INTRODUCTION

cognition (i.e., similar representational format, distinct representational content) is

also reflected in the interface with lexical and sentential meanings.

1.1.3 Overview of Chapter 4

Several theories have been proposed to account for the linguistic data concerning the

mass/count distinction. Barner and Snedeker (2005) and Bale and Barner (2009)

argue that count nouns always refer to individuals, and, given comparative count-

noun sentences, are verified via number (formally, count-nouns are described through

individuated join semi-lattices). Mass nouns, under this account, are free to refer to

individuals and non-individuals, and are usually not verified via number (formally,

non-numeric mass-nouns are described as non-decomposable individuals or continuous

join semi-lattices). One prediction of this theory is that the differences in the truth

conditions between mass and count noun comparative sentences like “More of the

blob is blue” and “More of the dots are blue” will give rise to different verification

procedures. Specifically, a quantification system that represents number should be

used for count-noun sentences and a different quantification system that represents

area, volume, or brightness should be used for mass-noun sentences.

Another prominent mass/count theory has been put forth by Chierchia (1998a,

1998b) and argues that both count nouns and mass nouns refer to atomic individuals

(formally, to individuated join semi-lattices), but that the mass-noun atoms are vague

need to first be identified during verification. This view can be cashed out through
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a variety of algorithms (see Chapter 3), but under the most plausible algorithm the

verification procedures for mass noun and count noun sentences invoke the same

non-linguistic quantification system, namely the one that discriminates number: the

speaker needs to identify the relevant sub-unit of the visual image referred to by the

mass noun, and must then enumerate those sub-units. Thus, given two buckets of

paint, one may judge which one has more paint by implicitly deciding that the sub-

unit of paint is a small 1x1 inch square, and then estimating the number of those

sub-units in each bucket. This theory predicts that a single cognitive system that

represents number will suffice for understanding and verifying both count and mass.

To test whether the lexical distinction between count- and mass-nouns maps onto

the distinction found in non-linguistics representations of number and area quantifi-

cation, I ran two experiments. In Experiment 2a, I gave adult English speakers a task

in which they saw either a collection of blue and yellow dots (Count-Noun condition)

or a single amorphous blue and yellow blob (Mass-Noun condition); in Experiment

2b, they viewed identical visual displays of blue and yellow pseudo-objects (many

tiny blobs that resembled paint-splatters). In the Count-Noun condition, they had

to answer whether “Most of the blobs are blue”, and in the Mass-Noun condition

whether “Most of the blob is blue”. Consistent with a referential difference between

count- and mass-nouns, I found significant differences in the Weber fraction estimates

for these two conditions in both Experiment 2a and 2b. In particular, the count-noun

performance was significantly worse and showed Weber fractions consistent with ANS
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processing, while mass-noun performance was significantly better and more consistent

with surface area processing. These results suggest that the formal, lexical distinction

in language maps to the dominant structure found in non-linguistics cognition, mak-

ing their interface robust and transparent (Lidz et al., 2011; Pietroski et al., 2009).

This work is currently under revision for publication.

1.1.4 Overview of Chapter 5

In Chapter 4, I demonstrated that, even over identical stimuli, count- versus mass-

noun instruction will yield distinct Weber fractions, suggesting that they are engaging

two distinct non-linguistic representational systems. In Chapter 5, I extend these

results, and ask whether additional behavioral signatures can differentiate count-

from mass-noun comparison, and demonstrate that count-nouns interface with object

quantification and mass-nouns (in this context) with surface area quantification.

Work in vision science has suggested that the encoding of objects is distinct from

the encoding of continuous extents, such as surface area. Although the encoding

of both depends mainly on distributed attention, object encoding faces an added

challenge of individuation in peripheral vision, where distinct objects may crowd. The

prediction from the literature, therefore, is that object encoding should yield many

quick saccades to peripheral vision (in an effort to localize and individuate objects

for enumeration), while extent encoding should yield long, centered fixations (in an

effort to accumulate information on the spatial frequencies required for cumulative
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surface area approximation).

In this experiment, adult English speakers are given, in counterbalanced order,

both a Count-Noun and a Mass-Noun condition over identical displays of blue and

yellow blobs, similar to Experiment 2b. Critically, they perform this task in an

eye-tracker, which monitors both the location of their gaze, the duration of their

gaze, and the number of saccades they make between the individual blue and yellow

blobs on the screen. If count-nouns provide an algorithm for number comparison

and mass-nouns for surface area comparison, we should find distinct patterns of eye-

movements in response to these two conditions, even over identical displays. This is

exactly what I find: count-noun performance should demonstrate many more saccades

while mass-noun performance should demonstrate fewer saccades, but longer. These

differences could be detected even in trials where the answers between count- and

mass-nouns agreed (e.g., yellow won by number and by cumulative surface area).

These results demonstrate that the interface between vision and language is robust

enough to drive oculomotor responses, even over identical stimuli, and that eye-

movement classification can be used as a tool to identify distinct relationships between

lexical meanings and non-linguistic cognition.

1.1.5 Overview of Chapter 6

In Chapters 5 and 6, I emphasized that where we find a distinction in non-linguistic

representational structure (i.e., a content distinction between number and surface
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area quantification) we also find a distinction in linguistic representational structure

(i.e., a formal distinction between the references of count- and mass-nouns). In this

chapter, I explore the reverse, and investigate the situation where a commonality in

non-linguistic representational structure (i.e., a common representational format of

number and surface area) may interface with a commonality in linguistic represen-

tational structure (i.e., the comparative quantifier ‘more’). Specifically, while many

quantifiers differentiate in whether they accept count- or mass-nouns as arguments

(e.g., “many cows” vs. “much beef”), the comparative form of ‘more’ accepts both

(e.g. “more cows” and “more beef”).

Gathercole (1985, 2009) suggests that children initially understand ‘more’ to only

apply to count nouns (thus resembling ‘many’), and only later revise the meaning of

‘more’ to be dimension-neutral and include quantification by mass-nouns (e.g., surface

area). Such a proposal runs contrary to the dominant structure found in non-linguistic

cognition, and would predict that the interface between language and non-linguistic

representations is non-transparent and requires a long time to develop as children

slowly learn to extend ‘more’ to each dimension. The alternative is that children map

the meaning of ‘more’ immediately as a domain-general comparative that can apply

equally well to multiple dimensions (e.g., number or area) by assuming that ‘more’

refers to the common representational format of all approximate dimensions. This

latter account would also be consistent with formal semantic theories of comparatives

(e.g., Wellwood, Hacquard, & Pancheva, 2012).
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I tested a large group of 2- to 4-year-old children on either a Count-Noun or a

Mass-Noun comparative ‘more’ condition. In the Count-Noun condition, children

were presented with a group of coloured dots and were asked, e.g., “Are more of

the dots yellow or orange?”. In the Mass-Noun condition, children were shown a

continuous blob and were asked, e.g., “Is more of the blob blue or yellow”. To identify

whether children had an interface between the meaning of ‘more’ and either the

approximate number or surface area systems, each child’s data was fit to the standard

psychophysical model described in Chapter 3; children whose performance could be

fit to this model were assumed to understand the meaning of ‘more’ and have an

interface with the non-linguistic quantification systems. The data shows that children

first acquire the comparative ‘more’ relatively early (before their 3rd birthday) and,

more importantly, they acquire it at the same time for count-nouns as for mass-nouns.

These results support the idea that a common structure in non-linguistic cognition

is easily interfaced with the common structure in lexical meaning of the comparative

‘more’, making the interface easy to develop. These results have been published

in Journal of Experimental Psychology: Learning, Memory, and Cognition (Odic,

Pietroski, Hunter, Lidz, & Halberda, 2013).

1.2 Summary of Chapter 1

The goal of this dissertation is to explore how the structure of non-linguistic cogni-

tion interfaces with the structures of our internal language faculty. Results show that
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while non-linguistic cognition differentiates between number and surface area quantifi-

cation in terms of representational content (i.e., independent Weber fractions), these

two quantification systems share a common representational format (i.e., Gaussian

tuning curves on an ordered scale). The interface between these systems and linguis-

tic representations respects both this difference and this commonality: count- and

mass-nouns tap into the distinction in content, with count-nouns mapping to number

quantification, and mass-nouns to area quantification, while the lexical meaning of

‘more’ interfaces with the common format, allowing children to immediately learn

that ‘more’ refers to count- and mass-noun quantification. This work contributes to

the broader issue of the relationship between language and thought, and attempts to

form a bridge between the traditional disparate fields of formal semantics, empirical

psychology, and cognitive development.
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Chapter 2

The Contact between Semantics

and Psychology

The major upshot of this dissertation will be that we can combine the theories and

methods of formal semantics with those of cognitive and developmental psychology,

and thus infer something about the functions implemented by the internal language

faculty and its relationship to non-linguistic cognition. Although this idea is not new

(e.g., psycholinguistics depends on it), virtually every formulation of the “contact

theory” between these fields has been rejected as unproductive and non-explanatory

by either the formal semanticists, psychologists, or both (Chomsky & McGilvray,

2012; Evans, 2009; Fodor & Pylyshyn, 1988; Fodor, 1978; Jackendoff, 1987; Lakoff,

1988; Miller & Johnson-Laird, 1976; Soames, 2010).

Even a cursory look at the history of formal semantics and psychology reveals

18



CHAPTER 2. SEMANTICS AND PSYCHOLOGY

a deep rift between these two fields: formal semanticists often claim that psychol-

ogy has no privy to the study of linguistic meaning, and psychologists and cognitive

scientists often claim that formal semantics is fundamentally too abstract to be use-

ful. For example, philosophers and linguists have argued that psychological theories

of meaning confuse meaning with sentence comprehension (Fodor & Lepore, 1991;

Fodor & LePore, 1992; Fodor, 1978), or that invoking psychological constructs in

meaning is circular (Davidson, 1974), or that any attempt to reduce semantic mean-

ing to cognition is a “psycholinguistic fantasy” that results in holism and relativism

(Fodor, 1978, 1995; Soames, 2010). Psychologists, on the other hand, have argued

that model-theoretic semantics depends on a fundamentally wrong idea about meta-

physical realism (Lakoff, 1988, 1990), that formal semantics will never be capable

of providing a theory of meaning (Miller & Johnson-Laird, 1976), and that the ex-

planations provided by truth-conditional semantics are too vague and abstract to be

useful (Jackendoff, 1987, 1998). Hence, with a few important exceptions (Barner &

Snedeker, 2006; Hackl, 2009; Landau & Jackendoff, 1993; Pietroski et al., 2009), the-

ories of formal semantics have been incommensurate with and irrelevant to theories

of cognition, and vice-versa.

2.1 The Proper Contact Theory

Recently, Pietroski, Lidz and colleagues (2009, 2011) proposed a contact theory that

allows formal semantics and empirical psychology to work together on a set of issues
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without reducing one into the other. Their approach, which I adopt and expand on

in this dissertation, first assumes an independence between the goals of formal se-

mantics and cognition. The task of semantics is to formally specify the compositional

(generative) grammar of natural languages, where a grammar is a computational-level

description of the functions that the speakers’ internal language faculty implements.

Here, computational-level is meant in the sense of Marr (1982) - grammars describe

the abstract properties of the functions used by speakers, but grammars are not them-

selves the implemented functions. The goals of formal semantics, therefore, follow

Chomsky’s claims that linguistic theory specifies the speaker’s abstract competence

(rather than performance; Chomsky, 1959, 1965) of their I-Language (rather than

E-Language; Chomsky, 1986).

While formal semantics is concerned with the abstract descriptions of the func-

tions implemented by the speakers’ language faculty, the primary goal of psychologists

to infer the most likely algorithmic-level structures of these functions. This involves

specifying the information that the independent language faculty processes (the do-

mains, ranges, and algorithms of the functions), as well as the way in which these

functions interface with a variety of non-linguistic cognitive representations, including

speech production (e.g., phonetic systems), perception, conception, etc. (Chomsky &

McGilvray, 2012; Jackendoff, 2010). This view separates the information processed

and functions implemented by the internal language faculty from other aspects of

cognition, including perceptual modules, motor output, reasoning abilities, etc. As
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emphasized below, this separation alleviates the risk of reducing the information com-

puted by the linguistic faculty to sensorimotor representations (Lakoff, 1988, 1990),

a procedural motor output (Johnson-Laird, 1977; Miller & Johnson-Laird, 1976), a

learned association (Skinner, 1957; Smith, 1999), etc.

Although Pietroski, Lidz, and colleagues (2009, 2011) emphasize a conceptual dis-

tinction between formal semantics and psychology - i.e., while both are interested in

the nature of grammar, formal semantics typically provides computational-level de-

scriptions and psychology provides algorithmic-level specifications - this distinction

does not imply that they cannot be brought into contact. Given that formal semantics

has specified several possible, equivalently-good descriptions of a grammar, psychol-

ogists can step in and adjudicate which of these many descriptions is most likely

implemented by the speakers’ internal language faculty. This implies that, given a

speaker hears some sentence S and that: (a) the language faculty outputs a struc-

tured expression (e.g, logical form) that, given the context, is directly caused by S; (b)

the format of this structured expression is capable of interfacing with non-linguistic

cognition (e.g., systems for attention, representation, and behavioural output); and

(c) the relationship between the structured expression and cognition is systematic,

we should be able to infer from the listener’s behaviour which of many possible struc-

tured expressions the sentence S generated1. The hard work, of course, comes about

1Notice that outright denying (a), (b), or (c) would be inconsistent with everyday observed
behavior: (a) structured expressions in linguistic and non-linguistic representations are required
by a computational theory of mind that shows systematicity and productivity (Fodor & Pylyshyn,
1988; Fodor, 1975; Gallistel & King, 2009; Marcus, 1998; Pinker & Prince, 1988; Xu & Tenenbaum,
2007), (b) language patently causally leads to non-linguistic behaviour outputs (e.g., reaching for a
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in finding out the nature of these expressions, the structure of non-linguistic cogni-

tion, and formally specifying the computations that support their interface. But this

hard work is identical to, for example, vision science, where empirical work begins

by specifying the environment and goals of the visual system and is then furthered

by specifying possible algorithms, and testing them against the observed behavior of

an observer in response to being presented with some stimulus (Alais & Burr, 2004;

DiCarlo & Cox, 2007; Marr, 1982; Simoncelli & Olshausen, 2001; Stocker & Simon-

celli, 2006; Ullman, 1984). Much like in formal semantics, one can gain a lot from

asking what the visual system is doing from a purely computational-level descrip-

tion (e.g., when one is interested in the host of possible goals and solutions, some of

which may be eventually implemented in computers); but when wondering about how

the human visual system does its job, vision scientists must specify algorithmic-level

specifications and test them in real people in non-idealized circumstances.

In principle, this approach can both aid in deciding between broad-level formalisms

(e.g., given the structure of cognition, possible world semantics will, at best, always

be a computational-level description), and in deciding between more narrow-level

formalisms (e.g., whether our formal semantic ontology must include events and paths;

Jackendoff, 1998). Of course, most of the time this will involve rigorous testing under

highly controlled conditions in order to allow for fine-grained behaviour to adjudicate

between similar algorithms.

cup when I say “Can you please pass me the cup?”), and (c) though this causal relationship is not
always automatic and pre-determined, it is rational (Fodor, 1975).
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As a concrete example of this approach, consider the work of Pietroski and col-

leagues (2009), who were interested in which of many candidate descriptions of the

sentence ”Most of the dots are blue” is actually realized in the speaker’s competence

of English. One set of algorithms is specified by estimating the cardinality of the

relevant sets and comparing them via, e.g., subtraction or division (e.g., the sen-

tence could be formalized as #(DOT&BLUE) >#(DOT) - #(DOT&BLUE), where

# is some cardinality measurement function and - is set-subtraction). Alternatively,

one may avoid cardinality measures by formalizing the sentence through a kind of

truth-conditional one-to-one correspondence, where each blue dot is paired with each

non-blue dot, and if there are any left-over blue dots, returning true. From the

perspective of formal semantics and a computational-level description, these two de-

scriptions are equivalent - they will never disagree on the answer. On the other

hand, the algorithmic-level specifications care deeply about this difference, and the

speaker’s behaviour should (somehow) reflect whether their language faculty is in-

structing them to perform a cardinality comparison or one-to-one correspondence. In

several experiments, Pietroski and colleagues (2009) demonstrate that the behaviour

of competent English speakers clearly favours the cardinality comparison algorithm:

even when their participants were presented with a visual display in which one-to-one

correspondence was easier and faster than cardinality comparison, the behavioural

performance on a ‘most’ task was more consistent with the latter. In turn, this work

feeds back to the computational-level descriptions, which may benefit from further
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formalisms that utilize cardinality comparisons (e.g., superlatives like “the tallest”).

The work of Pieteroski et al. (2009) did not attempt to reduce or make irrelevant

the work of formal semantics. On the contrary - the formalisms provided by the

linguists were the required first step that gave the computational-level descriptions

of the functions that the language faculty implements. But, so long as we assume

that competent speakers are actually implementing the functions that are described

(i.e., the I-Language assumption that meanings are computable and implemented by

minds) and that the language faculty interfaces with non-linguistic representations,

we can, in principle, use the behavioural preferences of the speaker to infer something

about the structure of expressions that the linguistic faculty generated. The task

here is not to reduce meaning to the interface or to the non-linguistic representations,

but rather to bring algorithmic-level evidence to weigh on the computational-level

descriptions once the structure of each side is understood.

2.2 Three Major Challenges for the Semantics/Cognition In-

terface

Over the past 60 years, there have been numerous attempts to bridge the gap be-

tween formal semantics and psychology (e.g., logical positivism of Ayer, 1959; verbal

behaviour of Skinner, 1957; cognitive semantics of Lakoff, 1988; procedural semantics

of Miller and Johnson-Laird, 1976; conceptual semantics of Jackendoff, 2010). But

the gap between the fields remains, and continues to be prominent for three (related)
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reasons:

1. The Function-First Approach of Semantics : at least since Chomsky’s com-

petence/performance distinction, linguists claimed that psychological concerns

about the implementation of grammar are secondary to specifying what mean-

ing and grammar are, and that, at least as a research strategy, the abstract

specification must come before psychology can provide anything useful. Take

the analogy of a pocket calculator - an analogy to which I will return often in dis-

cussing these issues - if researchers wanted to study the principles of arithmetic,

they would be misguided to start by asking questions about the implementa-

tional properties of the calculator (e.g., how many buttons it has, what voltage

it runs on, etc.). Rather, one should first ask what the calculator does, and

attempt to infer the calculator’s relationship to the abstract-level principles of

algebra, much like a formal mathematician does (Marr, 1982). When, for exam-

ple, Fodor (1978) argues that procedural semantics of Miller and Johnson-Laird

(1976) confuses meaning for sentence comprehension, this is part of what he

has in mind: don’t confuse the study of the abstract with the study of the

particular.

2. External Meaning (vs. internalism, holism, verificationism, etc.): the secondary

concern, traditionally associated with the ideas of Putnam (1973), Krike (1971),

and Fodor (1978; Fodor & Lepore, 1991, 1991), argues that the fundamental

problem of meaning is reference/denotation (i.e., how concepts and words con-
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nect to the external world and maintain their truth values) and that this rela-

tionship is, in principle, not going to be cashed out through internal properties

of the mind. In other words, meaning is a metaphysical problem, not a psy-

chological one (for discussion, see Cummins, 1991). As Fodor has repeatedly

stressed (Fodor & Lepore, 1991; Fodor & LePore, 1992; Fodor & Pylyshyn,

1988; Fodor, 1978), any attempt to entirely reduce meaning to something inter-

nal, be it a procedure for action, an association, a sub-symbolic network, etc., is

either going to result in vicious holistic and relativistic meanings (e.g., if I learn

a new fact about a tiger, such as how many currently exist in the world, the

meaning of ‘tiger’ changes), and/or is going to imply a kind of verificationism,

where meanings reduce to sensorimotor primitives, an enterprise that, at best,

has a sketchy history. Returning to the calculator example, the point is that the

principles of arithmetic can be thought in a Platonic, mind-independent sort of

way (again, much the same way as mathematicians think about it); how the

calculator connects to the Platonic principles of arithmetic is, at best, “mere

engineering” (Fodor, 1975, 2010).

3. Multiple Realizability : the third concern, which is itself linked and thought to be

solved by the previous two, suggests that the multiple realizability of meaning

is a theoretical and empirical block to psychology’s contributions to linguistics

(for discussion, see Chomsky & McGilvray, 2012; Fodor, 1978; Soames, 2010).

Roughly speaking, given the computational-level description, there are many
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equivalent algorithms that will do the job, and, for each algorithms, many

equivalent physical implementations (e.g., brains made of silicon, or artificial

intelligence systems; Marr, 1982). This is an issue for both psychology’s theo-

retical accounts (do two people who behave identically but have different lan-

guage/cognition interfaces have different meanings?) and for empirical work

(e.g., if there are as many implementations of grammar as there are people,

we won’t be able to use the algorithmic-level descriptions to constrain the

computational-level ones). This problem is thought to be solved by the first

two: the truth-conditional, function-first approach and is abstract enough to

remain safe from multiple-realizability (and, if need be, could be turned from

function-first into a function-only study of meaning), and externalism is spared

so long as the mind is properly linking with the correct external things and main-

taining the correct truth-conditions (which are not multiple realizable). Once

again returning to the calculator - there are, in fact, many different pocket

calculators, each that can implement the principles of arithmetic in different

ways (some are binary calculators, some are mechanized abacuses, some run

on batteries, some on solar power, etc.), and we are not going to gain traction

by studying each calculator’s unique “physiology”; instead, we are interested in

the abstract thing that all calculators relate to, and this is best described by

ignoring implementational concerns (Peano and Dedekind surely did not need

to know anything about how electrical circuits in calculators work to formalize
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the principles of arithmetic).

In the remainder of this chapter, I take up each of these challenges individually, and

demonstrate that the proper relationship between formal semantics and psychology

(i.e., the approach outlined above) can get past all three of these issues.

2.2.1 Function-First vs. Function-Only

The first-pass response to the function-first critique is to acknowledge it and note

that the proper relationship between formal semantics and psychology should respect

this motto: when studying complex systems, we should first ask about its goals

and abstract-level descriptions of functions prior to asking about how they might be

implemented (Marr, 1982; McClamrock, 1991). Because the theory of Pietroski, Lidz,

et al. (2009, 2011) allows formal semantics to play the role of describing functions

and empirical psychology to step in and adjudicate the most likely algorithms once

this is done, there is no problem to speak of, so long as each side understands the

goals and aspirations of the other.

As an example of how this division can be fruitful in the sciences more broadly,

consider the case of natural selection and genes. The process of natural selection can

be thought at the computational-level by stipulating that the purpose of evolution

is to pass traits to one’s offspring to increase adaptation to the environment. But,

given this computational-level account, there are (at least) two possible algorithms

for how this is done: Darwinian-style evolution (random mutation) and Lamarckian-
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style evolution (rational adaptation to the environment). And, as the history of

biology shows, these two algorithms are difficult to tease apart (Jablonka, 1999).

A major breakthrough was accomplished, however, by Mendel’s discovery of genes.

Because we know that genes are modulated by the environment only through random

mutations (e.g., the expression of genes that produce curly hair is not modulated

by somebody curling their hair), we know that the Lamarck-style algorithm could

not be realized by the implementation-level of genes. Hence, if we carefully specify

the functions and algorithms in question, we can subsequently carefully adjudicate

between these by empirically studying the structure of the implementation. But -

specifying genes did not replace or reduce the Darwinian-algorithms, and one can

think about implementing these in a variety of other settings, including computer

simulations and artificial life (e.g., Sasaki & Tokoro, 1999).

This similar division of labour is currently actively exploited in computational

psychology, and especially in Bayesian modelling of vision (Alais & Burr, 2004; Ernst

& Banks, 2002; Kersten, Mamassian, & Yuille, 2004; Krding & Wolpert, 2004; Lau,

2007; Pouget, Dayan, & Zemel, 2000). As Griffiths et al. (2012) and Pouget et

al. (2013) have repeatedly stressed, one uses Bayesian models as a computational-

level description of the kinds of functions that the mind is implementing. But no

serious Bayesian modeller believes that the mind is constantly calculating posterior

distributions over entire hypothesis spaces (even supercomputers cannot do this);

rather, the mind’s implementation is likely to work through a variety of heuristics and
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quick calculations that roughly approximate Bayesian computations (e.g., MCMC and

win-stay-lose-shift procedures; Bonawitz, Denison, Chen, Gopnik, & Griffiths, 2011).

At the same time, however, there is little point in exploring what these algorithms

may be until we have established what we think is the goal of the visual system and its

computations are (Gallistel & King, 2009). We begin with a function-first approach,

and then combine it with rigorous empirical work to extend it into algorithms and

implementations (Marr, 1982; McClamrock, 1991).

But - even with acknowledging the function-first contributions of semantics - there

exists a danger of a function-first approach turning into a function-only approach,

where the only relevant considerations are those specified by formal semantics. This

function-only threat is especially significant when one considers that formal semantics

often solves the multiple-realizability problem by claiming that the only relevant

object of study is the abstract-level descriptions of grammar, rather than any of the

many wildly-differing implementations. If a function-first approach is replaced with

a function-only approach, there is a serious threat to the contact between formal

semantics and empirical psychology, as the latter’s role becomes irrelevant.

A function-only approach of formal semantics is doomed to fail for two reasons.

First, it is not always a priori obvious that the abstract, computational-level descrip-

tion is going to capture the relevant object of study. Take the concept of ‘life’ - one

might say that because life can be realized in many things and in many ways, we

can stop once we have described it in computational-level terms. But, in fact, this
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turns out to be unreasonable: life, as a concept, applies to a wide cluster of properties

(none of which, by themselves, are ‘life’; Koshland, 2002), and may be an emergent

property of how these properties interact, rather than an explanatory concept in its

own right. Thus, although we can ask questions such as whether something has or

doesn’t have life (e.g., whether it has or doesn’t have the required properties), it is

doubtful that an abstract description that makes no reference to its implementational

properties buys us any additional descriptive or explanatory power. Life simply is

not the kind of concept that is best described at this abstract level (other properties,

like reproduction, adaptation, and metabolism might be, however). Now, one might

claim that meaning and grammar are concepts quite unlike life (I agree), but the

point is that we cannot a priori assume that every property of a complex system is

exhausted by its computational-level description.

The second problem with the function-only approach is that the moment we infer

any computational-level description from behaviour (and, hence, from algorithmic-

level structures), we stand to mistake algorithmic properties for computational ones.

And since even formal syntax and semantics depend on linguistic judgements of com-

petent speakers, this risk is a serious one for a function-only approach (Gibson &

Fedorenko, 2010). Consider the example of inferring principles of arithmetic from the

behaviour of an ordinary pocket calculator. Suppose that we take a number and di-

vide it by zero; the calculator returns an error - a very valuable behaviour that might

help us infer the principles of arithmetic (e.g., how to define zero and division). Next,
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we multiply two very large numbers (e.g., a million times a million); supposing that

the calculator has a maximum number of digits it can display on the screen (as most

calculators do), it would also return an error. Given that the behaviour is identical

to the one we observed when dividing by zero, we may thus be tempted to infer that

arithmetic is not closed under multiplication! Of course, only the former behaviour

is informative for the abstract principles, while the latter is a consequence of the cal-

culator’s implementation; but how could we ever tell? The calculator example is not

meant to illustrate that we should equate or reduce the principles of arithmetic to

the implementation of a particular pocket calculator. Rather, the moment we use the

behaviour of a complex systems to infer its internal functions, we have to carefully

consider what is doing the work - the abstract competence, or the implementation of

it.

Together, these examples demonstrate the dangers of a function-only approach: it

is not clear a priori that the computational-level description will be the right level of

explanation, and if our computational-level data depends on the implementation (as

it does whenever we use behaviour to infer descriptions of grammar), then we cannot

straightforwardly differentiate properties of the competence from properties of the

performance. Ultimately, this means that neither a function-only or algorithm-only

approach will do: we need the kind of function-first approach proposed by the proper

relationship between formal semantics and psychology.
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2.2.2 Externalism, Holism, Verificationism

Fodor (1978; see also Fodor & Lepore, 1991; Fodor & LePore, 1992; Kripke, 1971;

Putnam, 1973) warns that any theory of meaning that is not based on externalism

(i.e., that meaning is a reference to things outside the head) is likely to suffer from

either holism, verificationism, or both. But if meaning is not internal, is there any

sense in which psychology has a role to play?

The most straightforward reply to this criticism is that the proper contact theory

between formal semantics and psychology does not imply a theory of meaning, and

is compatible with either external-, internal-, or dual-content theories. To see how

the contact theory could work with external content, assume - as many externalist-

leaning philosophers do - that concepts maintain their external denotation through

co-variation with properties of the world (e.g., Fodor, 1995; though see Cummins,

1991). The interface between the language faculty’s structured expression outputs

would then interface as a partial homomorphism with these non-linguistic, reference-

maintaining concepts (Larson & Segal, 1995). In other words, linguistic structured

expressions inherit their meaning from the co-variance between the world and con-

cepts, thereby maintaining correct truth conditions between linguistic expressions and

the external world. Such a view is exactly parallel to, e.g., Fodor’s theory of content

(though for reasons to doubt that Fodor’s proposal is a good one, however, see Block,

1987; Carey, 2009; Cummins, 1991; Pietroski, 2005).
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At the same time, the contact theory could maintain a purely internal or dual-

content view of meaning instead. A purely internalistic view of meaning might re-

semble the proposals of Jackendoff (1998, 2010), Pietroski (2005, 2010), or Chomsky

(1986; 1995), all of whom suggest (in different ways) that meaning is gained in the

grammar’s interface with cognition. And, as I suggest in Chapter 5, the empirical

work presented in this dissertation may lead us to prefer a kind of dual-content theory.

Without going into too much detail at this point, growing work in vision and develop-

mental science suggests that the mind’s concepts are differentiated not only in their

representational content (i.e., their reference) but also in their representational format

(i.e., their data structure and computational role2; Carey, 2009). Representational

format is a powerful property for the computational mind to have: representational

format (in part) specifies the domain and range of internal functions and allows the

mind to be a computational device (Gallistel & King, 2009). As an example that I

return to in Chapter 3, one way to think about operations such as “greater-than” is

as a function that takes as input any two approximate quantities that have a partic-

ular format (e.g., Gaussian tuning curves on ratio scales) and returns true or false.

Because functions such as “greater-than” are constrained by format, rather than con-

2One might worry whether representational format is a different kind of meaning (a psycholog-
ical/computational data-structure, rather than the philosopher’s sense of denotational), that can
modulate our interpretation of external reference (e.g., can modulate the interpretation of morning
vs. evening star; Fodor, 1995). It is true that the kind of meaning picked out by representational
format is different (e.g., it is not revisable; Carey, 2009), but this is precisely the point: the only
way in which we’ll be able to capture the phenomena in question (e.g., what is the difference in
meaning between ‘troll’ and ‘unicorn’, given that neither has an external extension) is by taking
some properties of meaning to be of the non-denotational kind (Block, 1987).
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tent, they are powerful, likely innate, and the product of evolutionary adaptation

(cf. Carey, 2009). In turn, these functions can provide meaning without reference in

virtue of the computational role they play (a similar analysis may apply for conjunc-

tion and other logical operators; Carey, 2009). The kinds of functions carried out by

the internal language faculty that yield an interface with cognition may themselves

be individuated by their functional roles, giving the linguistic faculty itself internal

meaning.

While the proper contact theory is neutral with respect to external vs. internal

meaning, it explicitly denies many empiricist, reductionist theories of meaning, in-

cluding verificationism - the theory that meaningful sentences are only those that

could be verified by empirical observation and that the difference in meaning between

particular sentences is the difference in which verification procedures they imply. The

theory outlined here does not claim that meaning is the language/cognition interface,

nor that every output of the linguistic faculty will (in principle or otherwise) be able

to interface with non-linguistic cognition. Rather, one of the things that the internal

linguistic faculty does is transform the input sentence into a structured expression

(e.g., a logical form, a truth-condition, etc.) and these expression can sometimes

interface with the rest of cognition; but that is just one of many things we can do

with sentences. In other words, behavior - potential or actualized - is not a necessary

consequence of understanding a sentence, but one of the many things that could be

done with the outputs of the language faculty.
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The theory also avoids verificationism by denying reductionism of meaning to

sensorimotor or conceptual primitives: there is no literal translation from a sentence

into cognition. Rather, the interface between the outputs of the linguistic faculty and

the remainder of cognition is, at best, a partial homomorphism (Jackendoff, 1987):

only some aspects of the structure are mapped onto one another. As a concrete

example, there are aspects of vision that the language faculty doesn’t care for (e.g.,

the light-from-above constraint of early vision), and aspects of the language faculty

for which vision doesn’t care for (e.g., C-Command). Indeed, one of the most striking

aspects of the relationship between language and vision is just how sparse language is,

especially in its closed-class vocabulary, compared to the fine-grained representations

of vision (Gleitman & Papafragou, 2005; Landau & Jackendoff, 1993; Singleton &

Newport, 2004; Spelke & Newport, 1998). Hence, because the interface between the

language faculty and non-linguistic cognition is not in any way a literal translation,

there is no sense in which we can reduce the meanings of sentences into sensorimotor

or conceptual primitives.

2.2.3 Multiple Realizability

The issue of multiple realizability is seemingly the most serious one of the three,

and contributes to formal semantics’ present focus on function-only, external-content

theories. Of course, only some individual differences matter for this problem. Nobody

would claim that because people vary in height that there is no concept of “tallness”.
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Likewise, individual differences in how well observers can approximate number (i.e.,

the ANS Acuity, see Chapter 3) do not imply that we cannot study this behaviour,

that we cannot infer a similar structure that underpins and defines this variability,

and that, as a construct, the ANS doesn’t exist.

What individual difference would matter? The intuition of many linguists and

philosophers is that there are two concerning types: (a) individuals may differ in the

algorithms that implement the computational-level descriptions (e.g., one individual

may use cardinality comparison, and another one-to-one correspondence for ‘most’);

and (b) individuals may differ in the way that their internal representations relate to

one another. In either case, so long as individuals are not wrong in their algorithms

or intra-representational relations (e.g., if they think that ‘most’ means ‘least’), the

consequence is that the implementation is either irrelevant (i.e.., things are identical

on computational-level regardless of the difference in algorithms) or that multiple

realizability poses a serious theoretical and/or empirical concern (e.g., in whether

differences in algorithm are differences in meaning, and whether empirical work can

be informative if there is so much variability).

The quick answers to the first two concerns can be found in the previous sec-

tions: implementations are not always irrelevant (e.g., calculators and multiplying

large numbers), and meanings are not algorithms (i.e., so if two people have different

algorithms they do not necessarily have different meanings).

The one unresolved problem, however, is empirical traction: if multiple realiz-
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ability is right, how could empirical psychology perform its task of identifying the

most likely algorithms? We are putting the cart before the horse - before we turn the

radical solution of ignoring psychology out of fear of multiple realizability, we should

recognize that: (a) multiple realizability may only be true in principle, but not in

practice; and (b) if we are doing our job as psychologists, any detectable differences

in the interface should (eventually) be found in behaviour (and undetectable things

are always outside the scope of any science, formal semantics included).

As I review in Chapter 3, recent work in cognitive, comparative, and developmen-

tal science has strongly suggested that people are not all that different in their imple-

mentations of cognitive functions (Carey, 2009). The multiple realizability concern is

largely a product of empiricist theories of concepts (as minor changes in environment

may yield major differences in algorithms), which have increasingly crumbled against

both philosophical and psychological pressures (Carey, 2009; Laurence & Margolis,

2001, 2002; Spelke & Newport, 1998). At the very least, psychophysics shows that

people are highly similar to one another in the basic, low-level perceptual structures,

including vision, audition, olfaction, etc (Gescheider, 1997). As a research strategy,

therefore, we may be best served to begin studying the relationship between formal

semantics and aspects of psychology that are conserved across people, species, and

development. These include representations of depth, objects, space, quantity, colour,

and perhaps even agents (Carey, 2009; Hamlin, Wynn, & Bloom, 2007, 2010). In these

cases, there are few reasons to doubt that the underlying psychology is different.
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Psychology has also given us very good, off-the-shelf tools for testing individual

observers in a variety of tasks, and detecting individual differences between them

(Gescheider, 1997; Green & Swets, 1966). As a result, even if we suspect that multiple

realizability is a possibility (e.g., in the algorithm of ‘most’), we can use appropriate,

clever experiments to individually test subjects and detect any differences.

The ultimate answer to the multiple realizability problem, then, is an empirical

one: we should only be concerned about multiple realizability if psychological methods

could not detect them (they can) and if the weight of evidence suggests a proliferation

of individual differences (it doesn’t). In this dissertation, I use rigorous methods from

psychophysics and development to test both group- and individual-level behaviours

to infer which computational-level descriptions the internal language faculty most

likely implements. And, as it turns out, individual differences turn out to not matter

at all for this particular case-study. The upshot is, then, that the issue of multiple

realizability and its implications for theory and practice can be dealt with if evidence

for it ever comes up.

2.3 Summary of Chapter 2

In this chapter, I outlined what I take to be the proper relationship between for-

mal semantics and empirical psychology. I’ve stressed that under this approach, we

can maintain each field’s independence: the primary task of formal semantics is to

specify the computational-level descriptions of natural language grammars, while the
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primary goal of empirical psychology is to adjudicate amongst many algorithmic-level

specifications and decide which of them is the most likely one implemented by the

speaker’s internal language faculty. This approach provides a contact theory between

the two fields without reducing one into the other. Finally, I’ve argued that the three

major criticisms of previous theories - function-first approach, external meaning, and

multiple realizability - are not issues for the theory outlined here.
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Chapter 3

Development of Non-Linguistic

Number and Area Quantification

3.1 Synopsis

To apply the proper contact theory between formal semantics and psychology, we

need understand the internal linguistic faculty’s structured expressions (e.g., logical

forms, truth conditions, etc.), and the representational structure of the candidate

non-linguistic cognitive representations that may interface with language. This chap-

ter explores the structure of non-linguistic representations of objects and substances,

focusing primarily on how objects and substances are quantified (e.g., number vs.

surface area representations). The currently dominant theory in psychophysics and

development is that while mid-level vision and attention distinguish objects from
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substances, the quantification systems do not and instead comprise a domain-general

magnitude system. I provide empirical evidence against this view. Forty 3- to 6-year-

old children and adults are tested in both a number and a surface area discrimination

task where they have to select the greater of two quantities across a range of ratios.

Formal psychophysical models are applied to derive each participant’s Weber fractions

for both number and area discrimination. The results show that number and surface

area acuity steadily improve during childhood and are represented by Gaussian tun-

ing curves on ratio scales (i.e., number and surface area share their representational

formats). However, area acuity is consistently higher and uncorrelated with number

acuity, suggesting an important difference in the underlying mechanisms that encode

and/or represent approximate surface area and approximate number. Thus - while

number and surface area share a common representational format, they are distin-

guished in their representational content and cannot be represented by a generalized

magnitude system.

3.2 Background

3.2.1 Objects and Substances in Mid-Level Vision

Our conscious experience is of a world populated by discrete, physical objects. Objects

play a key role not only in our perception of reality, but also in our commitments

about what the world is actually like: since at least Plato, we have sought to identify
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what the smallest objects of matter are, such that everything else can be composed

from them. It is not a great surprise that objects have played a key role in empirical

psychology, as well.

Defining what exactly constitutes an “object” is not straightforward (e.g., Quine,

1951, 1964). For simplicity, and in an effort to avoid metaphysical discussions, I will

focus on objects as a special kind of mental representation: an object is a mental

representation to which we ascribe properties of physicality, boundedness, and per-

sistence (i.e., Spelke-object; Spelke, 1990). Additionally, my focus will be on visual

objects - object that are tokened by some combination of early-visual features (e.g.,

edge, texture, surface, etc.) combining into a single representation (Feldman, 2003;

Nakayama, He, & Shimojo, 1995; Scholl, 2001). In this sense, objects are mid-level

visual units: object representations can be used in computations before they are

identified or associated with other higher-level concepts (Nakayama et al., 1995).

In contrast to object representations, the visual system’s representations of sub-

stances are not as well defined. Though it is clear that the visual system can represent

properties that are not bounded and are infinitely divisible (e.g., water, soup), the

exact definition of a substance representation remains elusive. For example, features

of objects (e.g., its colour or texture or taste) are not object representations, but

we probably would not want to include them as substance representations, either

(e.g., they may be thought of as qualities, or dimensions). To simplify matters, in

this dissertation I will define substances as having physicality, persistence, but not
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boundedness; this, then, includes cases like water, mud, etc., and excludes things like

color, beauty, shape, etc.

There is ample evidence that object representations are distinct from substance

representations in mid-level vision. Evidence for this separation comes from three

sources: (1) object representations hold a privileged status in visual attention; (2)

objects are remembered better than substances in a variety of tasks; (3) children and

adults pay attention to and reason about different visual properties when faced with

objects vs. substances.

In visual attention, object representations have been hypothesized to be the first

representation over which attention can operate (Scholl, 2001). Even with a brief

exposure, our visual system will rapidly identify the position and number of up to

three objects (Luck & Vogel, 1997; Trick & Pylyshyn, 1993). In multiple-object

tracking paradigms, for example, the visual system can simultaneously track up to

three objects as they smoothly move through space over an extended period of time

(Scholl, 2001). But if any of the properties of objects are violated, however (e.g.,

violate boundedness by having them disintegrate and then re-combine) our ability to

track them significantly and rapidly deteriorates (VanMarle & Scholl, 2003).

Object representations also show attentional priming effects that substance rep-

resentations do not. Kahneman, Treisman, and Gibbs (1992) presented subjects with

several objects on the screen and flashed a letter inside of each; the objects then

moved, and a letter re-appeared in the same or different object as before. Partic-
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ipants showed significant priming effects (i.e., faster reaction times) for the letter

appearing in the same object, even if, during the object movement, the objects ex-

changed visual features (Kahneman et al., 1992; Mitroff & Alvarez, 2007). The object

priming effect, however, is not observed when a single object violates boundedness

and splits itself into two (Mitroff, Scholl, & Wynn, 2004). Similarly, the now-classic

attentional cueing paradigm of Egly, Driver, and Rafal (1994) is not observed if an

object’s boundedness is violated by removing two of the rectangle’s bounding lines

(making the cueing rectangles appear as parallel lines; Marino & Scholl, 2005).

Object representations also hold a privileged state for memory computations.

Feigenson and Carey (2005) show that infants and toddlers can remember the to-

tal number of no more than three visual objects (in this case, graham crackers).

But if the boundedness of these objects is violated by, e.g., breaking the cracker in

two, infants no longer show any memory for the number or quantity of objects/stuff

hidden (Cheries, Mitroff, Wynn, & Scholl, 2008). Memory in this task depends, there-

fore, on the encoding of mid-level object representations and memory does not easily

encode the quantity of substances. Work with even younger infants demonstrates

that they can remember the presence of an object as it undergoes occlusion, and

are surprised when an object that went behind a screen is suddenly no longer there

(Spelke, Kestenbaum, Simons, & Wein, 1995). On the other hand, infants are not

surprised if unbounded piles of sand suddenly disappear behind an occluder (Gavin

Huntley-Fenner, Carey, & Solimando, 2002; Rosenberg & Carey, 2006).
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Lastly, children and adults attend to different perceptual properties when reason-

ing about objects versus substances. Soja and colleagues (1991; Soja, 1992) presented

2-year-old children with a rigid object (e.g., a wooden T-shape) or non-rigid substance

(e.g., a pile of toothpaste), and gave it a novel label (e.g., “this is my dax”). Given

the task, children could either reason that the label applies to the cohesive, bounded

shape (the T) or to the material (toothpaste). To test which inference children made,

the experimenter asked each child to identify another ‘dax’ in a set that included

another rigid object that shared the previous object’s shape, but not its material

(e.g., a plastic T-shape) and a substance that matched the object’s material, but

not its shape (e.g., a pile of wood chips). Children who had heard the novel word

when seeing the object extended the label to the cohesive shape, while children who

learned the novel word while seeing the substance extended the label to the material.

In other words, the children pre-linguistically differentiated objects from substances,

and understood that the property they should attend to when reasoning about objects

are its cohesive properties, and that the relevant property they should attend when

reasoning about substances is their material. This bias can be further modulated by

language (Landau, Smith, & Jones, 1988; Smith, Jones, & Landau, 1992).

Together, these findings suggest that at the level of mid-level representations, the

visual system cares about the distinction between objects and substances and differ-

entiates them in representational content and format, allowing object representations

to be preferentially computed by functions in attention, memory, and reasoning.
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3.2.2 Quantification of Objects (Approximate Number System)

If objects and substances are differentiated at the level of mid-level vision, are they

also differentiated in how the visual system quantifies over them? In other words, is

approximating the number of objects in a visual scene distinct from approximating

the total surface area of substances in the visual scene? In this section, I review the re-

cent work on object quantification through the Approximate Number System (ANS).

Subsequently, I discuss the evidence for the surprising claim that object quantification

may be de facto identical to substance quantification (the “generalized magnitude sys-

tem” hypothesis). The empirical test of this hypothesis will ultimately be the focus

of Experiment 1.

It is now well accepted among psychologists that humans can represent number in

at least two ways. The first method, and the one probably most familiar to us all, is by

counting and representing number exactly. However, although such a representational

system is useful when we have to be precise, it is effortful, emerges after a lot of

learning, and may require a spoken/signed language (P. Bloom & Wynn, 1997; Carey,

2009; Frank et al., 2008; Gordon, 2004; Le Corre & Carey, 2007; Spaepen, Coppola,

Spelke, Carey, & Goldin-Meadow, 2011). An alternative number representational

system - the Approximate Number System (ANS) - appears to be intuitive, innate

in both humans and other animals (Dehaene, 1997; Feigenson et al., 2004; Izard

et al., 2009), and used by infants (Izard et al., 2009) and adults who lack number
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words (Gordon, 2004; Pica et al., 2004; Spaepen et al., 2011) to make numerical

discriminations and compute the outcomes of addition and subtraction events (Barth

et al., 2006; Frank et al., 2008). The ANS is what gives us an intuitive feel of how

many things are in a set (e.g., guessing how many marbles are in a jar).

The ANS is not capable of representing number exactly. Instead, it approximates

number, and represents it as a continuous Gaussian activation of several numerical

values on a mental number line (Dehaene, 1997; Halberda, Ly, Wilmer, Naiman, &

Germine, 2012; Nieder & Miller, 2004; Piazza, Izard, Pinel, Le Bihan, & Dehaene,

2004). When using the ANS, one never has knowledge of exactly how many items

are in a scene - merely a rough range. Additionally, the comparison of two such

activations is successful insofar as the two representations do not overlap too much -

the greater the degree of overlap between two approximate number representations,

the more difficult it is to discriminate between them (Feigenson et al., 2004; Green &

Swets, 1966; Halberda & Feigenson, 2008; Piazza et al., 2004). This property of the

ANS results in its compliance to Weber’s law - the smaller the ratio of two numbers,

the worse discrimination is between them, regardless of the total number of items.

Thus, for relatively high ratios, like 2.0 (10 blue: 5 yellow dots), discrimination is

easy, while for relatively low ratios, like 1.2 (12 blue: 10 yellow dots), discrimination

is hard and error-prone. Compliance of a numerical discrimination performance to

Weber’s law is the primary behavioral signature of ANS use.

Individuals vary in how well their ANS can discriminate numbers. An individual’s
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discrimination ability is measured by the internal standard deviation/precision of the

representation - or the “Weber fraction” (w ; Gescheider, 1997; Halberda et al., 2012;

Piazza, et al., 2004). The Weber fraction roughly corresponds to the most difficult

ratio that an observer can discriminate with 75% accuracy and indexes the amount

of ‘noise’ in the internal representations (the standard deviation of the Gaussian

distributions). A person with a higher Weber fraction for a given dimension will have

noisier internal representations and have a harder time discriminating between two

representations (e.g., some people will easily discriminate 10 from 8 dots, while others

struggle with this discrimination).

The individual differences in the ANS are well behaved and can be estimated for

each person by a precise mathematical model that describes the expected percent

correct given two Gaussian representations (for equation, see Results). This model

has only a single free parameter - the Weber fraction (w). Larger w values indicate

poorer discrimination of the system across all ratios.

3.2.3 Quantification of Substances (Generalized Magnitude System

Hypothesis)

The ANS supports a sense of numerical magnitude. But humans and non-human

animals can represent other magnitudes as well. These other magnitude represen-

tations might also be represented as Gaussian tuning curves (Cantlon et al., 2009;

Feigenson, 2007; Jacob & Nieder, 2009; Meck & Church, 1983; Tudusciuc & Nieder,
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2007). Decades of work on various cognitive continua, including length, brightness,

pitch, time, and area have suggested that humans represent various “approximate”

dimensions, which all follow Weber’s law (e.g., 10 seconds versus 5 seconds is easier

to discriminate than 12 seconds versus 10 seconds).

Recently, a number of authors have proposed that a single, domain general mag-

nitude system may underlie all our judgements about quantity (Bueti & Walsh, 2009;

Cantlon et al., 2009; Lourenco & Longo, 2010; Walsh, 2003). Under one version of this

view, our quantity representations do not differentiate between objects and substances

- both object-related quantities, like number, and substance-related quantities, like

surface area, are encoded on the exact same mental quantity line by identical sets of

noisy Gaussian representations.

Evidence for the generalized magnitude system comes from four sources (all of

which hold in human adults, infants, and non-human animals):

1. Weber’s Law : A variety of magnitude dimensions, including number, time, and

line length obey Weber’s law (Cheng, Srinivasan, & Zhang, 1999; Droit-Volet,

Clment, & Fayol, 2008; Gescheider, 1997; Grondin & Killeen, 2009; Möhring,

Libertus, & Bertin, 2012; Stone & Bosley, 1965; Tegthsoonian, 1965).

2. Neural Localization: Virtually all quantity representations are localized in a

similar brain region (the intraparietal sulcus, or IPS; Castelli, Glaser, & But-

terworth, 2006; Cohen Kadosh, Lammertyn, & Izard, 2008; Nieder & Miller,

2004; Piazza et al., 2004; Tudusciuc & Nieder, 2007).
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3. Weber Fractions : The Weber fractions of many dimensions, including time and

number, appear very similar in value, especially in infancy (Brannon, Lutz, &

Cordes, 2006; Droit-Volet et al., 2008; Feigenson, 2007; Meck & Church, 1983;

Mhring et al., 2012; VanMarle & Wynn, 2006, 2011).

4. Interference Effects : There are persistent interference and semantic congruency

effects between the magnitudes, where the coding of one magnitude interferes

with another1(e.g., encoding large numbers also encodes for the right side of

space; Bueti & Walsh, 2009; Burr, Ross, Binda, & Morrone, 2010; Cantlon et

al., 2009; Cordes & Brannon, 2008; Dehaene, Bossini, & Giraux, 1993; Fias,

2001; Hurewitz, Gelman, & Schnitzer, 2006; Lourenco & Longo, 2010).

The generalized magnitude hypothesis implies a very different set of predictions for

how vision works and interacts with language. For one, the hypothesis suggests that

while mid-level vision makes a strong distinction between objects and substances,

the quantificational systems of core cognition do not. As a result, the kind of rep-

resentational ontology we specify must be dramatically different depending on the

computations in question (e.g., tracking vs. quantifying). The hypothesis also makes

a strong claim for the kind of interface non-linguistic cognition may form with lan-

1A related issue that I will not focus on here is the claim that number quantification is, in reality,
not about quantifying the number of objects, but some continuous property of the objects, such as
their total surface area, density, contour length, convex hull, etc. (Clearfield & Mix, 1999, 2001;
Dakin, Tibber, Greenwood, Kingdom, & Morgan, 2011; Gebuis & Reynvoet, 2012). As I discuss
in Chapter 5, this evidence has been challenged by numerous experiments, including those showing
that even with proper perceptual controls (e.g., matched density) participants can still discriminate
by number (Burr & Ross, 2008; Castelli, Glaser, & Butterworth, 2006; Feigenson, Carey, & Spelke,
2002; Halberda & Feigenson, 2008; Stoianov & Zorzi, 2012).
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guage: if the quantity representations do not distinguish between quantity dimensions,

then linguistic quantifiers never could, either, and we should treat the algorithms for

sentences such as “How many cows did you buy?” as extremely similar/identical to

“How much beef did you buy?”.

But - there are many reasons to doubt the validity of the generalized magnitude

hypothesis. To illustrate, consider two models of quantity representations: the one-

scale model, where all dimensions are represented on an identical, unit-neutral scale

as Gaussian representations (a requirement for Weber’s law), and the many-scales

model, where each dimension is represented on a separate, unit-specified scale, each

as a Gaussian representation. Put differently, the one-scale model states that both the

representational format (scales with Gaussian representations) and representational

content (identity of dimension) are identical, while the many-scales model suggests

that the format can be identical, while the contents can differ. Only the one-scale

is a true generalized magnitude hypothesis, as the many-scales model is compatible

with strong dissociations between quantity dimensions (e.g., one may lose the ability

to represent time on the time-scale without any loss to representations of number on

the number-scale).

If the above four generalizations are good evidence for the generalized magnitude

hypothesis, we should expect that they can straightforwardly adjudicate between the

one-scale and many-scales models. As it turns out - they cannot.

Weber’s law falls out from having any scalar variability Gaussian activations along
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an ordered scale (Gescheider, 1997). Since this is true of either the one-scale or many-

scales model, the mere compliance with Weber’s law cannot adjudicate between them.

Neural localization is, in general, a very poor generalization for identifying rep-

resentations as identical (or even similar). For example, the cells of the left V1 are

processing the exact same kind of information (e.g., edges, textures, etc.) and ap-

plying identical computations as the cells in the right V1; the representations are in

a meaningful way identical, and differ only in whether the inputs come from left or

right visual field (Kanwisher, 2010, 2014). On the other hand, neutrally localized re-

gions sometimes dont even share functions: areas in V1 that code for orthography and

spelling rules are highly overlapping with those that analyze edges in non-orthographic

objects (Elman et al., 1997). There are also empirical reasons to doubt that the neu-

ral overlap between the dimensions supports the single-scale model: Tudusciuc and

Nieder (2007) show that while the same population of neurons may code for both

number and line-length, they often do so for opposite sides of the scale (e.g., a popu-

lation that codes for a lot of objects may also code for short lines; for other findings

suggesting that the IPS likely contains many different scales, see Castelli et al., 2006;

Piazza et al., 2004).

Identical Weber fractions may stem from multiple sources: they may index the

variability of the internal representations (in which case identical Weber fractions

would be surprising under the many-scales model), but they may also index some

component of the encoding or decision-making process (Dosher & Lu, 1998; Ratcliff &

53



CHAPTER 3. OBJECTS AND SUBSTANCES IN VISION

Smith, 2004; Ratcliff, Spieler, & McKoon, 2000). In this case, encoding of dimensions

would be a bottleneck on the participant response variability that could yield near-

identical Weber fractions regardless of the dimension. Consistent with this, Droit-

Volet and colleagues (2008) find that children show identical Weber fractions for time

and number, but only when both are presented sequentially (e.g., objects need to

be enumerated across successive displays); when the display type did not match and

all objects are presented simultaneously for number, the ANS Weber fraction was

significantly better than for time, suggesting a bottleneck from children’s ability to

pay attention and integrate information over sequential displays (a similar difference

may explain different results in infant surface area processing; see Brannon et al.,

2006 vs. VanMarle & Wynn, 2011)

Finally, congruency and interference effects are easily accounted for in the many-

scales model. Much like analogies can be formed between disparate content domains

that share some structure (Gentner, 1983; Kotovsky & Gentner, 1996), quantity scales

that match in representational format could straightforwardly be aligned for a variety

of reasons. For one, observers may tap into the shared structure between two quantity

scales to make the experimental task easier (e.g., remember that the right button is the

one for “large” number by establishing a space-number mapping). Such task-demand

explanations better account for the range of SNARC-like findings outside the quantity

domain, including that priming people with “heavenly” words (‘God’, ‘divine’) leads

them to pay attention to the upper part of space (Chasteen, Burdzy, & Pratt, 2010).
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The presence of these effects in infancy is also not surprising: infants, in general,

don’t know what task we are asking them to perform, and are (much like adults)

simultaneously encoding multiple quantities and using them towards some decision

rule. If either the encoding or decision-making of quantities is shared, congruency

and interference effects are expected (Cantlon et al., 2009).

Thus far, I have only emphasized that the four principal arguments for the gener-

alized magnitude hypothesis (cashed out as a single-scale model, at least) are incon-

clusive, and equally compatible with the view that quantity is represented by many

distinct scales that share a common representational format. What kind of evidence,

then, could adjudicate between these?

As reviewed above, identical Weber fractions are not sufficient evidence for the

single-scale model. But, if two dimensions show different and uncorrelated Weber

fractions, the evidence for a distinction between the quantity dimensions would be

much more consistent with the many-scales model. In other words, what we are after

is not the identity of Weber fractions (whose absolute values can be influenced by

encoding and decision-making bottlenecks) but a correlation between Weber fractions

(which should always retain a strong correlation in the single-scale model). Finally,

to adjudicate between the hypothesis that quantity systems may initially be identical

but differentiate over development (Lourenco & Longo, 2010), ideally any lack of

correlation should hold throughout development.

Previous research on area Weber fractions has been very mixed, with some work

55



CHAPTER 3. OBJECTS AND SUBSTANCES IN VISION

suggesting that surface area representations show poor Weber fractions (Morgan,

2005) and others suggesting that it shows relatively good Weber fractions (Nachmias,

2008). Correlations between area and number tasks have never been examined. Like-

wise, some work has suggested that, given a choice of encoding a set of objects by

either number or area, number tends to be preferred by children (Cantlon, Safford, &

Brannon, 2010; Jeong, Levine, & Huttenlocher, 2007) and infants (Cordes & Brannon,

2008b, 2009). Due to the conflicting literature, it is unclear that we have evidence for

or against a similarity in Weber fractions between number and area representations.

In Experiment 1, I take this challenge head-on and explore the relationships between

approximating number and surface area in children and adults.

3.2.4 Background Summary

The psychological evidence on the object/substance distinction has been mixed.

While the work in mid-level vision, including attention, memory, and reasoning, has

suggested a divide between representations of objects and substances, the work on

quantification of number vs. continuous extents has implied a single magnitude sys-

tem that does not differentiate object quantities (e.g., number) from substance ones

(e.g., surface area). However, the evidence for the generalized magnitude hypothesis

has not conclusively shown whether quantity is represented on a single scale or many

scales. In Experiment 1, I turn to this question by testing a cross-sectional sample

of children on both a number and surface area task, and find a lack of correlation
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between the individual Weber fractions for number and area. This suggests that, con-

trary to the generalized magnitude hypothesis, quantity systems differentiate number

from surface area in their representational content, but not in their representational

format. The relationship between this non-linguistic cognitive structure and the lan-

guage faculty is then explored in Chapters 4, 5, and 6.

3.3 Experiment 1

3.3.1 Methods

Participants. Forty participants were tested, with eight participants in each age

group: 3-year-olds, 4-year-olds, 5-year-olds, 6-year-olds, and adults. The average age

within each group was: 3.72 years (SE = 0.06; 6 boys), 4.46 years (SE = 0.11; 4

boys), 5.64 years (SE = 0.09; 3 boys), 6.53 years (SE = 0.09; 3 boys) and 19.25 years

(SE = 0.45; 4 males). Children were recruited by phone and were tested individually

at the Johns Hopkins Laboratory for Child Development. After testing, children

received a small gift (e.g., t-shirt, book, or stuffed animal) to thank them for their

participation. Children were mostly Caucasian and middle-class, with parents who

completed some post-secondary education. Adults were Johns Hopkins University

undergraduates who volunteered to participate for course credit. Eighteen additional

children participated, but were not included in the final sample because of failure to

1Experiment 1 was done in collaboration with Melissa Libertus, Lisa Feigenson, and Justin Hal-
berda, and has been published in Developmental Psychology (Odic, Libertus, Feigenson, & Halberda,
in press). Thank you to Christy Lindahl and Anna Huang for assistance in data collection.

57





CHAPTER 3. OBJECTS AND SUBSTANCES IN VISION

rays of dots displayed side-by-side, in colors consistent with the characters used (e.g.,

yellow dots for Big Bird, red dots for Elmo, etc.). Each dot array appeared within

a rectangular frame that designated that character’s “box” (see Figure 3.1). Partic-

ipants were told to indicate which character had more dots. Each array contained

between 8 and 24 dots, ranging in size from 0.3 to 1.2 cm in diameter. Arrays in-

stantiated one of 5 ratios (calculated by dividing the larger number of dots by the

smaller): 1.14 (e.g., 16:14 dots), 1.2 (e.g., 18:15), 1.5 (e.g., 18:12), 2.0 (e.g., 20:10)

and 3.0 (e.g., 24:8). On half the trials the more numerous array also had the greater

cumulative area (Congruent trials; e.g., if there were twice as many blue dots, there

was also twice as much blue total area). On the other half of trials, the less numerous

array had the greater cumulative area (Incongruent trials; e.g., if there were twice

as many blue dots there was twice as much yellow total area). Thus, if participants

attempted to use a non-numerical strategy (e.g., choosing the array with the larger

total area), this would be revealed as a difference between Congruent and Incongru-

ent trials (Barth, 2008; Hurewitz, Gelman & Schnitzer, 2006; Tokita and Ishiguchi,

2010).

In the Area Acuity task, participants saw a single irregular shape (described to

participants as ‘goo’) that was divided into two colored regions, with color again cor-

responding to the characters used (see Figure 3.1). Participants were told to indicate

which character “had more goo.” The two colored regions within each shape were

controlled for total perimeter: on approximately half the trials the larger area also had
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the larger perimeter, and on the other half the smaller area had the larger perimeter,

making surface area the only reliable cue for the task. As in the Number Acuity task,

each array instantiated one of five ratios. A custom-made Python program counted

the total number of pixels of each color in each goo image, and ratio was calculated

by dividing the total number of pixels in the larger area by that in the smaller area.

The ratios used were the same as in the Number Acuity task, i.e., 1.14, 1.2, 1.5, 2.0

and 3.0.

In order to best equate the Number and Area Acuity tasks, both number and

area stimuli had separate regions for the dots or coloured regions. Thus, dots were

physically separated by large rectangles into two regions, while the goo was clearly

divided into two colored regions. This allowed factors like eye movements between

the blue and yellow dots or regions to be roughly equated (for results in adults with

spatially-intermixed squares and blobs see Castelli et al., 2007).

Procedure. All participants were tested individually in a quiet room by a trained

experimenter. Participants sat approximately 50 cm from the computer screen. In

the case of children, parents sat in a corner of the room positioned so that they could

see their child but could not see the stimuli, thereby preventing any cuing effects.

Half of the participants began with the Number Acuity task, and half with the Area

Acuity task.

Before each task, participants were introduced to the two Sesame street characters,

which were randomly chosen for each participant for each task. Different characters
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were used for the two tasks to help maintain interest. After their introduction, the

character cut-outs were attached to the sides of the monitor. Adult participants

were tested using this same procedure with Sesame Street characters and were told

that the task was created for children and that the instructions would be given using

child-friendly language, but that they should try their best to make the necessary

discriminations (i.e., not pretend to be a child).

In the Number Acuity task, participants were shown the empty frames on the left

and the right side of the screen and were told, e.g., “Big Bird and Elmo played with

some dots. This is Big Bird’s box, and this is Elmo’s box. Big Bird keeps his dots

in his box, and Elmo keeps his dots in his box”. Dots were then revealed for each

character simultaneously, and participants were asked by the experimenter, “Who

has more dots?” Adults pushed one of two keys on the keyboard (F for left side

character or J for right side character) to indicate their response. Children responded

by either saying the character’s name or by pointing, and the experimenter pushed

the appropriate key on the laptop to indicate the child’s answer. To maintain their

motivation, participants received feedback after each trial in the form of a high tone

for a correct answer and a low tone for an incorrect answer. Pilot testing showed

that children needed about six practice trials at the beginning of the Number Acuity

task in order to understand the game (see also Halberda & Feigenson, 2008). During

these practice trials the dots for each character appeared first by themselves for 1500

milliseconds (ms), and then both arrays appeared simultaneously for 1500 millisec-
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onds (ms). The experimenter provided additional verbal feedback and encouragement

throughout the practice. During the test trials, both arrays of dots only appeared

simultaneously and remained visible for 1500 ms, and the experimenter gave only

neutral-positive feedback unconnected to the participant’s performance. Participants

had an unlimited time window after the dots disappeared in which to respond. They

could also respond while the dots were on the screen. Each ratio was presented 10

times yielding a total of 50 Number Acuity trials.

In the Area Acuity task, participants first were introduced to the characters and

then began with a practice trial depicting one goo shape that stayed on the screen

for ten seconds. During this time, the experimenter told the participant that, e.g.,

“Oscar and Grover played with some goo.” The experimenter then dragged his/her

finger around each region of the goo and said, e.g., “This is the Oscar’s goo, and this

is Grover’s goo.” Participants were then asked, “Who has more goo?” Pilot testing

showed that children did not require more than one practice trial to understand this

task and that they became fatigued during further practice trials, and therefore the

test trials began immediately after this single practice trial. During the test trials, the

goo remained visible for 1500 ms. Adults pushed a button (F or J) to indicate their

response. Children responded by either saying the character’s name or by pointing,

and the experimenter pushed a button to indicate the child’s answer. As with the

Number Acuity task, each trial was followed by computerized feedback, and each

ratio was presented 10 times yielding a total of 50 Area Acuity trials.
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3.3.2 Results

The data were first analyzed in terms of participants’ total percent correct (see Table

3.1). A 5 (Age Group) x 2 (Task Order) x 2 (Task) x 5 (Ratio) mixed-measures

ANOVA yielded significant main effects of Age (F(4,30) = 13.41; p <.001), Task

(F(1,30) = 26.98; p <.001), and Ratio (F(4,120) = 89.96; p <.001) and no main effect

of Task Order (F(1,30) = 1.32; p = .26), nor any significant interactions with Task

Order (all ps >.20). Therefore, Task Order was dropped as a factor from subsequent

analyses. In addition, there was a significant Task x Age interaction (F(4,30) = 2.90;

p <.05) and a significant Task x Ratio interaction (F(4,120) = 3.18; p <.05). As

shown in Figure 3.2 and Table 3.1, the significant Ratio effect reflected that all age

groups showed ratio-dependent performance consistent with Weber’s law for both the

Number and Area Acuity tasks. The significant Task effect arose as participants

performed better overall on the Area Acuity task than the Number Acuity task,

although a significant Task x Age linear contrast suggests that this difference may

diminish with age (F(4,30) = 2.9; p <.05). The significant Age effect reflects that

performance improved with age in both Number and Area Acuity tasks. Finally, the

significant Task x Ratio interaction shows that performance in the Area Acuity task

reached asymptote more quickly than the performance in the Number Acuity task.

To investigate the effects of non-numerical dimensions on number judgements, I

examined performance on trials in which the two quantity dimensions were Congru-
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Age Group
Number Acuity Task Area Acuity Task

Accuracy w r2 Accuracy w r2

3-year-olds 71.5 (2.16) 0.53 (0.07) 0.89 76.25 (2.46) 0.44 (0.07) 0.99

4-year-olds 74.75 (3.06) 0.46 (0.09) 0.81 86.25 (2.89) 0.30 (0.14) 0.88

5-year-olds 80.25 (2.40) 0.31(0.04) 0.99 87.00 (1.96) 0.19 (0.04) 0.99

6-year-olds 85.00 (1.25) 0.23 (0.03) 0.99 90.50 (2.13) 0.15 (0.03) 0.86

Adults 91.75 (1.16) 0.13 (0.02) 0.99 93.00 (0.65) 0.12 (0.01) 0.89

Table 3.1: Table of accuracies and best-fit w values for the Number and Area Acuity
tasks.

ent versus Incongruent. Previous work by Hurewitz, Gelman and Schnitzer (2006)

and Tokita and Ishiguchi (2010) found that adult observers sometimes use the total

area of dots as the basis for ordinal judgements rather than their numerosity, and

therefore perform better on Congruent trials (where the more numerous array has

more surface area) than Incongruent trials (where the less numerous array has more

surface area; but see Barth, 2008). A 2 (Trial Type: Congruent or Incongruent) x

5 (Age) mixed measures ANOVA which yielded no effect of Trial Type (F(1,35) <1)

and no interaction with Age (F(4,35) = 1.547; p = .21). Thus, participants in our

Number Acuity task were successful at ignoring area, and that participants’ reliance

on number over area in this task did not change with development.
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participant’s performance was modelled in order to determine their Weber fraction

(w) for each task. To determine each participant’s w, a commonly used psychophysical

model was applied to the accuracy data (Green & Swets, 1966; Halberda & Feigenson,

2008; Libertus, Feigenson, & Halberda, 2011; Piazza et al., 2010; Pica et al., 2004):

accuracy =
1

2
erfc(

n1 − n2√
2w

√

n2

1
+ n2

1

) ∗ 100 (3.1)

The model assumes that the two underlying representations of approximate num-

ber or approximate area generated on each trial are distributed along a continuum of

Gaussian random variables (with one having mean of n1, and the other with a mean

of n2). An important implication of this model is that the two different numbers

or areas on each trial will often have overlapping representations. As the two quan-

tities become more similar (i.e., approach a ratio of 1.0), their representations will

increasingly overlap and participants should have increasing difficulty determining

which quantity is larger. The model uses the complementary error function erfc to

determine the expected percent correct at each possible ratio, producing a smooth

function that can be compared to the actual observed data.

This model has only a single free parameter - the Weber fraction (w) - which

indicates the amount of noise in the underlying Gaussian representations (i.e., the

standard deviation of the n1 and n2 Gaussian representations where SDn1
= w * n1).

Larger w values indicate higher representational noise and, thus, poorer discrimi-

nation across ratios (lower Weber fractions indicate better performance). For each
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participant, the w value that minimized the least squared error (i.e., the squared dif-

ference between predicted and actual data) was selected as the best fitting one; this

procedure was also used by Halberda and Feigenson (2008).

The model was applied to each participant individually for both the Number

and Area Acuity tasks. This analysis revealed that one 4-year-old child was 2.7

standard deviations from the mean in both number and area w values. Removing

this participant’s data did not change the conclusions of any of the analyses, and

therefore the statistics reported here include all available data points. I first examined

the development of Number and Area Acuity by comparing w scores averaged across

age groups (i.e., w was computed using the combined data of all participants within

each age group). The average w for each age group in the two tasks is presented in

Table 3.1. In general, r2 values, which measure the fit between the model and the

data, were very high, and the w values obtained here agree with w values previously

reported for adults’ and children’s numerical discriminations (Halberda & Feigenson,

2008; Libertus et al., 2011; Piazza et al., 2010).

Next, the w scores between the two tasks were examined through a 5 (Age) x 2

(Task) mixed measures ANOVA, which revealed both a main effect of Age (F(4,35)

= 6.22; p <.01), with w decreasing with age, and a main effect of Task (F(1,35) =

10.25; p <.01), with w being lower in the Area Acuity task than the Number Acuity

task, but no Task x Age interaction (F(4,35) <1). This again confirms that quantity

representations of both number and area improve over development, and that area
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is consistently better. The absence of an interaction between these factors suggests

that the improvement over time is equivalent in the two domains.

Recall that auditory feedback (i.e., low or high tone via the computer) was given

to participants after each trial as a function of their accuracy. To see whether this

feedback drove participants’ performance, the tasks were divided into two halves,

and, for each, the best fitting w and the average percent correct were computed. If

feedback significantly affected performance, we should find that performance during

the second half of testing is better (i.e., shows higher accuracy and lower w) compared

to the first. A 5 (Age) x 2 (Task) x 2 (Half: First, Second) mixed measures ANOVA

did not reveal a main effect of Half in either the average percent correct2(F(1,35)

= 0.95; p = .34) or w scores (F(1,30) = 1.01; p = .42). There were no significant

interactions between Half, Age and/or Task (all p >.35). This suggests that feedback

had no major impact that changed over the course of the experiments and that there

was no developmental change in the use/non-use of feedback.

Next I addressed the issue of developmental change in number and area represen-

tations. The developmental trajectory of w values from infancy through adulthood

was extrapolated for both area and number discrimination (Figure 3.3), using esti-

mates from previous work with 6-month old infants (Lipton and Spelke, 2003; Xu

and Spelke, 2000; Brannon et al., 2004).

2This analysis was performed on w scores and on average percent correct because for five of
the participants (one 3-year-old, one 5-year-old, and three 6-year-olds), the model could not find
a best-fitting w for one of the two halves (in either the Number or the Area Acuity task). This
was in part due the smaller number of data points. Using average percent correct allows us to use
everyones data.
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constant of 0.65 and an exponent of -0.64, with both parameter values suggesting a

more rapid, improvement in Area Acuity than Number Acuity across time.

One concern regarding this analysis may be that the estimates of number and area

acuity provided by infants are less reliable, given the small numbers of trials given to

infants and the difference in testing procedure (habituation for infants, versus ordinal

comparison for children and adults). To address this concern, the data was re-fit with

excluding the infant data. In the case of number, the best-fitting power-function (r2

= 0.91) had a constant of 1.124, and an exponent of -0.76. In the case of area, the

best-fitting power function (r2 = 0.84) had a constant of 0.95 and an exponent of

-0.84. Though the exponent values change once infant estimates are excluded, the

fits even more robustly suggest a faster growth of Area Acuity compared to Number

Acuity.

Next I examined w scores on an individual level. There was a strong negative

correlation between age (in days) and w for both number (r(39) = -0.54; p <.01)

and area acuity (r(39) = -0.34; p <.05) - a replication of the previous analysis that

number and area acuity increased with age when examined at the group level. These

correlations remained significant even when adult subjects were removed (Number:

r(31) = -0.63; p <.01; Area: r(31) = -0.54; p <.01), suggesting that the increase in

acuity over age is not due to the large jump between 6 years and adulthood.

Before asking whether w scores are correlated between number and area, it is

important to control for these large developmental improvements in w across ages,
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and for the differences in variance across age groups (i.e., if one simply performs a

linear regression on the raw w scores for number and area one will find a correlation

simply because younger children are higher on both number and area). This sample

allowed us to determine whether each participant had a ‘better’ or a ‘worse’ w relative

to their age group by controlling for age trends. For both area and number acuity, I

created age-dependent z-scores for each child’s w that indicated how well or poorly

they performed relative to their age group (i.e., number of standard deviations above

or below the age group mean). If individuals with better number w scores also tend

to have better area w scores relative to their peers, then a graph of number z-score

and area z-score should show a clear linear trend. As can be seen in Figure 3.4, there

was no such trend. A linear regression of Number w z-score and Area w z-score was

not significant (r(39) = 0.11; p = .42). Thus, once age trends and variability in the

age groups was controlled for by standardizing participants’ scores, number and area

acuity did not appear to correlate. This is a noteworthy result and is consistent with

number and area relying on similar (e.g., both obeying Weber’s law) but distinct

systems (Castelli et al., 2006; Stoianov & Zorzi, 2012).
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significant (r(34) = 0.18; p = .21), further suggesting that Area and Number Acuity

rely on two distinct systems.

3.4 General Discussion and Summary of Chapter 3

Object and substance representations are differentiated in mid-level vision; how-

ever, the dominant theory on the quantification of objects and substances suggests

a domain-general magnitude system that represents all dimensions on a single scale

(Bueti & Walsh, 2009; Lourenco & Longo, 2010; Walsh, 2003). Here, I tested this

view by cross-sectionally examining performance on both an approximate number

and an approximate area task. The results revealed three key findings.

First, both area and number discrimination obeyed Weber’s law. This expands

on a wealth of previous research showing ratio-dependent performance of number

discrimination across the lifespan, and suggests that computing the approximate area

contained within a complex, irregular shape also exhibits this type of ratio-dependence

- a result that has remained largely unexplored in a literature that has focused on the

representation of area for geometric shapes (Anderson & Cuneo, 1978; Morgan, 2005;

Nachmias, 2008). This similarity between number and area performance is consistent

with the possibility that the underlying representational format is similar across these

two types of quantity (Cantlon et al., 2009; Feigenson, 2007).

Second, area representations have higher acuity than number representations, sug-

gesting a first bit of evidence for their dissociation. This difference in acuity is surpris-
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ing given that 6-month-old infants have been shown to have identical discrimination

thresholds for these two quantities (Brannon et al., 2006), or to be worse at area dis-

crimination (VanMarle & Wynn, 2011). It is important to note, however, that it has

not been possible to definitively determine a Weber fraction for infants as they do not

provide multiple decision trials across ratios. The rough estimate of their underlying

Weber fraction discussed in the literature has been abstracted by observing infants

tendency to dishabituate to a change between larger but not smaller ratios. Such

data cannot determine a Weber fraction with specificity (which is more appropriately

understood as an internal scaling factor or estimate of internal noise; e.g., Laming,

1986). For this reason, infants might also have distinct Weber fractions for number

and area that methods like habituation are unable to detect.

Thirdly, number and area acuity followed a similar growth function across de-

velopment, but with improvements in area acuity occurring more quickly than im-

provements in number acuity, again providing evidence for a dissociation between

these representations. One possibility for the growth in acuity is that purely matura-

tional factors, such as improvements in working memory, inhibition, task switching,

etc., lead to the sharpening of quantity representations over time, and these same

maturational factors asymmetrically lead to a faster growth in area acuity. Another

possibility is that experience with manipulating number (e.g., counting, or learning

formal mathematics) changes the acuity of number discriminations (Verguts & Fias,

2004) in a manner distinct from the processes affecting area discrimination. Although
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these results cannot directly contribute to this debate, given that the period between

3 and 6 years is one during which counting and mathematics skills undergo rapid

development (Carey, 2009; Le Corre, Van de Walle, Brannon, & Carey, 2006; Wynn,

1992), the faster growth of area over number acuity may imply an important role for

maturational factors. A similar conclusion in favor of maturational factors was made

by Piazza and colleagues (2010), who argued that the most rapid period of number

acuity change - between infancy and childhood - is one during which there is less

direct experience with number manipulation than the period between childhood and

adulthood, where the growth of number acuity is slower. However, the relative roles

of maturation and experience warrant much future investigation.

Fourth, and perhaps most importantly for the generalized magnitude hypothesis,

we failed to find any correlation between number and area acuity, even across age.

This is strong evidence against the single-scale, generalized magnitude hypothesis, as

any use of the identical scale for quantifying both objects and substances should be

detectable through shared noise signatures. In addition, as demonstrated above, this

lack of a correlation was not due to insufficient power or unreliable measurements.

Instead, the evidence points towards an important dissociation in the representational

format between number and surface area.

The difference in acuity, development, and a lack of correlation observed in our

Number and Area Acuity tasks suggests that these representations are processed

differently throughout childhood and adulthood. The representational format of dif-
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ferent quantity representations appears to be similar - Gaussian tuning curves with

scalar variability on ratio scales - but the representational content is not.

Two other published study agree with the conclusion of a distinction between

number and area quantification. Castelli and colleagues (2006) found a dissociation

between the regions of the intraparietal sulcus (IPS) that were active during adults

processing of area versus number, and suggested that a dedicated portion of IPS is

used for encoding descriptors of discrete stimuli (e.g., number). Pinel, Piazza, Le

Bihan, and Dehaene (2004) also found a dissociation in adult IPS between processing

of number and size information, although in their case the numerical stimuli were

Arabic digits. One highlight of Castelli and colleagues (2006) work was their effort to

use very similar stimuli to test observers representations of number and area. How-

ever, despite the neural dissociation, Castelli and colleagues failed to find a significant

difference between behavioral performance on number and area tasks, and they did

not determine the underlying Weber fraction for either dimension. If we analyze par-

ticipants average percent correct scores in our task we also do not find a difference

between adults performance in number and area, suggesting that w may be a more

sensitive measure. Combined, previous findings converge with the data reported here,

all suggesting that although number and area are processed in brain regions showing

similar information processing characteristics, there are dissociations between num-

ber and area in the content of the representations and perhaps in the procedures that

encode the relevant visual dimensions (Barth, 2008; Cantlon et al., 2009; Hurewitz et
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al., 2006; Tokita & Ishiguchi, 2010).

Another open question concerns the underlying encoding mechanisms for area and

number approximation, an issue I return to at length in Chapter 5. Work in both

monkey electrophysiology and computational modeling has provided several clues as

to how number may be encoded and represented by neuronal systems (Burr & Ross,

2008; Dakin, Tibber, Greenwood, Kingdom, & Morgan, 2011; Dehaene & Changeux,

1993; Stoianov & Zorzi, 2012; Verguts & Fias, 2004). However, little research has

explored the issues of the neural encoding of area. Work by Gestalt psychologists

and psychophysicists suggested that area estimation is highly affected by stimulus

shape (Gigerenzer & Richter, 1990; Morgan, 2005; Nachmias, 2008). One possibility

is that area is extracted through a mechanism that operates over surface contours of

objects and calculates their dimensions. This research has suggested that the area

of geometric objects, like rectangles and ellipses, is estimated through their aspect

ratio (height:width) and/or by estimating their diameter (Anderson & Weiss, 1971;

Chong & Treisman, 2003; Morgan, 2005). Such a simple mechanism, however, could

not account for the irregular stimuli presented here (see also Tegthsoonian, 1965).

An alternative possibility is that area is extracted from the combined response of low

spatial-frequency detectors (Dakin et al., 2011). Thus, future work should address

the question of how the visual system computes estimates of area across various figure

shapes.

In summary, Chapter 3 demonstrates both important similarities and differences
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in the abilities of young children and adults to represent approximate number and

area. Although both abilities obey Weber’s law and demonstrate a similar growth

pattern, by at least 3 years of age children’s area representations are more precise

than, and do not correlate with, the acuity of their number representations. Future

work will be needed to characterize the ways in which representations of discrete and

continuous quantity may interact across the lifespan.
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Chapter 4

The Interface between Count/Mass

Nouns and Quantification I

4.1 Synopsis

Many languages, including English, mark a syntactic difference between words that

primarily refer to objects (count-nouns, e.g., ‘cow’, ‘chair’, ‘dot’) and those that

primarily refer to substances (mass-nouns, e.g., ‘beef’, ‘wood’, ‘goo’). The formal

semantics of the count/mass distinction has a long and controversial history. At

the moment, two formal semantic theories - which I take to be computational-level

descriptions of the functions implemented by the internal language faculty - have

identical descriptive adequacy. Under one proposal, typically associated with Chier-

chia (1998a), both count- and mass-nouns refer to sets of atomic individuals, but
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the mass-noun minimal parts are vague and hard to identify. On the other hand,

Bale and Barner (2011) suggest that count- and mass-nouns do not have identi-

cal denotations, and that while count-nouns exclusively refer to atomic individuals,

mass-nouns are free to refer to any dimension (e.g., number, surface area, etc.). Pre-

vious empirical work, however, has been unable to distinguish these two proposals,

as it failed to consider implementations of Chierchia’s view that allows observers to

compare mass-nouns by counting context-specific sub-units. In this chapter, I pro-

vide algorithmic-level specifications of these two proposals and empirical evidence to

adjudicate between them. I use the psychophysical signatures identified in Chapter

3 and show that speakers comparing count-noun (e.g., “Are there more blue blobs

or yellow blobs?”) use numeric dimensions, while speakers comparing mass-nouns

(e.g., “Is more of the blob blue or yellow?”) use non-numeric dimensions. This data

supports the proposal of Bale and Barner and demonstrates that a distinction made

in non-linguistic cognition (i.e., difference in content between approximate number

and area) is also found in the internal language faculty (i.e., difference in algorithms

between count- and mass-nouns).

4.2 Background

The formal semantics of nouns and quantifiers is one of the most thoroughly explored

areas in linguistics. Within this literature, there is a deep and interesting debate

about how natural languages may code for object-related nouns (“count-nouns”) as
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opposed to substance-related nouns (“mass-nouns”). In this section, I review the

formal semantic theories of two types: (a) those that claim that languages do not

strongly differentiate the semantics of objects vs. those of substances (i.e., the deno-

tation of both is to join-semilattices with atomic elements) and (b) those that claim

that languages do make a semantic distinction, with count-nouns referring solely to

object-related nouns, while mass-nouns being open to both objects and substances.

Quine (1951) famously claimed that the distinction between objects and sub-

stances may stem from natural language syntax, and that speakers of languages that

do not mark this distinction (e.g., Chinese, Japanese) may not be able to easily iden-

tify which properties of the world they should attend to when learning nouns (though

some have claimed that Quine’s position was far less linguistically relativistic; see

Landau, Jones, & Smith, 1992). As a result, though speakers may, in principle, be

able to pre-linguistically differentiate object from substance representations, it is only

though the aid of syntax that they realize how to actually do so (Imai & Gentner,

1997).

On the other hand, the majority of psycholinguists today think that children have

early, non-linguistic representations of objects and substances (Barner & Snedeker,

2006; Soja et al., 1991; VanMarle & Wynn, 2011). For example, and as reviewed in

Chapter 3, Soja and colleagues (1991) show that children presented with a substance

will extend a novel label to its material, while children presented with a solid object

will extend a novel label to its shape. Indeed, children’s rapid acquisition of count
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and mass nouns - typically before their third birthday - suggests that some difference

in the non-linguistic representational structure of these must exist (P. Bloom, 2002;

Macnamara, 1972; Waxman & Hall, 1993).

Regardless of whether natural language syntax is required or not for object indi-

viduation and the representation of objects, the formal semantic question remains:

what are the plausible theories about the similarities and differences between the

meanings of count-noun sentences, such as “I have some cows”, and mass-noun sen-

tences, such as “I have some beef”? From Quine onward, a wide range of theories

have been proposed to account for this distinction (Bale & Barner, 2009; Chierchia,

1998a, 1998b; Gillon, 1992; Higginbotham, 1994; Landman, 1991; Link, 1983; Roth-

stein, 2010). For the purpose of this dissertation, I will focus on two: a proposal that

the difference between count- and mass-nouns is largely superficial and that their

denotations are very similar (Chierchia, 1998a, 1998b), and the proposal that count-

and mass-nouns are semantically distinct, with count-nouns forcing quantification by

number (Bale & Barner, 2009; Gillon, 1992).

Originally, the primary generalization that count/mass theories attempted to ac-

count for is that count-nouns generally refer to objects, while mass-nouns generally

refer to substances. But this property is problematic: there are both count-nouns

that can take substance interpretations and mass-nouns that can take count-noun

interpretations (e.g., “The small rocks and guitar strings were on the blue rock with

string”). And, as discussed in detail below, many mass-nouns appear to refer to ag-
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gregates of whole objects (e.g., ‘furniture’, ‘silverware’, ‘mail’). As a result, modern

formal semantic theories attempt to explain a broader set of generalizations about

count- and mass-noun usage:

(a) Plurality : on a syntactic level, only count nouns can be pluralized (‘cow’/’cows’,

‘beef’/*‘beefs’).

(b) Quantifiers : certain determiners and quantifiers only combine with count nouns

(“many dots”/ *“many mud/muds”), others only combine with mass nouns (“much

mud”/ *“much dot/dots”), and some, of particular interest for Experiment 4,

can combine with either kind of noun (“more dots”/”more mud”). Relatedly,

only count nouns can combine with numerical determiners (“three cows”, *“three

beef/beefs”).

(c) Identical Referents : count- and mass-nouns often pick out identical referents

(‘coins’/’change’; ‘noodles’/’spaghetti’). This is particularly pronounced in nouns

that, with a plural marker, shift from mass interpretations to count interpreta-

tions (‘rock’/’rocks’, ‘experience/’experiences’; Barner & Snedeker, 2006).

(d) Cross-Linguistic Variability : there is cross-linguistic variability in which objects

are referenced to by count-nouns vs. mass-nouns (e.g., ‘hair’/’chevaux’), and

many languages fail to mark the count/mass distinction at all (e.g., Chinese,

Japanese), effectively treating all nouns as mass-nouns unless a classifier-phrase

is specified (e.g., “a unit of cow”). This suggests that, whatever the count/mass
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distinction may be, it does not tap into some metaphysical distinction about the

nature of stuff in the world.

(e) Mass-Noun Aggregates : although most mass-nouns refer to substances (e.g., ‘wa-

ter’, ‘mud’), many refer to aggregates of objects (e.g., ‘furniture’, ‘silverware’,

‘jewelry’). In general, these aggregate mass-nouns tend to be words that describe

a heterogeneous set of objects (e.g., spoons, forks, knives), though there are excep-

tions to this rule, as well (e.g., ‘mail’, ‘swarm’, ‘horde’). As a result, mass-nouns

cannot be captured by criteria such as homogeneity or infinite divisibility.

Two types of count/mass theories - one advocated by Chierchia (1998a, b), and

the other by Bale and Barner (2011) - both equally well capture (a) - (e). As a result,

they can be considered excellent computational-level descriptions of how the internal

language faculty computes noun information and relates it to the rest of cognition.

Furthermore, as I demonstrate below, these two theories are almost entirely equivalent

in their computational-level predictions, allowing psychological experiments to help

us adjudicate between them.

I begin with a brief review of the two theories from a formal semantic (i.e.,

computational-level) perspective. But, as reviewed in Chapter 2, this level of descrip-

tion is not intended to directly describe the functions of the internal language faculty.

Hence, in the subsequent section I turn towards cashing out several algorithmic-level

specifications of these theories, focusing in particular on algorithms that should pro-

duce measurable behavioural differences to differentiate between the two proposals.
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These algorithmic-level predictions are then tested in Experiments 2a and 2b.

4.2.1 Formal Semantics of the Count/Mass Distinction

The first class of theories, most commonly associated with the work of Chierchia

(1998a, 1999b) suggests that both count- and mass-nouns denote atomic individuals

(i.e., have minimal, non-divisible parts), but that mass-noun individuals are vague

and hard to identify.

The formal specification of Chierchia’s proposal depends on the Link-style join-

semilattices (Link, 1983): a partially ordered set of all the individuals in a group,

and all their possible conjunctions (i.e., joins). For instance, given atoms α, β,

and γ, a join-semilattice would include these elements and all their sums/joins:

{α, β, γ, αβ, αγ, βγ, αβγ}. This kind of structure, formally compatible with Boolean

algebra, allows for binary relations to be carried over the set and its elements, in-

cluding sums, greater-than operations, etc., integrating the formalism with a vari-

ety of other compositional semantic formalisms. Under Link’s account (which is es-

sentially a formalization of Quine’s), only count-nouns specify join-semilattices that

have atomic individuals, while mass-nouns specify join-semilattices that do not have

atomic elements, but aggregates of stuff (e.g., a mass-noun join-semilattice would be

{αβ, αγ, βγ, αβγ}, where α, β, and γ are some undifferentiated substance stuff).

Chierchia, however, correctly notes that Link’s explanation predicts that mass-

nouns can only refer to substances and count-nouns only to objects. As a result,
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Link’s account cannot explain generalization (e) - the existence of mass-nouns like

‘furniture’ - or generalization (c) - the flexibility of nouns (e.g., why would ‘coins’

have atomic elements but ‘change’ would not?).

To reconcile these issues, Chierchia unifies the denotation of count- and mass-

nouns, and suggests that mass-nouns also have atomic, minimal, non-divisible indi-

viduals. For example, the denotation of ‘water’ may be a join-semilattice with H2O

molecules as its atomic elements. Mass-nouns are thus “inherently plural” and always

refer to a group of atomic parts/individuals (Chierchia, 1998a). Now, what counts as

the mass-noun’s atomic individual may be difficult to identify, may be open to revi-

sion, and can be contextually-dependent. As a result, verifying a mass-noun sentence

would certainly involve deciding on what counts as the atomic individual, a process

that may (implicitly) resemble linguistic classification (e.g., a bottle of water, a chunk

of beef). Note, however, that this formalism - as a computational level account - does

not owe us an explanation of how speakers decide on the atomic individual; Chier-

chia’s point is instead that, from an abstract level, all nouns - objects and substances

- can be thought of as comprised on atomic individuals that would in some way be

quantified over.

By allowing mass-nouns to have vague atomic individuals, Chierchia deals with all

five of the generalizations above: (a) pluralization and (b) certain quantifiers may only

occur with non-vague denotations or does not happen due to the inherent plurality

of mass-nouns, (c) identical referents can be made within a language by making the
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relevant atomic individual more or less vague, (d) variability across different languages

exists because atomic individuals are properties of all nouns, but nouns can vary in the

degree of vagueness (and languages without a count/mass distinction always refer to

atomic individuals that are hard to identify from context and may require an explicit

classifier phrase to be understood), and (e) mass-nouns like ‘furniture’ are comprised

of more easily-identified atomic elements (i.e., tables and chairs).

One of the more forceful critiques of Chierchia’s proposal comes from Bale and

Barner (2011). Their primary critique stems from the apparent inability of his pro-

posal to differentiate mass-nouns like ‘water’ from mass-nouns like ‘furniture’. Bale

and Barner argue that speakers clearly think that mass-noun sentences like “Mary has

more water than Bill” refer to quantification by volume, while mass-noun sentences

like “Mary has more furniture than Bill” refers to quantification by number, and cite

numerous behavioral experiments as evidence for this1(Barner, Li, & Snedeker, 2010;

Barner & Snedeker, 2005, 2006; Gathercole, 1985; Inagaki & Barner, 2009). But

this pattern is mysterious under Chierchia’s proposal - if both ‘water’ and ‘furniture’

are referring to join-semilattices with minimal, atomic individuals, what’s driving the

difference?

Bale and Barner (2011) anticipate that one solution to this ‘water’/’furniture’

1As I review in detail in Section 4.1.3, there are numerous reasons to question this evidence as
definitive. For one, Barner and colleagues do not consider the possibility that a single object can
be mentally subdivided into units and quantified by number, as is typically done in psychophysical
magnitude estimation tasks (Stevens, 1957). If observers perform this action, then they might appear
to quantify by volume, while they are, in fact, quantifying by the number of subdivided elements
(as might be predicted under certain algorithm-level specifications of Chierchia’s proposal).
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problem is an appeal to vagueness of atomic individuals: the minimal parts of ‘water’

may be so vague that they cannot be compared by number, while the minimal parts of

‘furniture’ as so obvious that they can be (I elaborate on and test a version of this idea

in Section 4.1.3). Speakers would, of course, prefer to compare everything by number,

but the vagueness of some mass-nouns makes it difficult. But Bale and Barner are not

impressed by this vagueness rebuttal, as it: (1) makes the prediction that we should,

in theory, be able to reduce vagueness and verify “Mary has more water than Bill” by

number, a claim that Bale and Barner reject as implausible and not experimentally

supported (Barner & Snedeker, 2005); (2) cannot explain cross-linguistic variation,

including that English-speakers quantify non-vaguely specified ‘spinach’ by volume,

while French-speakers quantify ‘des épinards’ by number (Inagaki & Barner, 2009);

(3) doesn’t explain why some count-nouns, like ‘mountains’, have vagueness but are

always compared by number (Quine, 1964; Rothstein, 2010). This critique leads Bale

and Barner to develop their own non-unified view of the count/mass distinction that

allows (some) mass-nouns to refer to non-individuals.

The Bale and Barner (2011) proposal explicitly removes the unification between

count- and mass-noun denotations, and makes the distinction an entirely syntactic

one. Under this proposal, count-nouns carry an “Individuation” functional head (a

kind of syntactic feature of designating the noun as consisting of atomic parts) that

allows the referents in question to be mapped to an individuated join-semilattice,

much like that of Link and Chierchia. This “Individuation” functional head - per-
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haps inherent in the plural marker - is what effectively pushes concepts into the indi-

viduated join-semilattices, explaining the difference between, e.g., ‘rock’ and ‘rocks’.

The defining property of count-nouns, then, is that they contain the functional head,

must refer to sets of atomic individuals, and must be quantifiable by number. Mass-

nouns, on the other hand, lack the syntactic “Individuation” functional head; in its

absence, the denotation depends on context and world-knowledge: some mass-nouns

may denote continuous or aggregate join-semilattices (e.g., ‘water’), some may denote

individuated join-semilattices (e.g., ‘furniture’), etc. Hence, their proposal strongly

differentiates count- from mass-nouns (and even some mass-nouns, like ‘water’, from

other mass-nouns, like ‘furniture’) and argues that the former exclusively deal with

enumerable objects, while the latter are free to deal with any quantity depending on

context and world-knowledge of the noun.

The Bale and Barner (2011) account deals with the five generalizations above:

(a) plurals and (b) quantifiers care about the presence or absence of the functional

head marker (the plural marker may itself carry the functional head), (c) the within-

language difference is driven by syntax alone, and is not referentially meaningful, (d)

different languages can vary in which lexical items have the functional head (and

languages without a count/mass distinction lack the functional head altogether), and

(e) some mass-nouns can have atomic individuals (e.g. ‘furniture’), as the relevant

mass-noun quantity is specified by world-knowledge or context.

In what follows, I argue that despite apparent differences, the accounts of Bale and
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Barner and Chierchia are, from a computational-level perspective alone, near-identical

in their descriptive adequacy. As a result of their computational-level match, we will

require a proper algorithmic-level specification and empirical evidence to distinguish

between them. To get there, I first explain why the criticisms levelled at Chierchia’s

account by Bale and Barner are not sufficient to allow us to choose between these

proposals from a computational-level description alone.

4.2.2 Algorithmic-Level Specifications

As reviewed above, Bale and Barner’s central criticism of Chierchia’s proposal is that

vagueness is inadequate to explain why we sometimes verify mass-nouns by number

(e.g., ‘furniture’) and sometimes by non-numeric dimensions (e.g., ‘rice’). In their

view, even a complete elimination of vagueness does not allow speakers to verify mass-

nouns like ‘water’ and ‘rice’ by quantifying the number of their atomic individuals

(e.g., “Mary has more rice than Bill” is, according to Bale and Barner, always verified

by volume or weight, even though the mass-noun ‘rice’ is not vague about its atomic

individuals). If Chierchia’s proposal is that count- and mass-nouns have identical

denotations of atomic individuals, why should this unavoidable dimensional difference

exist?

Bale and Barner’s ‘rice’ criticism falls short for two reasons. First, we could argue

from a computational-level perspective and turn the tables around: if what deter-

mines whether a mass-noun is quantified by numeric or non-numeric dimensions is not
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vagueness but world-knowledge and context, then why shouldn’t we, given appropri-

ate context and knowledge, be able to verify ‘rice’ by number? In fact, since examples

like “I need you to count the rice” sound more like tedious punishment than outright

nonsense (cf. the nonsensical “I need you to count the mud/gas/intelligence”), there

may be contexts in which comparison of ‘rice’ by number is very much possible, and

these contexts may be precisely those that remove the Chierchia-style vagueness. And

if comparing mass-nouns like ‘rice’ by number actually turns out to be impossible,

then Bale and Barner owe us an explanation of this fact as much as Chierchia does.

The second (and more serious) response is that by arguing for their case with

judgements from competent speakers (e.g., data on whether speakers verify ‘spinach’

and ‘rice’ by volume), Bale and Barner are levelling an algorithmic-level criticism

against Chierchia’s computational-level theory. Although we can bring algorithmic-

level facts to bare on computational-level issues (see Chapter 2), this is only possible

when multiple algorithms are considered and when the empirical evidence for or

against specific algorithms is properly evaluated. Bale and Barner fall short on both

of these accounts: they only gesture at one possible algorithm of Chierchia’s proposal,

and they interpret the empirical evidence as more definitive than it is.

To see why, we first need to identify the plausible algorithmic-level specifications

of Chiechia’s proposal. While Bale and Barner seem to focus on just one, there are

at least three. To help visualize these, consider Figure 4.1, in which two groups of

objects are shown to the observer, who is then asked either a count-noun question
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(“Are there more blue or yellow rocks?”) or a mass-noun question (“Is there more

blue or yellow rock?”) These kids of displays are regularly used in the experimental

data cited by Bale and Barner (Barner & Snedeker, 2005, 2006; Gathercole, 1985;

Inagaki & Barner, 2009). The weight of their criticism comes from the empirical

demonstration that the judgement for count-nouns (e.g., ‘rocks’) is different from

the judgement from mass-nouns (e.g., ‘rock), and that, as a result of this difference

in the answers, the data suggests that count-nouns are compared by number, but

mass-nouns by surface area.

Algorithm #1 of Chierchia’s proposal (“Radical Atomicity”) states that the min-

imal part of the join-semilattice for both count- and mass-nouns is cashed out as

the smallest whole-object unit in context (i.e., whatever the visual system considers

to be the smallest whole-object). As a result, comparison of count- or mass-nouns

always proceeds by the number of whole-objects, and, in Figure 4.1, the answers for

count- and mass-nouns agree with one another (indeed, the two can never disagree).

This algorithmic specification runs contrary to the established data, but also doesn’t

entirely capture what Chierchia has in mind with his proposal, since it does not have

any notion of mass-noun vagueness. Nevertheless, it is one kind of algorithm that

maps to a computational-level description that equates the denotation of count- and

mass-nouns to minimal parts of a join-semilattice.
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Algorithm #2 (“Vagueness”) - and the one that Bale and Barner seem to have in

mind for Chiechia’s proposal - states that any vagueness inherent in identifying the

atomic individuals leads to a context-specific search for minimal units (i.e., they are

a priori left unsettled). In the absence of being able to reliably find the relevant min-

imal unit (e.g., for ‘water’, but not for ‘furniture’), comparison falls to non-numeric

dimensions, such as volume, surface area, weight, etc. Given Figure 4.1, Bale and

Barner can argue against this algorithm in one of two ways. Either the ‘rock’ units

are not vague (i.e., they are the whole-object chunks of rock), and the answers for

count- and mass-noun comparisons should agree (but they empirically do not), or

the units of ‘rock’ are so vague that they could never be verified by number, and

speakers fall back onto non-numeric dimensions, allowing count- and mass-noun com-

parisons to disagree. But although this latter case seems to agree with the data, it

is problematic because vagueness doesn’t correlate very well with using or not using

number: since the unit of ‘rice’ is easily found (but number is not used), and the unit

of count-nouns like ‘mountain’ is not easily found (but number is used), vagueness is

not able to account for the empirical data.

But Algorithm #3 (“Sub-Units”) allows Chierchia to reject this criticism. Under

this algorithm, comparison of nouns is the quantification of their atomic individuals,

where what counts as the minimal part is a context-specified sub-unit of the whole-

object. In other words, when an observer is faced with a mass-noun comparison,

the inherent vagueness of its atomic individuals doesn’t restrict the comparison to
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non-numeric dimensions, but instead gives the freedom of choosing any unit that is

smaller than the whole-object in question. The comparison of mass-nouns, then, is

the comparison of the number of sub-units within each object and, so long as the

sub-unit is smaller than the whole-object, the answers for count-nouns and mass-

nouns could disagree while still both using number. In this algorithm, mass-nouns

can be thought of as lacking an implicit classifier phrase and allowing the speaker

to choose one that seems appropriate given the context. Count-nouns, on the other

hand, come with an inherent whole-object classifier phrase built into the noun (e.g.,

“object of cow”) that restrict the comparison to number of whole-objects. In this

way, Algorithm #3 captures what Chierchia had in mind - the denotation of count-

and mass-nouns is identical, but the vagueness and inherent plurality of mass-nouns

gives a kind of freedom to the speaker over what they consider the relevant atomic

individual2.

Algorithm #3 has several highly desirable properties for Chierchia’s proposal.

First, the algorithm allows all nouns to be quantified by the number of their minimal

parts; the difference, then, between count- and mass-nouns is simply in that mass-

nouns (in the absence of an overt classifier phrase) leave it to the speaker to choose

2In this view, adding a classifier to a count-noun (e.g., “stacks of books”) can add to the default
“whole-object” classifier in situations where the change in unit is required. But classifiers in front
of mass-nouns specify a normally vague, implicit, and context-dependent classifier. This algorithm
also works with the cross-linguistic data: languages can do without count-nouns because their sole
purpose is to include a built-in whole-object classifier, which can be indicated through an overt
classifier (indeed, this pattern is seen in languages like Japanese and Mandarin). But a language
without mass-nouns would require each possible classifier to be built into a noun type, forcing a
proliferation of nominal types; such languages are never observed.
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the context-dependent unit and subdivide the mass-noun into the number of those

units. This is consistent with Chierchia’s proposal that mass-noun atomic individuals

are vague, open to revision, and context-dependent, and allows mass-nouns to be

formalized as atomic join-semilattices. Second, the algorithm makes the empirical

evidence cited by Bale and Barner irrelevant: even if speakers used number for mass-

nouns, Algorithm #3 would produce different answers in Figure 4.1: the count-noun

case would compare the number of whole objects, while the mass-noun case would

compare the number of many small sub-units within each of the goo objects. As a

result, the behavioral data might make it seem as if observers were comparing by

volume, when, in fact, they were enumerating the number of chosen sub-units within

each of the objects! This also accounts for the ‘spinach’/‘des épinards’ pattern, as the

English mass-noun ‘spinach’ leaves the relevant unit up to the speaker (who might

feel that food is best individuated with tiny units), while the French count-noun ‘des

épinards’ forces the speaker into adopting a whole-object unit.

In fact, if we adopt Algorithm #3 as the specification of Chierchia’s computational-

level description, the descriptive adequacy of the two proposals is identical. While

Bale and Barner thought that Chierchia’s vagueness notion restricted what speakers

can do with mass-nouns (i.e., that it was Algorithm #2), it actually leaves it open for

speakers to choose relevant units as they please (i.e., Algorithm #3). Mass-nouns,

then, are equivalently free under either Chierchia’s vagueness account and under Bale

and Barner’s context and world-knowledge account, and Chierchia’s proposal is that
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mass-nouns let you choose units, while Bale and Barner’s is that mass-nouns let you

choose dimensions. Second, while Bale and Barner thought that the empirical evi-

dence shows that speakers verify mass-nouns by volume and surface area, the relevant

data doesn’t necessarily show this, as Algorithm #3 allows speakers to individuate

sub-units of whole objects and compare these cardinalities. The upshot, then, is that

the computational-level descriptions of these two theories are largely identical, and

that the algorithmic-level specifications haven’t been properly empirically tested.

While the two proposals are identical in their computational-level descriptive ad-

equacy, they differ in their algorithmic-level specifications. The Bale and Barner

computational-level description gets cashed out through an algorithm that differen-

tiates between count- and mass-nouns (i.e., because count-noun algorithms get mod-

ified by the functional head; Figure 4.1). The mass-noun algorithm first requires

the speaker to choose the relevant dimension (i.e., instead of the relevant unit of the

Chierhia-style Algorithm #3). This dimensional-selection presumably comes from the

concept that is associated with the noun itself (e.g., we know that ‘furniture’ should

be compared by number), or from context (e.g., sometimes, like in “Can you buy me

some water”, we assume that it is actually “bottles of water”). Once the dimension

is selected, comparison can occur via that scale. But the count-noun functional head

replaces the dimensional-selection - it forces us to choose the number scale. The

count-noun algorithm, therefore, forces the speaker to identify the cardinality of each

set and compare them by number. Relating this to Figure 4.1, the predicted behav-
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ioral pattern is that the answers for count- vs. mass-nouns should differ (unless we

are using mass-nouns that imply number), and - critically - that the selected dimen-

sions should be different, as well. Although Bale and Barner claim that the empirical

data demonstrate this, they cannot actually tell whether the mass-noun comparison

occurred via surface area, or via the enumeration of many sub-units of the object.

Differentiating these predictions will be the focus of Experiments 2a and 2b.

Are there any reasons (e.g., computational complexity, memory load) that would

make us prefer the Bale and Barner-style algorithm over the Chierchia-style #3 algo-

rithm? Are observers actually capable of choosing and estimating the number of sub-

units within a bigger object? Although this may intuitively seem like a difficult task,

it is at the core of most psychophysical scaling experiments and the well-established

magnitude-estimation task (Gescheider, 1988; Stevens & Guirao, 1963; Stevens, 1957;

Tegthsoonian, 1965; Zwislocki & Goodman, 1980; Zwislocki, 2009). The magnitude-

estimation task - originally designed by Stevens (1956) - has the observer experience a

stimulus of a given intensity (e.g., a 30 dB sound) and attach a number to this inten-

sity. Stevens showed that observers can easily perform such a task when given a unit

by the experimenter (e.g., when told that a 30 dB tone should be given the number

50), and that their estimates grow in proportion to the growing stimulus intensity3.

Later work by Zwislocki (2009; Zwislocki & Goodman, 1980) showed that observers

can do the task even better when they are not given a unit by the experimenter, and

3The relationship can be described as a power-law, though this is irrelevant for the current point.
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that each observer has a natural unit that they prefer to attach to stimulus intensities.

As a concrete example, Teghtsoonian (1965) showed that observers can easily attach

numeric estimates to surface area (e.g., a single, irregular shaped object), and that

bigger objects yield proportionally bigger estimates, providing plausibility to the idea

that the mass-noun question could be compared by the number of units within each

shape.

This kind of relationship between dimensions like area, loudness, line-length, etc.,

and number could work through one of two possible mechanisms. Observers may

choose a sub-unit, divide the relevant object into these sub-units, and estimate their

number; indeed, Stevens himself thought that each dimension came with an inherent

“quantum” of energy, and that the purpose of sensory representation is to individ-

uate and enumerate these quanta (Gescheider, 1997; Stevens, 1957). Alternatively,

observers may map a non-numeric dimension, like surface area, onto their representa-

tions of approximate number (see Chapter 3) and translate this ANS representation

into a verbal number label. This kind of cross-dimensional mapping procedure is even

available to infants (Lourenco & Longo, 2010). Either way, the magnitude estimation

task demonstrates that observers really might perform the Chierchia-style Algorithm

#3, and treat all mass-nouns as comprised of atomic individuals that must be selected

and compared by number.
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4.2.3 Summary of Background

The computational-level descriptions (i.e., the formal semantics) of count- and mass-

nouns can be described by two equivalently good theories: the Chierchia theory posits

that all nouns denote join-semilattices with atomic individuals, but that mass-nouns

individuals are vague and hard to identify; the Bale and Barner theory posits a sep-

aration between count- and mass-nouns, with count-nouns forcing an interpretation

of atomic individuals, but mass-nouns being free to specify any dimension (e.g., vol-

ume for ‘water’, number for ‘furniture’, etc.). I’ve argued that these two theories

are descriptively identical on the computational-level, but suggest subtly different

algorithmic-level specifications: the most plausible algorithm for the Chierchia-style

proposal is that mass-nouns allow observers to choose and enumerate relevant sub-

units of the noun (e.g., pixels of ‘goo’), while the Bale and Barner-style proposal

suggests that the majority of mass-nouns will be verified by non-numeric dimensions,

like surface area. The two algorithms are a priori plausible, and existing data cannot

adjudicate between them, as simple difference in answers between count- and mass-

nouns are insufficient (i.e., the number of whole-objects need not equal the number

of whole-object sub-units).

In Experiments 2a and 2b, I provide empirical evidence that differentiates the

two algorithms. Critically (and unlike previous experiments), I show that count- and

mass-noun comparisons not only show different answers, but that the psychophysical
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signatures of performance - originally identified in Chapter 3 - show the use of number

in the count-noun case, but ‘surface area in the mass-noun case. And, in contrast to

the Chierchia-style algorithm, there is no correlation between in count- vs. mass-noun

comparison, strongly suggesting that number is not used for both. These results are

demonstrated in both displays that leave the mass-noun unit vague (Experiment 2a),

and displays that reduce the vagueness of mass-nouns (Experiment 2b). The sum of

the evidence, therefore, suggests that the algorithm specified by Bale and Barner is

more likely to be correct, and that there is a distinction between the algorithms for

count-noun vs. mass-noun comparison.

4.3 Experiment 2a

In Experiment 2a, participants are tested on both a count-noun comparison (“Are

more of the blobs blue or yellow”) and a mass-noun comparison (“Is more of the

blob blue or yellow”). Hence, each participant did both a Count-Noun Condition,

and a Mass-Noun Condition (the order of conditions was counter-balanced to test any

pragmatic effects of performing two tasks with slightly different questions). Note that

“blob”, like rock and string, is flexible between a mass and count reading, but that

the context of the sentence and the image clearly implies that it is used as a mass

noun4. The presented stimuli were identical to those used in Experiment 1 (Figure

3Experiments 2a and 2b were done in collaboration with Paul Pietroski, Tim Hunter, Jeff Lidz,
and Justin Halberda. They are currently under revision for publication.

4In order to further alleviate this issue, we ran a new group of 20 participants in an additional
experiment. These participants completed the Mass-Noun task with the same stimuli as in Condition
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2.2), and allowed us to test a scenario where the mass-noun atomic individuals are

left very vague. In Experiment 2b, I test performance with identical visual stimuli

where mass-nouns are substantially less vague.

If participants are using a Chierchia-style algorithm, they should use the number of

blobs in the Count-Noun Condition, and the number of sub-units of the single blob in

the Mass-Noun Condition. We should expect, therefore, that performance in the two

conditions is near-identical (or, if anything, that the Mass-Noun Condition is worse,

as it requires the additional operation of selecting and enumerating the sub-unit).

Additionally, the performance on the two conditions should be highly correlated, as

both conditions should be using the ANS.

If participants are using a Bale and Barner-style algorithm, we should find that

Count-Noun Condition uses the ANS, while the Mass-Noun Condition uses approx-

imate surface area. Following the signatures identified in Chapter 3, this implies

that performance on the Mass-Noun Condition should be significantly better and

uncorrelated with the performance on the Count-Noun Condition.

A and we instructed half (N=10) to verify whether “More of the blob is blue or yellow”, and half
(N=10) to verify whether “More of the goo is blue or yellow”. “Goo”, unlike “blob”, is unambiguous
in English and favors a mass interpretation. We found no effect of which sentence was used on any of
the dependent variables (e.g., accuracy, RT, Weber fraction, etc.), suggesting that the all participants
relied on a mass interpretation of “blob” in our tasks (i.e., the word “blob” in singular, much like
“rock” and “string” is understood as a mass noun).
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To create the dot images, we took our blob images and used a custom-made

Python program to extract circles of various radii from the blob areas. During the

extraction, one of three area parameters were used to determine the size relationship

between the blue and yellow dots: dots were either congruent in area and number

(with the winning color being larger by the same ratio in both area and number),

incongruent (with the same ratio in both but giving opposite answers; e.g., blue wins

in number but yellow wins in area), or were controlled (area was matched in two dot

sets). The dot-images had four fixed ratios: 2.0 (12:6 or 14:7 dots), 1.67 (10:6 or 15:9

dots), 1.5 (9:6 or 12:8 dots) or 1.2 (12:10 or 18:15 dots).

Each participant was individually tested in a dimly lit room. The experiment

was presented on a Macintosh Pro with a 22” LCD screen. Participants were seated

about 42 cm away from the monitor with their heads unrestrained. All programs

were custom made in a Java environment.

Procedure. Participants were seated in front of the monitor and were instructed

on their task. Each participant did both the Count-Noun Condition and the Mass-

Noun Condition, with order counterbalanced across subjects. During the Mass-Noun

Condition, participants were asked to indicate whether “More of the blob is blue or

yellow”, and to press the “F” key for “More of the blob is yellow”, and the “J” key

for “More of the blob is blue”. In the Count-Noun Condition, subjects were asked to

indicate whether “More of the dots are blue or yellow”, and to press the “F” key for

“More of the dots are yellow”, and the “J” key for “More of the dots are blue”.
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Each trial began with a number in the center of the gray screen that indicated

the remaining number of trials. Participants had to press the spacebar to begin the

trial, and were told that, if tired, they could take as long as they needed before

starting each individual trial. After the spacebar was pressed, the stimuli appeared

for 500 milliseconds (ms), and were backward masked by an image that had several

dozen small blue and yellow blobs. No image appeared more than once. In both

tasks, there were 10 practice trials at the beginning, identical to the test trials, which

were excluded from analysis. In the Mass-Noun Condition, there were 300 trials; in

the Count-Noun Condition, where there were three types of area-controlled displays,

there were 600 trials, which were evenly distributed across ratios and area-controls.

After the experiment was over, the participants were debriefed. On average, the

experiment took 30 minutes to complete.

4.3.2 Results

In the Mass-Noun Condition, we ran a 2 (Order: Mass-Noun-First, Count-Noun-

First) x 6 (Ratio: 1.1, 1.3, 1.5, 1.7, 1.9, 2.1) Mixed-Measures ANOVA that showed a

significant effect of Ratio (F(5,70) = 114.12; p <0.01) and accounted for 89% of the

variance; there was no effect of Order (F(1,14) <1) or an Order x Ratio interaction

(F(5,70) <1). For the Count-Noun Condition, we ran a 2 (Order: Mass-Noun-First,

Count-Noun-First) x 4 (Ratio: 1.2, 1.5, 1.67, 2.0) Mixed-Measures ANOVA that also

showed an effect of Ratio (F(3,42) = 160.313; p <0.01) and accounted for 92% of
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the variance; once again, there was no effect of Order (F(1,14) = 2.764; p >0.10)

nor an interaction (F(3,42) = 2.313; p >0.10). Therefore, in both cases, there was a

ratio-dependent effect that is consistent with Weber’s law (Figure 4.3). Additionally,

we found that performance in the Mass-Noun Condition was significantly better than

in the Count-Noun Condition (p <.001).

Next, the two conditions were modeled to determine the Weber fractions. The

model used to describe the performance is one that is used widely in the psychophysics

literature (Green & Swets, 1966; Pica et al., 2004) and is described fully in Chapter

3:

accuracy =
1

2
erfc(

n1 − n2√
2w

√

n2

1
+ n2

1

) ∗ 100 (4.1)

Performance from each participant for each condition was fit independently and

the w values were compared. The average w value for the Mass-Noun Condition

was 0.18 (SE = 0.02), while the average w for the Count-Noun Condition was 0.27

(SE = 0.03). These values were run through a paired-sample t-test which showed

a significantly lower Mass-Noun w (t(15) = -3.534; p <0.01). We also examined,

participant-by-participant, which w value was lower - for all but one participant the

w value for the Mass-Noun Condition was lower than the Count-Noun Condition.
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Approximate Area System (AAS). Consistent with this, we found that Mass-Noun

Condition performance was significantly better and uncorrelated with Count-Noun

Condition performance (cf. Experiment 1). Overall, these results suggest that par-

ticipants are using a Bale and Barner-style algorithm that differentiates between the

dimensions of count- and mass-nouns.

One potential issue, however, is that the stimuli used in the Mass-Noun Condition

were very vague in their atomic individuals. Perhaps the Chierchia-style Algorithm

#3 is difficult to execute in these vague situations, and participants fall back on other

dimensions (note that there is no a priori reason for this, as magnitude estimation

tasks are possible with stimuli resembling our own; Tegthsoonian, 1965). To test this

scenario, Experiment 2b tests participants on the same questions, but with stimuli

that are identical (and, hence, where the relevant atomic individuals are substantially

less vague).

4.4 Experiment 2b

4.4.1 Methods

Participants. Participants were 12 adults, nave to the purpose of the experiment, who

either volunteered or were compensated $10 for their time. None had participated in

Experiment 2a.
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was identical on each trial, but inverted in the anti-correlated condition (e.g., if the

number of dots was in a ratio of 2:1 with more yellow, then the number of pixels

was in a ratio of 2:1 with more blue). This ensured that subjects saw stochastically

identical displays for the count noun and mass noun conditions.

Procedure. Each participant did both the Count-Noun and the Mass-Noun Condi-

tion, with order counterbalanced across subjects. During the Mass-Noun Condition,

participants were asked: “Is more of the blob blue or yellow”, and to press the ‘F’

key for “More of the blob is yellow”, and the ‘J’ key for “More of the blob is blue”. In

the Count-Noun Condition, they were asked: “Are more of the blobs blue or yellow”,

and to press the ‘F’ key for “More of the blobs are yellow”, and the ‘J’ key for “More

of the blobs are blue”.

The display time remained at 500 ms, but stimuli were not masked (pilot testing

reveled no effect of mask and so it was removed as some subjects found it distracting).

There were 300 trials per condition. After the experiment was over, the participants

were debriefed. On average, the experiment took 30 minutes to complete.

4.4.2 Results

A 2 (Order: Mass-Noun-First, Count-Noun-First) x 2 (Condition: Mass-Noun, Count-

Noun) x 5 (Ratio: 2.0, 1.5, 1.2, 1.14, and 1.12) Mixed Measures ANOVA was run on

percent correct at each ratio. There were no main effects or interactions of any factor

with Order (all p >0.20), suggesting that pragmatic effects of contrast between the
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two tasks are not responsible for our results. There was a significant effect of Ratio

(F(1,40) = 140.66; p <0.01) and of Condition (F(1,10) = 10.93; p <0.01). Consistent

with Experiment 2a, participants did significantly better in the Mass-Noun condition

(Mean = 0.80; SE = 0.01) than the Count-Noun condition (Mean = 0.74; SE = 0.02)

Next, we turned to modeling. The modeled group performance is presented in

Figure 4.5. Just like in Experiment 2a, the Weber fraction was fitted for each par-

ticipant for each condition. The average w for the Mass-Noun Condition was 0.20

(SE = 0.05; group fit r2 = 0.99) and for the Count-Noun Condition was 0.29 (SE =

0.13; group fit r2 = 0.98); reflecting better discrimination in the Mass-Noun Condi-

tion. This difference was significant as measured by a planned t-test (t(11) = -2.428;

p <0.05). Both these values closely mirror the values found in Experiment 2a for

the Area and Number tasks. We also examined, participant-by-participant, which w

value was lower - for all but one participant, the w value for the Mass-Noun Condition

was lower than the Count-Noun Condition.

Thus, it may be possible that the same magnitude system was used (e.g., the ANS),

but that blob-area units are somehow easier to verify than blob-number units. If this

were the case, the Weber fractions should be correlated across the two conditions.

However, as in Experiment 2a, this correlation was not significant (p >0.30). These

results provide no evidence that the same magnitude system was used in both tasks.
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to the Congruent trials (Mean = 0.26; SE = 0.08). Two explanations are possible for

this difference in the Mass condition. First, processing number in some way interfered

with processing area. Although this proposal is possible, it seems unlikely given that

participants were worse on those trials where number and area agreed on an answer. A

second explanation seems more likely: when number and area are anti-correlated the

color that wins in area has much larger blobs than the color that wins in number (e.g.,

5 yellow blobs that are twice as big as 10 blue blobs). Thus, there are two methods of

finding the answer: either by summing and comparing the total area, or by comparing

the largest blob in each set (in the correlated condition, only the former strategy is

possible). Either one of these strategies is consistent with the participants using area

rather than number, but the anti-correlated trials allow for an additional source of

evidence (i.e., largest blob), thus allowing for better discrimination performance.

4.4.3 Discussion

The results of Experiment 2b replicate the patterns of 2a: participants performed

significantly better in the Mass-Noun Condition compared to the Count-Noun Con-

dition. Additionally, their performance was not correlated. These results suggest

that comparing count-noun sentences is done via number, but that comparing mass-

noun sentences (in this context) is done via surface area. In turn, the Chierchia-style

algorithm is not supported by the empirical data. Additionally, notice that, unlike

Experiment 2a, there was nothing stopping the participants from identifying the rel-
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evant atomic individual. Participants might have inferred that, in this context, ‘blob’

is the same as ‘furniture’ and could have used whole-objects as the unit; their excel-

lent performance on the number incongruent trials, however, shows that they did not

do this. Instead, participants appear to reliably use cumulative surface area on the

mass-noun task.

4.5 General Discussion and Summary of Chapter 4

The results of Experiments 2a and 2b suggest that when verifying a comparative

sentence containing a mass-noun, participants are biased towards using a cognitive

system whose acuity is different from the cognitive system that they are using when

verifying a minimally different comparative sentence containing a count-noun. Specif-

ically, count-nouns appear to bias towards numerical quantity and are, therefore, ver-

ified by the ANS (or, given sufficient time, counting), and mass-nouns (given our

stimuli and context) specified surface area, and are, therefore, verified by the AAS

(identified in Chapter 3). Although the present work only directly speaks to ‘more’,

other determiners, such as ‘most’, should demonstrate equivalent results.

These empirical results suggest that the most likely algorithm used by speakers is

one that differentiates count-nouns from mass-nouns. Such an algorithm is compatible

with the Bale and Barner (2011) theory that count-nouns carry a syntactic functional

head that forces the comparison to occur via number, while mass-nouns are free to be

associated with any dimension. Furthermore, the empirical data is incompatible with
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the Chierchia-style algorithm that suggests that speakers choose a context-specific

sub-unit and estimate the number of these atomic individuals for the purpose of

mass-noun comparison. In turn, the Chiechia (1998a) formalism that equates the

denotation of count- and mass-nouns is not supported.

The claim here is not that count-noun meanings can be equated with the ANS,

or that mass-noun meanings can be equated with AAS processing. As stressed in

Chapter 2, meanings are not algorithms, procedures, or interfaces. The assumption,

instead, is that the internal language faculty of the speaker must output (amongst

other things) representations that are consistent with the rules of compositional se-

mantics and that can interface with other cognitive systems. As a result of this

relationship, empirical data can help us identify the functions used by the internal

language faculty, and help us choose amongst many computational-level descriptions

(e.g., the theory of Chierchia vs. that of Bale and Barner). Where meaning (inter-

nal, external, or dual-content) comes into this picture is left open. But by enriching

our conception of linguistic meaning to include more than representation-independent

truth conditions, and by having cognitive theories constrained by the formal work of

semantics, the hope is to ultimately provide a theory of natural language semantics

that is both cognitively and linguistically justified.

Note that the claim is also not that all mass-noun verifications need to occur via

surface area, nor that all count-noun verifications need to occur via the ANS: e.g.,

given sufficient time, participants may have chosen to count the items, and given mass
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nouns like ‘furniture’ participants may have used the ANS. The claim is, instead, that

comparative count noun sentences bias towards processing number through whatever

cognitive system can represent it given the demands of the task, and that mass nouns

bias towards whatever the relevant type of quantity given by the noun or context is.

One important similarity between Experiment 1 - which suggested a difference in

the representational format between number and surface area - is that the distinction

between count- and mass-nouns appears to be grammatically encoded, as well. Such a

transparent match between linguistic and non-linguistic cognition is perhaps expected

when cognition differentiates the representational content. However, Experiment 1

also showed that Approximate Number and Approximate Area share a common rep-

resentational format of Gaussian tuning curves along a ratio scale. One possibility -

actively explored in Chapter 6 and Experiment 4 - is that one place of contact for

the common representational format may not be the nouns, but the quantifiers and

comparatives (e.g., ‘more’, ‘most’, etc.). Such a division of labor would be consistent

with the intuition that the semantics of logical terms may be cashed out through

different type of cognitive representational structure, and potentially one that has

only internal-, narrow-content (Carey, 2009). I return to the broader implications of

this work for the relationship between language and cognition in Chapter 7.
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Chapter 5

The Interface between Count/Mass

Nouns and Quantification II

5.1 Synopsis

In this chapter, I follow-up on the findings of Experiment 2 and investigate whether

the difference between verifying count- versus mass-nouns can be captured in occu-

lomotor behavior (i.e., eye movements). I review several theories on the encoding

of visual number and surface area, and show that size encoding should depend on

distributed attention and low-spatial frequency information, while object encoding

should depend on a mix of distributed and focused attention and higher-spatial fre-

quency information. This division predicts that object encoding can be indexed

through many short saccades (themselves an effort to individuate high-spatial fre-
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quency objects in the periphery), while extent encoding is indexed by few saccades

and long fixations. If count-noun comparisons lead to verification by number and

mass-noun comparisons to verifications by (in this context) surface area, we should

observe that count-nouns result in a higher number of short saccades compared to

mass-noun verification. In Experiment 3, I confirm this prediction in an eye-tracking

experiment with native English-speaking adults, and show that the Count-Noun con-

dition shows more saccades, shorter fixations, and faster saccadic onsets. Additionally,

the two tasks can be easily distinguished by whether the participants are looking at

the parts of the stimulus with more number or more area. These findings extend those

of Chapter 4, and further confirm that count-noun comparisons are done via repre-

sentations of number, and that mass-noun comparisons are (in this context) done via

representations of surface area.

5.2 Background

Experiments 2a and 2b showed that count-noun comparison (“Are more of the blobs

blue or yellow?”) is done through the Approximate Number System (ANS), while

mass-noun comparison (“Is more of the blob blue or yellow”) is done through the

Approximate Area System (AAS). This was true even when the visual display was

identical across the two conditions. In this chapter, I extend these findings by seek-

ing convergent evidence for object processing in count-nouns and extent processing

in mass-nouns through occulomotor behavior (i.e., eye movements). Occulomotor be-
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havior provides us with a unique look into the kind of information that participants

are seeking out during the verification task: count-nouns should lead to eye move-

ments that reflect object encoding, while count-nouns should lead to eye movements

that reflect continuous extent encoding. To understand what kind of eye movement

patterns we should expect, I begin with a review of the data on object vs. extent

encoding in vision. The upshot of this review is that object encoding should involve

many short saccades to areas of peripheral vision where crowding might occur. Ex-

tent encoding, on the other hand, can be done by a variety of texture and low-spatial

frequency extraction mechanisms that operate efficiently even in peripheral vision; as

a result, cumulative area encoding should result in long fixations, but few saccades

compared to number.

5.2.1 Visual Encoding of Size

How does the visual system extract information about size, orientation, texture, etc.,

from simple retinal inputs? Understanding the encoding problem helps vision sci-

entists explain both why the quantification and comparison of continuous extents

obeys certain behavioural signatures (e.g., why Weber’s law holds), and identifies

what information observers are preferentially seeking out when asked to extract this

information from the visual scene.

The encoding problem has been primarily explored through representations of

complex textures (Dakin, 1999; Kastner, De Weerd, & Ungerleider, 2000; Knierim
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& Van Essen, 1992), visual contrast (Carrasco, Ling, & Read, 2004; Dakin & Bex,

2001; Watson & Solomon, 1997), spatial position (Andersen, Essick, & Siegel, 1985;

M. J. Morgan & Glennerster, 1991), and orientation (Dakin & Watt, 1997; Victor,

Purpura, Katz, & Mao, 1994). Recently, however, there has been an increased interest

in understanding the encoding of visual size (i.e., area), which has in large part been

motivated by the finding that the visual system quickly and efficiently extracts the

mean/average size of all objects in the scene (Alvarez, 2011; Ariely, 2001; Chong &

Treisman, 2003). The representation of mean size is superior to the size representation

of a single object (Ariely, 2001; Chong & Treisman, 2003; Corbett & Oriet, 2011), can

occur without focal attention (Chong & Treisman, 2005; Joo, Shin, Chong, & Blake,

2009), occurs even for objects that are visually masked (Choo & Franconeri, 2010),

and shows visual adaptation - prolonged exposure to large mean size will subsequently

make objects appear as smaller than they actually are (Corbett & Melcher, 2013;

Corbett, Wurnitsch, Schwartz, & Whitney, 2012).

The visual encoding of size, however, is unlike the encoding of orientation, texture,

and contrast, because there are no known sets of neurons that selectively code for

object size and could be pooled to represent mean size1 (Marchant, Simons, & de

Fockert, 2013). Corbett and colleagues (2012) demonstrate that visual adaptation

1Although not discussed in detail, these findings have led some researchers to argue that size
encoding is done through selective sampling of a few items, rather than the kind of global pooling
that occurs for texture, contrast, and orientation perception (Myczek & Simons, 2008; Simons &
Myczek, 2008, but see Chong & Treisman, 2005; Im & Halberda, 2013). Contrary to this, the
results of Experiment 3 suggest that number and cumulative area encoding - neither of which has
local feature neurons that could be pooled over - show vastly different eye movements, and that
surface area doesn’t show strong evidence of sampling only a few objects.
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to size is not accomplished by retinotopic neurons, but by a variety of mid-level

processes that somehow pool information across disparate sets of neurons (see also

Im & Chong, 2009). As a result, the extraction of mean size likely depends on the

combination of many low-level features, including texture (Cant & Y. Xu, 2012) and

low-spatial frequency (Dakin & Bex, 2001), allowing the visual system to bypass any

representations of whole, segmented, and bound objects when representing mean size

(Haberman & Whitney, 2012). A similar kind of global-properties model has been

described for the representation of gist information in visual scenes (Greene & Oliva,

2009a, 2009b) and textures (Cant & Y. Xu, 2012), which, much like mean size, show

quick and efficient representations that seem to go beyond the limits of local object

representations (Alvarez, 2011).

Allowing mean size to be represented through a combination of global-level fea-

tures provides the visual system with several advantages. First, it allows mean size

to be extracted relatively independently from the representations of individual ob-

jects, predicting that the representation of mean size should be a superior estimate

to the representation of size for a single object (Ariely, 2001; Chong & Treisman,

2003; Haberman & Whitney, 2012). Second, the reliance on texture and low-spatial

frequency information allows for extraction from the entire visual field, including in

peripheral vision, where texture and low-spatial frequency representation are as good

or even superior to foveal vision (Strasburger, Rentschler, & Jttner, 2011). By us-

ing the entire visual field, mean size can be encoded more quickly and accurately
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(cf. natural scene gist, Greene & Oliva, 2009b). Lastly, the combined representation

of many global-level features allows mean size representation to be compatible with

distributed, rather than focal attention, preventing mean size encoding from suffer-

ing the performance limits inherent in focal attention (Haberman & Whitney, 2012).

Chong and Treisman (2005; Joo et al., 2009), for example, show that participants en-

gaging the task with distributed attention perform very well on mean size, but not on

individual object size estimation; participants engaging the task with focal attention,

on the other hand, do better on individual object size than mean size. Hence, when it

comes to the representations of individual object size, the visual system requires more

focal attention, but when extracting the mean size over all the estimates, distributed

attention is preferred.

If mean size is encoded through a complex combination of low- and mid-level

features, what information should observers be preferentially seeking out when ex-

tracting size/area information? If the above model is right, size encoding should

occur simultaneously, with attention distributed over the entire visual field. Because

saccades generally require focal attention to attend to a particular spatial position

(Kowler, Anderson, Dosher, & Blaser, 1995; McPeek, Maljkovic, & Nakayama, 1999;

Rizzolatti, Riggio, & Sheliga, 1994; Weber, Schwarz, Kneifel, Treyer, & Buck, 2000),

we should expect that the encoding of size shows few, if any, saccades. This predic-

tion is further bolstered by the reliance of low-spatial frequency information: because

low-spatial frequency information is good in peripheral vision, there is no need for
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the observer to move their eyes into the periphery (i.e., there is not much information

to be gained). As discussed in detail below, this strongly contrasts with the expected

strategy of number encoding.

5.2.2 Visual Encoding of Number

The encoding of number representations has been controversial, with many competing

models, non-replicating data, and conflicting predictions. Number encoding models

typically fall into one of two camps: models that state that number is encoded from

dedicated, object-specific representations (Burr & Ross, 2008; Dehaene & Changeux,

1993; Stoianov & Zorzi, 2012; Verguts & Fias, 2004), and models that predict that

number is encoded from a complex mix of non-object specific low-level features, such

as density, contrast, and surface area (Dakin et al., 2011; Durgin, 1995; Gebuis &

Reynvoet, 2012).

I begin with a brief review of both of these theories, and subsequently suggest that

the currently available evidence predicts an important difference between number and

surface area encoding independent of whether number is encoded through object-

specific representations or through non-object low-level features.

One of the most well-established object-based models of approximate number en-

coding is the connectionist network of Dehaene and Changeux (1993). Their compu-

tational model - presented mainly as a proof-of-concept - is driven by a virtual retina

that outputs a series of pixels onto an object-specific topographic map. This map
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uses a difference-of-Gaussians algorithm to eliminate object size and subsequently

represents each object as a single point on the map; the existence of such a map is

supported by work on object-specific representations in mid-level vision, including the

evidence reviewed in Chapter 3. As a result of eliminating object size, each additional

object adds a constant amount of activity, and, therefore, the total activity on the

object map perfectly correlates with number. The connectionist network can rapidly

learn to associate total activity on the object map with number words, and predicts

that comparison should obey Weber’s law.

But, the built-in object map that eliminates object size may seem like cheating.

Recently, Stoianov and Zorzi (2012) have shown that an even simpler connectionist

network that has no object map can still model human performance very well. In their

model (formally known as a deep-learning connectionist network), the retinal input

simply feeds into a hidden layer, which then feeds into another hidden layer; these

kinds of networks allow for one kind of activity decomposition to occur in the first

hidden layer, and then for the decomposed information to be passed on for further

(and different) analysis in the second hidden layer. The network subsequently returns

whether there were more of one object or another, and receives feedback; critically,

since the answers for number and cumulative area may often agree, the network is not

specifically trained with stimuli that would prioritize number encoding. Nevertheless,

the network activity after training robustly shows number discrimination. Inspect-

ing the structure of the network revealed that the two layers effectively created the
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topographic object map of Dehaene and Changeux (1993): the first hidden layer in-

stantiated a series of size-specific receptive fields that simply responded to the amount

of pixels at a spatial location, while the second hidden layer took the information and

used it to infer the position of objects, independent of their size. Stoianov and Zorzi

claim that this structure is extremely similar to the population of neurons in rhesus

macaque LIP, an area that is known to encode number in these animals (Roitman,

Brannon, & Platt, 2007).

Burr and Ross (2008; Ross & Burr, 2012, 2010) claim that these two models

predict that groups of neurons are specifically tuned to the presence of object tokens

(independent of size and position) and that, therefore, one should be able to adapt

these neurons. In their task, observers stared at a set of many dots for about 2

seconds, and subsequently saw a new set of dots; a significant adaptation effect was

observed, and observers reported seeing many fewer dots than there actually were.

Together, these models support the idea that the visual system may encode number

by pooling object-specific information.

A different class of models have criticized the work above, and have suggested that

number encoding occurs entirely through a complex combination of low-level features,

such as density, texture, contrast, cumulative area, etc. For example, Durgin (1995)

observed that number representations appear tightly related to density: the denser the

display, the higher the estimated number. Dakin and colleagues (2011) argued that

this implies that the Burr and Ross (2008) adaptation effect may not be an adaptation
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to number, but an adaptation to density. In their model, Dakin and colleagues

proposed that number is encoded by combining density with surface area information

- both of which can be estimated through low-spatial frequency (for criticisms of their

model, see Ross & Burr, 2010). Similarly, Gebuis and Reynvoet (2012) have argued

that many non-numeric dimensions often impact number perception, suggesting that

number encoding does not merely occur through object-specific representations, but

through a complex mix of low-level features.

At the crux of the debate is the issue of number sensitivity to non-numeric infor-

mation, such as density, surface area, contrast, etc. A continued source of frustration

has been that while some studies observe these effects (Hurewitz et al., 2006; Tokita

& Ishiguchi, 2010), many others do not (Experiments 1 and 2b here; Barth, 2008;

Halberda & Feigenson, 2008). One possible explanation of these effects - including

the failures to replicate them - is that some low-level features may sometimes im-

pact object representations. For example, and as argued by Ross and Burr (2012),

a consequence of highly dense displays is that objects are very close to one another,

and that individuating them becomes extremely difficult, especially in the periph-

ery. Hence, the impact of density on number may have more to do with crowding

of object representations in the periphery than with density actively contributing to

number encoding. Additionally, many non-numeric dimensions are often confounded

with number by the experimenter (e.g., attending to surface area may often agree

and/or be easier than attending to number); in these circumstances, we should not
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be surprised that observers are using information that makes their task easier (for

evidence that the effect of surface area on number disappears when number and sur-

face area are equivalently difficult, see Barth, 2008). Finally, evidence presented in

Chapters 3 and 4 suggested that features such as surface area are uncorrelated with

approximate number performance (though this still leaves open many other low-level

features, including density and contrast).

However - either of these types of models (object-specific encoding vs. low-level

feature encoding) make an important prediction that differentiates it from size encod-

ing: while approximate number should primarily be driven by distributed attention,

attending to individual clusters of items should significantly improve ANS precision.

In the object-specific case, the reason for this is straightforward: clustered items, and

especially those in the periphery, are likely to be crowded and confused, yielding un-

reliable estimates (Rosenholtz, Huang, Raj, Balas, & Ilie, 2012; Ross & Burr, 2012);

with more focal attention and saccades to clusters of items, this crowding problem

can be alleviated. But the low-level feature account of Dakin and colleagues (2011)

makes a similar prediction: Tibber and colleagues (2012) demonstrate that a con-

current conjunction-search task that forces individuals to focally attend to objects

significantly impairs accuracy for both density and number representations. A possi-

ble explanation is that density information - which could depend at least in part on

a high-spatial frequency estimate - also benefits from saccades that reduce the effect

of crowding.
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The upshot, therefore, is that number encoding, though still primarily driven by

distributed attention, should also force a more focal strategy that helps the observer

to direct their gaze to the periphery, allowing for clustered items to be individuated.

As a result, number encoding should result in many short saccades (especially when

compared to the encoding of area).

5.3 Experiment 3

If the count-noun comparison algorithm is a request for object comparison, while

a mass-nouns algorithm is a request for area/extent comparison, we should expect

observers to seek out different information from the visual display. As reviewed

above, object encoding, in virtue of being degraded in peripheral vision due to lower

spatial resolution and use of high-frequency information, should result in many short

saccades. Area/extent encoding, on the other hand, can be done almost exclusively

with low-spatial frequency and texture information, all of which can be extracted from

the entire visual field without fixations. The prediction, therefore, is that count-nouns

comparisons should, in virtue of their object specificity, drive the occulomotor system

into performing more quick saccades compared to mass-noun comparisons.

1Experiments 3 was done in collaboration with Justin Halberda. It is currently being written for
publication. Thank you to Melissa Libertus and Klaus Libertus with help with data analysis.
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5.3.1 Methods

Participants. 16 adult native-English speaking participants were tested; none had

participated in any of the previous experiments. Three subjects had to be removed

because the eye-tracker could not reliably track their eyes (2 subject; fewer than

10% good samples), or because they were randomly guessing on the task (1 subject;

average Mass-Noun Condition performance of 49%).

Materials. Participants were tested on a Tobii TX300 running at 300 Hz (one

sample every 3.3 ms). The eye-tracker was mounted on a 22” widescreen monitor.

The stimuli were presented with Tobii Studio 3.2 running on Windows 7.

As in Experiment 2b, participants were given both a Count-Noun Condition and a

Mass-Noun Condition. The stimuli used in the two tasks were identical, and consisted

of many blue and yellow blob-shapes; all of the blue blobs were presented approx-

imately 200 pixels to the right of fixation, and all the yellow blobs were presented

approximately 200 pixels to the left of fixation (see Figure 5.1). Five ratios were used

for both Mass-Noun and Count-Noun Conditions: 2.0, 1.5, 1.2, 1.14, and 1.12. As in

Experiment 2b, half the trials were Congruent (number and cumulative surface area

agreed on the answer), and half were Incongruent (number and cumulative surface

area disagreed on the answer). The difficulty of the cumulative area comparison was

equivalent on every trial.

Procedure. Participants were first calibrated with a simple 8-dot calibration before
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the start of each Condition. Subsequently, each participant did both the Count-Noun

and the Mass-Noun Condition, with order counterbalanced across subjects. During

the Mass-Noun Condition, participants were asked: “Is more of the blob blue or

yellow”, and to press the ‘F’ key for “More of the blob is yellow”, and the ‘J’ key

for “More of the blob is blue”. In the Count-Noun Condition, they were asked: “Are

more of the blobs blue or yellow”, and to press the ‘F’ key for “More of the blobs are

yellow”, and the ‘J’ key for “More of the blobs are blue”.

Each trial was presented for 2000 ms. Participants could respond during any part

of the trial; the stimulus stayed up even after the response, allowing us to track their

eyes for the full 2000 ms period. Unless otherwise noted, all results are cropped to

the response time on the particular trial. Each ratio was presented 32 times, yielding

160 total trials per Condition.

Eye-Tracking Analysis. All eye-tracking variables were extracted from the data

by examining fixation points along the X-Axis; fixation points were determined with

thresholds on both velocity and position. As shown in Figure 5.1, there were three

main areas of interest (AOIs): the left-side (yellow), the right-side (blue), and the

center (fixation). Unless otherwise noted, we relativized the AOI to the correct and

incorrect side for either number or area. The fixation AOI took up the central 20% of

the screen. Any samples that were unreliable (e.g., because the participant blinked

or looked off-screen) were removed from the data analysis (approximately 9% of total

data).
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5.3.2 Results

The results are presented in three sections. First, the effects of Condition on average

performance and RT are examined (ignoring any eye-tracking data). Second, the eye-

tracking data is examined while ignoring Condition; this provides us with a broad-

level look at the effects of ratio on eye-movements. Finally, the eye-tracking data is

combined with the effects of Condition in order to identify whether any eye-tracking

variables can differentiate Count- from Mass-Noun conditions.

A 2 (Order: Mass-Noun-First, Count-Noun-First) x 2 (Condition: Mass-Noun,

Count-Noun) x 5 (Ratio: 2.0, 1.5, 1.2, 1.14, and 1.12) Mixed Measures ANOVA was

run on percent correct at each ratio. There were no main effects or interactions of

any factor with Order (all p >0.15), suggesting that pragmatic effects of contrast

between the two tasks are not responsible for any part of the results. There was a

significant effect of Ratio (F(4,44) = 55.49; p <0.01), but no main effect of Condition

(F(1,11) = 2.08; p = 0.18). Participants performed equivalently well on the Mass-

Noun condition (Mean = 0.80; SE = 0.03) than the Count-Noun condition (Mean =

0.83; SE = 0.02); the average w for Mass-Noun was 0.14 (SE = 0.02), and for the

Count-Noun condition was 0.13 (SE = 0.01). The performance on the Mass-Noun

condition was identical to Experiment 2b (though the w value is better here), but the

performance on the Count-Noun condition in this experiment is much higher than that

observed in Experiment 2b (77% vs. 83%). One explanation for this improved Count-
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Noun condition performance is that the spatial separation of blue and yellow items

is known to improve number performance (Ly, Im, & Halberda, 2009; Price, Palmer,

Battista, & Ansari, 2012). In the context of this experiment, identical performance

is actually desirable if any eye-tracking differences exist (so that they could not be

attributed to one task being easier than the other).

A 2 (Condition: Mass-Noun, Count-Noun) x 2 (Congruency: Congruent, Incon-

gruent) replicated the effect observed in Experiment 2b: a significant Congruency x

Condition interaction (F(1,12) = 8.56; p <.02) showed that the Count-Noun condi-

tion was not impacted by Congruency (Congruent: 88.5%, SE = 1.2; Incongruent:

88.4%, SE = 1.72) but that Incongruent trials were easier in the Mass-Noun condition

(Congruent: 81.9%, SE = 1.7; Incongruent: 91.0%, SE = 2.01); this effect is likely

driven by size estimation being easier for larger objects. Importantly, the only sig-

nificant difference between Count- and Mass-Noun conditions was in the Congruent

trials (t(12) = 3.32; p <.01), and not in the Incongruent trials (t(12) = 1.45; p = .17).

As a result, any eye-tracking signatures that differ only on Congruent trials may be

indicative of difficulty alone, but any differences on Incongruent trials are indicative

of condition (below, we always report any interactions with Congruency).

Finally, 2 (Condition: Mass-Noun, Count-Noun) x 5 (Ratio: 2.0, 1.5, 1.2, 1.14)

analysis over RT revealed no main effect of Condition (F(1,12) <1), a main effect of

Ratio (F(4,48) = 47.69; p <.001), and no Condition x Ratio interaction (F(4,48) =

2.13; p >.10). Because many eye-tracking variables are impacted by RT (e.g., average
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duration of fixations), any eye-tracking patterns for Ratio should be interpreted with

caution (unless they deal with proportions). At the same time, the lack of an effect

of Condition on RT allows us to interpret any differences in eye-tracking patterns

without fear that they are caused by RT alone.

Next, I turn to the eye-tracking data, and first investigate patterns independent

of Condition (i.e., effects of ratio and effects of correct vs. incorrect answers). Be-

cause the effect of Condition is ignored, the performance across the two conditions is

averaged out for these analyses (additional analyses did not find any interactions of

these factors with Condition).

Ratio had an effect of virtually every eye-tracking dependent variable of interest;

however, as noted above, many of these variables (e.g., duration of longest fixation)

could be driven entirely by significant differences of RT across ratios. Hence, the data

presented here is only over the dependent-variables that are calculated as proportions

of total responses, thereby removing any effect of RT. For each of the reported vari-

ables, I ran a 5-way repeated-measures ANOVA with Ratio as the only factor.
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related marginally significant effect of the onset to first saccade, which was higher in

the Mass-Noun condition (380ms, SE = 38.0) compared to the Count-Noun condi-

tion (345.20ms, SE = 31.5; F(1,12) = 4.20; p = .063), without an interaction with

Congruency (F <1).

Next, as shown in Figure 5.7, the duration of the longest fixation (post first

saccade) was significantly longer in the Mass-Noun condition (444.84ms, SE = 32.35)

than in the Count-Noun condition (403.46ms, SE = 25.20; t(12) = 2.22; p <.05).

Once again, this effect did not show an interaction with Congruency: we observed a

main effect of Condition (F(1,12) = 5.01; p <.05), but no main effect of Congruency

nor an interaction (both Fs <1.0). Relatedly, the duration of the first post-fixation

saccade was longer for the Mass-Noun condition (364ms; SE = 35.92) than in the

Count-Noun condition (310ms; SE = 36.39), with the ANOVA returning a main-

effect of Condition (F(1,12) = 6.44; p <.03), and no effects of Congruency (F <1)

or an interaction (F(1,12) = 2.58; p = .13). These two effects suggest that Count-

Noun performance is associated with shorter overall saccades, consistent with the

hypothesis that object encoding should demonstrate more quick saccades compared

to extent encoding.

Finally, as shown in Figure 5.7, the number of switches between the two sides

was significantly higher in the Count-Noun condition (1.56; SE = 0.21) compared

to the Mass-Noun condition (1.22; SE = 0.17; t(12) = 2.31; p <.05). This further

confirms that count-noun comparisons yield more saccadic movements compared to
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mass-noun comparisons. This effect, however, was primarily driven by the difference

on Incongruent trials: there was no main effect of Condition (F(1,12) = 2.79; p =

.12), but there was a significant interaction with Congruency (F(1,12) = 20.88; p

<.01). A similar pattern of results was observed for the total number of fixations.

Although this dependence on congruency may initially seem troubling, it is primarily

driven more switches and saccades occurring for harder trials (see ratio effects above);

since there is no significant difference between the average percent correct of Count-

and Mass-Noun conditions on Incongruent trials (but there is on Congruent trials),

the observation that the number of switches and saccades is different on Incongruent

trials is indicative of an encoding/occulomotor difference between the conditions.

5.4 General Discussion and Summary of Chapter 5

If count-noun comparisons, such as “Are more of the blobs blue”, lead to algorithms

that call for number comparison, we should expect the verification of count-noun

sentences to yield eye movement patterns consistent with object encoding (e.g., many

short saccades that alleviate crowding in peripheral vision). On the other hand, if

mass-noun comparisons, such as “Is more of the blob blue”, lead to algorithms that

can call for non-numeric comparison, we should expect the verification of mass-noun

sentences to yield eye movement patterns consistent with extent encoding (e.g., few

long saccades that allow texture and low-spatial frequency information to be extracted

with distributed attention). Both of these predictions were observed in Experiment
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3: the Count-Noun condition could be differentiated from the Mass-Noun condition

based on four signatures: the side participants spent most of their time looking at (i.e.,

Mass-Noun condition looks were to side with more cumulative area), the percentage of

time spent looking at either target (i.e., Mass-Noun condition resulted in fewer looks

to either side), the duration of fixations (i.e., Mass-Noun condition showed longer

fixations), and the number of saccades and switches between targets (i.e., Mass-Noun

condition showed fewer saccades and switches).

The pattern of behavioral signatures that could differentiate the two conditions

were telling: in each case, mass-noun comparisons were associated with few saccades

and longer looks, while count-noun comparisons were associated with many short

saccades. With the exception of the number of switches, these results held for both

trials where the answers for the two dimensions agreed (Congruent trials) and where

they disagreed (Incongruent trials); this is a particularly powerful demonstration, as

Congruent trials are identical in every way, including which side won.

Although many eye-tracking signatures were highly impacted by difficulty, none of

the differences between the count- and mass-noun conditions could be attributed to

differences in difficulty, as the average performance and RT distributions in the two

conditions were identical. Although this does not replicate the mass-nouns perfor-

mance advantage observed in Experiment 2b, the likely source of this difference is a

major improvement for the count-noun condition once the blue and yellow blobs were

spatially separated; the effect of spatial separation improving number performance
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has been previously reported in the literature (Ly et al., 2009; Price et al., 2012). If

anything, the lack of a performance difference in this experiment is an even stronger

indication of the underlying difference between count- and mass-noun algorithms:

even when the visual scene is set up to favor number approximation, participants

demonstrate a difference in behavior for count- vs. mass-nouns!

Could any of these observed differences in eye movements be attributed to partici-

pants attempting to estimate the number of sub-units in each blob, per the Chiechia-

style algorithm proposed in Chapter 4? Several aspects of the data suggest that this

is not the case. First, the higher number of saccades and shorter fixations in the

case of count-nouns are most likely an attempt for the participant to reduce visual

crowding in peripheral vision; crowding would impact large objects just as much as

smaller ones, and, therefore, we would not predict a difference between the two con-

ditions. Second, mass-noun performance showed significantly more fixations at the

center of the screen, suggestive of extraction of information from peripheral vision;

given that large objects are not reliably extracted from peripheral vision because of

crowding (Rosenholtz et al., 2012), there is no reason why their sub-units should be,

either. Finally, the ability to detect occulomotor differences even in the congruent

trials suggests that mass-nouns do not flexibly push participants to quantify by num-

ber in some situations and surface area in other ones (as may be predicted by some

accounts of vagueness). Together, the patterns here strongly suggest that count-noun

performance resulted in object-encoding, while mass-noun performance resulted in
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extent encoding.

Additional eye-tracking signatures differentiated other variables of interest, in-

cluding trials on which participants got the answer right vs. wrong. For example,

participants spent a significantly higher percentage of time (both in duration and

number of looks) to the incorrect side of the screen when ultimately making an incor-

rect response. Thought about in the context of decision making models (e.g., diffusion

model of Ratcliff & McKoon, 2008), this pattern suggests that participants are not

merely randomly guessing because they could not gather enough information. Instead,

the eye movement patterns suggest that participants were very actively gathering in-

formation that seemed reliable, but was, in truth, not. Whether or not a stochastic

process leads to this accumulation of evidence in the wrong direction, or whether

some property of the display leads all participants astray (e.g., a cluster of objects

that appears more numerous or larger than it actually is) remains open for future

investigation.

To conclude, the results on Experiment 3 further support those established in the

previous chapter: count-noun algorithms appear to call for enumeration of objects via

number, while mass-noun (in this context) algorithms call for estimation of extents

via cumulative surface area. This can be demonstrated both via the differences in

Weber fractions observed in Chapter 4, and the differences in eye movement patterns -

themselves revealing the difference in the encoded visual information - in this chapter.

Together, they demonstrate the usefulness of combining formal semantic theories with
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a rigorous analysis of psychophysics and cognition.
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Chapter 6

The Acquisition of ‘More’ and

Approximate Number and Area

6.1 Synopsis

Chapter 3 showed that Approximate Number and Approximate Area differ in their

representational content, but that they share a common representational format

(Gaussian tuning curves on ratio scales). While count- and mass-nouns may tap

into the distinction in content found in non-linguistic cognition (Chapters 4 and 5),

might other words tap into the similarity? One plausible candidate are quantifier

words, including the comparative ‘more’ (e.g., “More cows”, “More beef”). Evidence

for this link would include children immediately learning that the comparative can

apply to numeric and non-numeric dimensions. Psycholinguistic evidence on this
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question has been mixed, with one set of theories (e.g., Gathercole, 1985, 2009) sug-

gesting that children don’t master the mass-noun ‘more’ until well into their fives.

On the other hand, the work of Barner and Snedeker (2005) suggests that children

might acquire ‘more’ for both count- and mass-nouns just before their fourth birth-

day. To test these hypotheses , I examined a cross-sectional sample of 2 - 4 year old

children and gave them either a Count-Noun Condition (“Are more of the dots blue

or yellow?”) or a Mass-Noun More Condition (“Is more of the blob blue or yellow?”).

By using psychophysical signatures identified in Chapter 3, I find that children learn

the comparative ‘more’ for both mass- and count-nouns just around their third birth-

day. These results are discussed in the context of the language-cognition interface,

formal semantics of ‘more’, and more broadly in terms of theories of external vs.

internal-content.

6.2 Background

As children acquire language, they come to understand sentences in a way that lets

them verify whether these sentences are true or false. As discussed in Chapter 2, the

verification of a sentence relies not only on the child’s ability to linguistically under-

stand the sentence, but also on successfully navigating an interface between language

and non-linguistic cognitive systems. Given appropriate experimental conditions,

studying this language/cognition interface informs both theories of lexical acquisi-

tion, lexical meaning, and theories of basic cognition (Booth & Waxman, 2003; Lidz
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et al., 2011; Soja et al., 1991).

Quantifier words, such as ‘some’, ‘many’, and ‘most’, play a critical role in our

communication and reasoning about amounts. A classic case-study, and one that has

drawn both fruitful research and controversy, has been the acquisition of the compar-

ative ‘more’ (e.g., “There are more apples than oranges”; Bloom, 1970; Donaldson &

Wales, 1970; Hohaus & Tiemann, 2009; Townsend, 1974). One point of contention

has been whether children immediately understand comparative ‘more’ as having the

adult meaning - a comparative operation that can be applied to any dimension - or

whether they might initially have a more general (H. H. Clark, 1970) or less general

meaning for ‘more’ that is incrementally changed throughout development (Gather-

cole, 1985, 2009).

The immediate versus incremental acquisition of ‘more’ corresponds to two very

different accounts of how ‘more’ interfaces with non-linguistic cognition. The experi-

mental evidence presented in Chapter 3 shows that children and adults differentiate

between quantification of objects (i.e., numerical dimensions) and substances (i.e.,

non-numerical dimensions, like surface area). And, consistent with the linguistic fac-

ulty obeying this distinction, evidence from Chapters 3 and 4 shows count-nouns

appear to primarily interface with objects and number quantification, while mass-

nouns are free to interface with substances and non-numeric quantification. If ‘more’

acts just like count- and mass-nouns, its acquisition would require interfacing with

each quantity system individually, leading to the possibility of incremental acquisi-
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tion. But the experimental evidence also suggested an important similarity between

the representations of ANS and AAS: while the two differed in their representational

content (indexed by significantly different Weber fractions that did not correlate),

they shared a common representational format of Gaussian tuning curves on a ratio

scale (indexed by both obeying Weber’s law). This makes it possible for ‘more’ to

interface not with the distinct content, but with the shared representational format.

Because the representational format is shared across many quantity dimensions, we

should expect that children immediately learn that ‘more’ applies to all dimensions.

The debate about incremental versus immediate learning has featured prominently

in theories of lexical acquisition, and has usually been thought to reveal both what the

initial meanings available to children are (e.g., are domain-neutral logical operations

accessible to young children), and what learning strategies they apply to acquiring new

words (e.g., if they must go from overly specific or general meanings to correct ones;

Bowerman, 1978; Clark, 1970; Gathercole, 1985, 2009). Exploring the case-study

of comparative ‘more’ acquisition can demonstrate how the more general research

strategy outlined in Chapter 2 can be productively used to study language acquisition:

by having a clear understanding of the non-linguistic representational system and the

space of possible formal descriptions, we can make inferences about the plausible

algorithmic candidates that can be inferred by children when acquiring their first

language.

The relationship between comparative ‘more’ and the representational format of
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quantity representations also makes links to the broader issue of meaning and internal

vs. external content. Theories of meaning have often focused on logical terms (in-

cluding quantifiers) as examples of purely internalist meanings (Block, 1987; Carey,

2009). If logical terms attain meaning from functional roles, and if they turn out to

mostly interface with representational formats (as opposed to contents), then we can

provide a clearer explanation of which aspects of mental representations are differ-

entiated by their external denotations, and which are differentiated by their internal

functional roles.

I begin with a brief review of the formal semantic descriptions of ‘more’; I stress

that the currently available formalisms are equally compatible with a domain-neutral

‘more’, and one where ‘more’ may be derived from terms that refer to specific quan-

tities. Subsequently, I review two prominent theories of ‘more’ acquisition: the in-

cremental learning account of Gathercole (1985, 2009), which suggests that children

first interface ‘more’ with representations of number, and only later extend it to non-

numeric dimensions, and the learning account of Barner and Snedeker (2005), which

suggests that children may immediately learn ‘more’ as a domain-neutral compara-

tive. Finally, I present empirical data testing whether 2 - 4 year-olds learn ‘more’

immediately, or incrementally.

6.2.1 Formal Semantics of ‘More’

0I am deeply grateful to Alexis Wellwood for discussion of these issues.
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The formal semantics of comparatives - much like the formal semantics of nominals

- is an extremely deep and detailed field of study. In this section, I provide a very

basic review of the generalizations and formalisms that have been used to capture

the semantics of ‘more’. Many additional issues, such as quantifier raising, implicit

negation, entailments, etc., are purposefully left out.

In the context of this dissertation, the central generalization of interest for ‘more’

is that it is a dimension-neutral comparative (i.e., the scale of comparison is variable;

Bresnan, 1973; Wellwood, Hacquard, & Pancheva, 2012). While some words in En-

glish, like ‘many’ and ‘much’, are restricted with regard to what dimension they can

modify (“I have too many rocks” means that my individual hunks of rock are too

numerous, while “I have too much rock” means that my volume of rock stuff is too

great), others, including ‘most’, ‘some’, and ‘more’, are dimension-neutral. For ex-

ample, ‘more’ can refer to quantification by number (“I have more apples than you”),

by area (“I have more land than you”), by volume (“I have more soup than you”),

etc. ‘More’ is used not only for nominal comparisons (“Mary has more apples than

Bill”), but also for verbal comparisons (“Mary ran more than Bill”), and adjectival

comparisons (“Mary is more intelligent than Bill”; Wellwood et al., 2012).

Semantically, the most straightforward description of ‘more’ is considering it to

be analogous to the comparative morpheme ‘-er’ (e.g., “Mary is more tall than Bill”

“Mary is taller than Bill”). In this sense, the semantics of ‘more’ can be captured as

a comparison of maximal degrees for each NP. For example, if Mary has more apples

152



CHAPTER 6. THE ACQUISITION OF ‘MORE’

than Bill, then the maximal degree of apples that Mary has exceeds the maximal

degree of apples that Bill has. Formally, this can be captured in a variety of ways,

including through a greater-than operation over a ratio scale of degrees, such as the

real-numbers (Bale & Barner, 2009; Hackl, 2009; Wellwood et al., 2012), or as an

operation that checks whether there are any degrees that Mary has that Bill does

not have on an ordinal, interval, or ratio scale (Kennedy & McNally, 2005; Kennedy,

2001; Schwarzschild, 2008).

The open question, however, is how the relevant scale is selected. In other words,

how do we know that “more cows” is a comparison by number, and that “more water”

a comparison by volume?

The majority of formal semantic treatments of ‘more’ are not explicit on this

puzzle. When it does come up, it is usually assumed that the relevant dimension comes

from the noun and that the comparative plays next to no role other than specifying

the use of maximal degrees and the range of all admissible scales. For example,

and as reviewed in Chapter 4, Bale and Barner (2009) suggest that all count-nouns

and some mass-nouns denote individuated join-semilattices that require comparison

to occur by number; other mass-nouns, however, select their dimension via context

or world-knowledge about the specific lexical item. In this context, “more cows” is

similar to ‘taller’, in that the ‘-er’ morpheme composes with the root that specifies

the dimension (i.e., ‘tall’ specifies height, ‘cows’ specifies number). Under Bale and

Barner’s formalism, ‘more’ has a collection of possible greater-than functions, each
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restricted to a specific dimensional scale, and the nouns that saturate ‘more’ select

one of these scales and it’s relevant greater-than function. ‘More’ is then actually

composed of many different functions, and noun knowledge determines which version

of ‘more’ is used by the speaker.

But Bresnan (1973) notes that syntactically, ‘more’ appears very related to ‘much’

and ‘many’, and may actually be decomposed into ‘many-er’ and ‘much-er’. For

instance, notice that in the following sentences ‘much’ and ‘many’ apply until the

comparative, at which point ‘more’ takes over:

1. Mary has too many cows.

2. Bill has so much water.

3. Mary has as much soup as Bill.

4. Mary has more soup than Bill.

More recently, Wellwood (under review; Wellwood, Hacquard, & Pancheva, 2012)

has suggested that this decomposition of ‘more’ into ‘much-er’ provides several ad-

vantages, including a straightforward explanation of how ‘more’ can apply to nominal,

verbal, and adjectival constructions. Unlike the above proposals, ‘much’ could be also

be given a more active role as an operation that maintains the structure-preserving

degrees. For example, the reason volume is chosen in “so much soup” is because the

volume degrees of soup are additive (e.g., one chunk of soup plus another chunk of

soup are not equivalent in volume), while things like the temperature degrees or taste
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degrees are not (e.g., one chunk of soup plus another does not change the overall

temperature or taste). If this is correct, then ‘more’, in decomposing into ‘much’ +

‘er’, performs two roles: it states that the degree comparison must be over maximal

degrees, and that the comparison must be over structure-preserving degrees for the

particular noun. As a result, there is no need to force ‘more’ to contain all possible

scales and functions built-in and selected by the noun: the work of scale selection is

largely driven by ‘much’.

Without being pushed to their extremes, the formal semantics of ‘more’ make

only minimal connections with the immediate and incremental learning accounts.

The account of Wellwood and colleagues seems (in principle) more consistent with

the immediate learning story, because learning ‘more’ as ‘much-er’ would require

learning that comparison should happen over maximal structure-preserving degrees;

since this structure-preserving principle holds for all scales, the moment children

acquire ‘more’, they should immediately understand that the comparative applies

to all possible dimensions. On the other hand, the accounts of ‘more’ that propose

that it contains only the ‘-er’ component are more consistent with the incremental

account, as the understanding ‘more’ would depend on first learning which scales

‘more’ applies to, and how the count/mass distinction saturates this argument. As a

result, children could (in principle) first infer that ‘more’ only refers to a few scales,

and, with added development, incrementally add more.

But any claim about the relationship between the formal and acquisition accounts
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needs to be qualified. For example, the Bale and Barner formalization of ‘more’ con-

tains multiple possible scales that could be revised to include the structure-preserving

principle. After all, since individual mass-nouns specify the dimension that preserves

their own structure, the context and world-knowledge required to choose the rele-

vant scale could be formalized as the structure-preserving principle. Hence, although

we might benefit from clearly opposing formal semantic accounts that would yield

testable predictions, in the case of ‘more’ (unlike in the case of count/mass distinc-

tion), the formalisms could be easily merged. As a result - given the currently available

formalisms for ‘more’ - I will not aggressively pursue the relationship between the for-

mal and acquisition theories (though, if the formalisms are prima facie taken at face

value, one might choose to do so).

6.2.2 Incremental vs. Immediate Acquisition of ‘More’

Psycholinguistic evidence for the incremental learning account of ‘more’ has come

from three sources. First, although children produce the word ‘more’ by two-years

of age (e.g., “More juice”; Bloom, 1970; Carter, 1975; Mehler & Bever, 1967), many

researchers have argued that this early meaning is that of an additive, not the com-

parative form of ‘more’ (e.g., “Some books are on this desk, and more are over there”;

Beilin, 1968; Gathercole, 2009; Thomas, 2010; Weiner, 1974). In turn, some incre-

mental learning theories have suggested that children first learn ‘more’ as having

an additive meaning, and later on supplement it with the comparative form (H. H.
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Clark, 1970). This evidence has been controversial, however, because the two forms

of ‘more’ may not be related (Beilin, 1968; Weiner, 1974). Indeed, some languages

use different words for the additive vs. comparative ‘more’ (e.g., ‘još’ vs. ‘vǐse’ in

Serbo-Croatian). As such, evidence for the acquisition of additive ‘more’ may not be

informative about the development of the comparative form. Here, the focus is only

on comparative uses of ‘more’ in children learning English.

The second source of evidence for the incremental learning account has been the

contrast of how children learn ‘less’ from ‘more’. Donaldson and Balfour (1968), for

example, demonstrated that young three-year-olds understand the word ‘less’ to mean

‘more’, and argued that it takes an additional stage of development for the adult-like

meaning of ‘less’ to emerge (see also Palermo, 1973). Other work has suggested that

this ‘less-is-more’ effect stems from experiment demands and not from children’s use of

lexical knowledge (Carey, 1978). Nevertheless, many theories of ‘more’ development

have argued for a stage-like development of comparative ’more’ understanding that

only resembles the adult meaning after about four or five years of age (H. H. Clark,

1970; Gathercole, 1985, 2009).

The final source of inquiry for the incremental view comes from how children un-

derstand comparative ‘more’ in numeric versus non-numeric contexts. Early theories

of ‘more’ acquisition were relatively unconcerned about the contrast between numeric

and continuous stimuli, and almost exclusively tested children with discrete objects

and count nouns (Beilin, 1968; Donaldson & Wales, 1970; Mehler & Bever, 1967;
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Weiner, 1974). The few studies that did use non-numeric stimuli tested children

older than four (Hudson, Guthrie, & Santilli, 1982; Palermo, 1973), by which point

the dimension-neutral form of comparative ‘more’ may have been acquired. This

has, at least in part, been the inheritance of a literature that focused on children’s

understanding of ‘more’ in the context of understanding conservation of volume and

conservation of number, which tended to target children older than age three (Piaget,

1965, but see Mehler & Bever, 1967).

An important methodological innovation came in a series of studies that directly

pit numerical and continuous dimensions against one another (Barner & Snedeker,

2005, 2006; Gathercole, 1985; G. Huntley-Fenner, 2001). Much like Figure 6.1, chil-

dren would be presented with displays of items that might either typically be described

with count-nouns (e.g., candles, feet) or typically described with mass-nouns (e.g.,

ribbon, candy) and children had to judge which of two displays had more of that noun

(e.g., “Which piece of paper has more ribbon?” or “Which piece of paper has more

bows?”). Critically, while one option always had more by number, the other option

always had more by area (e.g., 1 giant candle versus 3 small candles). This allowed

trials to serve as their own controls, as children could demonstrate flexibility in quan-

tifying either by mass (e.g., ‘ribbon’) or by count (e.g., ‘bows’; Barner & Snedeker,

2005). Results with this method have sometimes supported an incremental acquisi-

tion of ‘more’ (Gathercole, 1985) and sometimes supported an immediate acquisition

of both number and area ‘more’ (Barner & Snedeker, 2005; 2006; Huntley-Fenner,
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underlying representations of number and area are biased in favor of number (perhaps

because number processing is easier or more salient, independent of language; see

Cordes & Brannon, 2008, 2009, 2011), then children’s competence at understanding

‘more’ as applied to non-numeric stimuli may be overshadowed by their inability to

ignore the numbers of items in the scenes. In fact, several studies have demonstrated

that 6- and 7-month-olds, when habituated to a display of several boxes or circles,

will dishabituate when the number of boxes changes, but not when their total area

changes, leading authors to suggest that numerical changes are more salient than

changes in cumulative area (Cordes & Brannon, 2008, 2009, 2011)1. Three-year-old

children also find quantifying via number easier than area in non-linguistic contexts.

Cantlon, Safford, and Brannon (2010) played a match-to-sample game, and showed

children a card with a standard object, and then two cards as choices for the match.

Critically, neither of the two cards were identical to the standard - one had the

same number of objects as the standard, but was vastly off in area, and the other

had the same area as the standard, but a different number of objects. Preschoolers

consistently chose to match by number in this language-neutral context, once again

demonstrating a preference for processing number rather than area in the presence of

discrete stimuli (for evidence that even 6-, 8- and 10-year old children are swayed by

number over cumulative area see Jeong, Levine, & Huttenlocher, 2007). The existence

of a non-linguistic bias towards number over area may make a linguistic task that pits

1This may not always be the case, however, as both Clearfield & Mix (2001) and Feigenson and
colleagues (2002) found that when the number of objects is fewer than 3 and the objects are identical
in appearance infants may prefer to quantify by area rather than by number.
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number against area particularly difficult for young children.

Evidence that may resolve this issue includes investigating the interface between

children’s first understanding of ‘more’ and the psychological systems that represent

area and number information. If children are to learn the meaning of ‘more’ imme-

diately as a domain general comparative, they must also immediately learn how the

meaning of this word interfaces with the cognitive systems that code area and number

information. In the present work, we focus on how the interface between linguistic

meaning and the cognitive systems that represent number and area may provide ev-

idence for or against the incremental ‘more’ account. As reviewed above, on at least

one version of the incremental account (Gathercole, 1985, 2009), ‘more’ is initially

understood as applying only to count-nouns. At this stage, ‘more’ would have the

restricted greater-in-number meaning, while lacking the adult-like greater-in-amount

meaning. This would imply that when children acquire ‘more’, they first learn an

interface between the linguistic meaning and the cognitive systems that represent

number. Only later in development, as incremental learning lets children general-

ize ‘more’ to other dimensions, would the interface be extended to other cognitive

representations of quantity.

On the alternative immediate account, children’s meaning of ‘more’ is the dimension-

neutral meaning greater-in-amount. For example, if children infer that ‘more’ requires

a comparison of maximal structure-preserving degrees, then they do not need to learn

which individual scales ‘more’ applies to: it does to all degree scales that preserve

161



CHAPTER 6. THE ACQUISITION OF ‘MORE’

the relevant properties of the noun in question. As a result, children must also be

capable of immediately learning an interface with each of the relevant cognitive rep-

resentations of quantity (e.g., area and number), and eventually rely on a count/mass

distinction or contextual cues to identify which dimension is intended for any given

utterance.

6.3 Experiment 4

Children had to verify sentences with ‘more’ applied to either area or number in

non-conflicting stimuli that resembled those presented in Chapter 3. In the area

condition (e.g., “is more of the goo blue or yellow”), the stimuli clearly resembled a

continuous mass of stuff with two colors that did not create a conflict between number

and area (Figure 6.2). In the number condition (e.g., “are more of these dots blue

or yellow”), the stimuli clearly resembled two groups of discrete objects where total

surface area was always equated, thereby removing any conflict between number and

total surface area (Figure 6.2). Additionally, the stimuli used in the area condition

were not geometric figures, thereby promoting surface area as the only reliable cue to

area.

By alleviating the potential conflicts between number and area representations,

we tested whether young children successfully verify sentences with both number and

1Experiments 4 was done in collaboration with Paul Pietroski, Tim Hunter, Jeff Lidz, and Justin
Halberda, and is published in Journal of Experimental Psychology: Learning, Memory, and Cogni-
tion (Odic, Pietroski, Hunter, Lidz, & Halberda, 2013). Thank you to Michael Alfieri, Bhaavana
Venkatesh, and Cicek Erdem for help in collecting data.
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area ‘more’ at approximately the same age. If children understand ‘more’ as a domain-

neutral greater-in-amount, they will approximate the relevant quantity that the noun

is indicating (number for count-nouns, and area for mass-nouns in our contexts),

and their discrimination performance will adhere to the psychophysical signatures

identified in Chapter 3. Unlike previous work, psychophysical modeling will test

whether each individual child understands ‘more’. If we find that children, at roughly

the same age, demonstrate an understanding of ‘more’ in both mass noun (area) and

count noun (number) contexts, and that performance in both contexts is consistent

with children relying on Gaussian representations with scalar variability, this would

support the proposal that ‘more’ is learned as a domain-neutral comparative term

from the earliest ages of comprehension and that this understanding is empowered

by a single domain-neutral interface between the linguistic meaning of ‘more’ and the

format of approximate number and surface area representations.

6.3.1 Methods

Participants. 96 children from age 2.0 to age 4.0 (Mean Age = 3.2) were tested.

Of these, sixteen had to be removed from data analysis for: being a non-native

English speaker (1), parental interference (2), refusal to participate (12)2, or technical

problems with sound recording (1). Of the remaining children, 40 participated in the

2In all but two cases, these children were younger than 2;6 and did not appear to understand
the game - in most cases the child simply did not respond to our requests. We take this as evidence
that these children did not understand the meaning of the comparative ‘more’
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“Mass-Noun Condition”, and 40 in the “Count-Noun Condition” (i.e., testing count-

noun ‘more’). All children were learning English as their first language and were

recruited from the greater Baltimore community and tested with methods certified

by the Johns Hopkins University Internal Review Boards. Children received a small

gift for participating.

Materials. For the Mass-Noun Condition, the materials consisted of sixteen color

‘goo’ images each printed on a 8.5x11” sheet of paper that was subsequently laminated

(see Figure 6.2). There were 16 images that were grouped into four approximate ratio

bins with four images in each bin: 1.22, 1.85, 2.5, and 4.2. To make the ‘goo’ images

more interesting, we varied the colors used on each trial. Children needed only to

point during the task and were not required to know the names of the colors. Yellow,

blue, red, orange, purple, and green were used randomly throughout and all colors

occurred equally often.

For the Count-Noun Condition, we took the same goo images and used a custom-

made program to extract individual dots from them (see Chapter 4 and Figure 4.1).

This guaranteed that the relative spread of the two collections was matched to the

spread in the goo images. Additionally, we made the ratio of the dots exactly the

same as the ratio of the goo images (e.g., a 2.5 ratio on a blue and yellow goo card

was converted into a e.g., 25 blue and 10 yellow dots card). For all dots cards,

the cumulative area of the two sets was identical. For half of the cards, the larger

set of dots appeared in the smaller area of the blob - thereby ensuring that neither
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single ‘goo’ card on the table and saying: “Look at this goo. Some of the goo is blue,

and some of the goo is green. Is more of the goo blue or green?” (italics indicate

increased prosodic stress on those words). While naming the color, the experimenter

ran her fingers over the color in a smudging motion in case the child did not know the

color name. Children were allowed to respond by either pointing or saying the name

of the color. In the Count-Noun Condition, each trial began with the experimenter

putting a single dots card on the table and saying: “Look at these dots. Some of the

dots are blue, and some of the dots are green. Are more of the dots blue or green?”.

While naming the colors, the experimenter would touch individual dots to make sure

children knew which color was being referred to. Children were not allowed to count

the dots and, if they attempted to, the experimenter removed the card and reminded

the child that they should simply give their best guess without counting; all children

complied with the instruction not to count.

Cards were presented in one of two possible orders with the ratio presented varying

pseudo-randomly from trial to trial. Because the dots cards were made from the goo

cards, the order of the cards was identical across the two conditions. Whether the

larger color was said first or second in the sentence was counterbalanced across trials.

Every trial ended with neutral-positive feedback from the experimenter. The entire

experiment was digitally audio-video recorded and was later coded for whether the

child indicated the correct or incorrect color.
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6.3.2 Results

Data were first analyzed by averaging performance across all sixteen trials (i.e., ig-

noring ratio). Across all children, the average accuracy on the Mass-Noun Condition

was 63% (SE = 3.17%) which was significantly above chance (t (39) = 4.01, p <0.01),

indicating that children, as a group, succeeded on the task. Across all children, the

accuracy on the Count-Noun Condition was 60% (SE = 2.98%), which was also sig-

nificantly above chance (t(39) = 3.352, p <0.01). There was no significant difference

in accuracy between the two conditions (t(78)= -0.618, p = 0.54). Next, I computed

a step-wise linear regression with accuracy as the DV and Age, Task, Vocabulary,

What’s-On-This-Card performance, and Order as the IVs. Age was the only IV that

significantly predicted the DV ( = 0.450; p <0.01; r2 = 0.20; see Figure 6.3), i.e., once

Age was entered as an IV, none of the other IVs were significant predictors of average

performance. Examining the scatter plot, it appears that children can perform above

chance on the Mass- and the Count-Noun Conditions starting between the ages of 3;3

and 3;5.

This method of analysis - relying on overall percent correct - is standard in the

word-learning literature (e.g., Barner and Snedeker, 2006). However, a more sensitive

measure of children’s word knowledge is possible when we consider the psychophysics

of the underlying area and number representations. For each child, performance was

grouped into 4 ratio bins, with 4 trials falling into each of these bins ranging from
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harder trials (ratio bin = 1.22) to easier trials (ratio bin = 4.2) . Performance was

fit by a standard psychophysical model of Weber’s law also applied in Chapters 3, 4,

and 5:

accuracy =
1

2
erfc(

n1 − n2√
2w

√

n2

1
+ n2

1

) ∗ 100 (6.1)

If a child is successfully discriminating in a manner consistent with Weber’s law,

the model will determine the most plausible w for the child. If a child is not success-

fully discriminating in a manner consistent with Weber’s law, the model will fail to

find a value for w. In the Mass-Noun Condition, the model returned a w value for

22/40 children with an average w of 0.62 (SE = 0.11; approx. 3:2 ratio), and in the

Count-Noun Condition the model returned a w value for 19/40 children with an av-

erage w of 0.63 (SE = 0.12; approx. 3:2 ratio). For the remaining “non-fit” children,

the model could not settle on a minimum least-squares value and, thus, could not

provide a w value that correctly fit the data.

Figure 6.5 display the average percent correct in each ratio bin for the children

who were successfully fit by the model and for those who were not. It is clear that

children who could not be fit simply guessed at every ratio: not only was there no

improvement with ratio, but the highest percent correct amongst the non-fit children

was at chance levels given a binomial test with 16 trials (best non-fitter in area was

at 63%, and best non-fitter in number was at 57%; above-chance is around 69%).
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at all. In fact, young children in the Area and Count-Noun Conditions performed at

chance and failed to choose the greater area or number. If it were solely a default

behavior or a bias to choose the greater quantity - observable in young infants - it

would be mysterious why younger children in our task would perform at chance and

why the estimated age of acquisition of understanding ‘more’ would be so similar in

our tasks and other reported studies (Barner & Snedeker, 2006; Beilin, 1968; Weiner,

1974).

Replicating the results of Experiment 1, there was a significant improvement in

w with age. The Mass-Noun (area) w for children who were successfully fit by the

model improved (i.e., went down) with age as revealed by a linear regression (r(21)

= -0.53; p <0.05), but a linear regression with age and number w did not reach

significance (r(18) = -0.34; p = 0.16). The improvements in area w are most likely

a result of developmental improvements in the acuity of the AAS rather than any

change in children’s understanding of the word ‘more’ and the non-significant result

for number w is likely a function of power (n=19) as other studies that did not involve

linguistic contrasts have demonstrated developmental improvements in w for number

across these same ages (Halberda & Feigenson, 2008; Piazza et al., 2010).

6.4 General Discussion and Summary of Chapter 6

Theories on the acquisition of comparative ‘more’ fall into two categories: some,

like Gathercole (1985), advocate the incremental learning account, where the child’s
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earliest understanding of ‘more’ is consistent with meaning greater-in-number and

only later enriched to include an understanding of other dimensions (e.g., area) that

generalizes to greater-in-amount; others, like Barner and Snedeker (2005) and Mehler

and Bever (1967), have argued that children immediately understand ‘more’ to mean

greater-in-amount.

The present experiment provided support for the immediate acquisition of a

domain-neutral ‘more’. First, we replicated the close relationship between repre-

sentations of number and area found in Chapter 3: both obeyed Weber’s law and are,

thus, represented as mental magnitudes with Gaussian tuning and scalar variability.

This similarity between number and area representations supports the possibility that

children might immediately learn a domain-neutral ‘more’ meaning greater-in-amount

as it may support a single interface between the meaning of ‘more’ and the cognitive

systems that represent number and area.

Additional evidence showed that children begin to understand ‘more’ as applied to

both count- and mass-nouns (in the context of this experiments number and area) at

the same ages (3.3 years). Thus, not only do children have the kind of representations

that would support the learning of a dimension-neutral ‘more’, but there is also

evidence that they immediately understand ‘more’ as applying to either number or

area. The estimate of 3.3 years as the age of first understanding number and area

‘more’ is consistent with the findings of Barner and Snedeker (2006), and contrasts

with those of Gathercole (1985), and suggests that children of this age know that
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‘more’ can be applied to both numeric and non-numeric stimuli. Children’s success

with our stimuli that remove any conflict between number and area also suggests

that some of the number bias in the Gathercole (1985) study and in the Barner

and Snedeker (2006) novel noun condition may have been due to a general cognitive

bias towards number over area whenever these dimensions are placed in conflict (i.e.,

this number bias may be independent of children’s language understanding). This

too is consistent with an immediate acquisition of a domain-neutral ‘more’ meaning

greater-in-amount.

The data here are also consistent with the formal semantics of ‘more’ that de-

compose it as ‘much-er’, with the ‘much’ component specifying a kind of structure-

preserving degree scale, and the ‘-er’ specifying that comparison should occur over

maximal degrees of each NP. This contrast with the formal semantic accounts of

‘more’ that merely load up the denotation of ‘more’ to contain an arbitrary number

of scales that are selected by the noun or context.

This data also has implications for word learning accounts more generally. First,

incremental and immediate learning accounts of word learning have been prevalent

in the acquisition of nouns (Bowerman, 1978; E. V. Clark, 1973), number words

(Carey, 2009; Wynn, 1992), and quantifiers (H. H. Clark, 1970). This debate has

often focused on learning strategies used by children, and on identifying the basic

components of lexical meaning available to children early on (Gathercole, 2009). In

the context of our findings, evidence suggests that children are capable of learning the
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comparative ‘more’ without having to first understand it as having a more general

(e.g., Clark, 1970) or a more specific meaning (cf., Gathercole, 1985). Furthermore,

our findings suggest that the comparative operation necessary for the domain-neutral

lexical meaning of ‘more’ is available to children early on, and that the interface

between this lexical meaning and cognition may be simple for children to resolve.

Although the work focused on the relationship between the lexical meaning of

‘more’ and representations of area and number, it is clear that the comparative ‘more’

can refer to many other dimensions (e.g., time, happiness, etc.) and to both verbs

and adjectives. Work in psychophysics has demonstrated that not all dimensions

obey scalar variability (Bizo, Chu, Sanabria, & Killeen, 2006; Grondin, 2012) and,

given this difference, we should not expect the interface to be as easily generalizable

to these dimensions as to those that do share a common representational format.

Future work should, therefore, compare how children learn the interface between the

comparative ‘more’ and these dimensions. At the same time, some work has shown

that some dimensions are, perhaps surprisingly, represented as Gaussian estimations

with scalar variability (e.g., happiness, gender, and facial expression; de Fockert &

Wolfenstein, 2009; Haberman & Whitney, 2007). One possibility is that we come to

understand most scales and dimensions through the use of the magnitude systems,

which themselves obey scalar variability.

Finally, these results have implications for broader theories of meaning and con-

tent. Theories of internal- and dual-content have long focused on logical terms and
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quantifiers as examples of meanings without external reference (Block, 1987; Carey,

2009). One gap in the theory, however, has been exactly what aspects of representa-

tions corresponds to the functional role of concepts. In line with Carey (2009), the

work here suggests that quantifiers may gain their meaning from the way that they

interface with representational formats, rather than their contents. In other words,

while external denotations may differentiate percepts and concepts by their contents

(e.g., number versus area), their functional and computational role will be determined

by their format. In computational terms, the format of the representation is going to

determine what functions it is allowed to enter (i.e., the domain and range of func-

tions), and which other representations it is going to be able to combine with. For

instance, while Approximate Number and Approximate Area certainly differ in what

aspects of the visual scene they relate to, they are both representations of quantity

that, in virtue of their format, can be mapped onto one another, can interface with

words like ‘more’, etc. Cashing out functional role through representational formats,

therefore, allows us to make more specific and tractable predictions in the broader

debates on meaning.
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Chapter 7

General Discussion

7.0.1 Summary of Dissertation

What is the relationship between linguistic and non-linguistic cognition? Of the

mind’s many theorized divisions perception vs. action, conscious vs. unconscious

thought, modular vs. centralized processing, etc. none has played as fundamental a

role as language vs. thought. Resolving this relationship yields answers broadly about

nativism, relativism, epistemology, development, computational theory of mind, mean-

ing, evolution of the mind, and consciousness (to name just a few). Because language

is at the core of observable human behavior, many non-linguistic behaviors could be

influenced by how language interacts with cognitive system responsible for attention,

memory, learning, etc. Although this dissertation has not come even close to expli-

cating the relationship between linguistic and non-linguistic cognition, it has been an

attempt to bridge between the fields of formal semantics and psychology in an effort
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to combine insights from each into a more coherent whole.

I began by outlining a possible research strategy that allows us to study the

relationship between language and thought by combining the tools of formal semantics

and empirical psychology (Chapter 2). Briefly, we can take the relationship between

formal semantics and empirical psychology to be similar to the relationship between

the computational-level descriptions (i.e., what the complex system is computing)

and the algorithmic-level specifications (i.e., how is the complex system computing

these functions; Marr, 1982; McClamrock, 1991). In this context, formal semantics

provides us with a variety of abstract descriptions (grammars) of the language system

much like a mathematician provides us with formal descriptions of how the system

of arithmetic works. Psychologists can, subsequently, provide a variety of plausible

algorithms that the known properties of linguistic and non-linguistic cognition can

support, and test which functions the internal language faculty is actually running,

and how the outputs of this faculty interact with other cognitive systems much

like an engineer may take the formal principles of arithmetic and implement them

in a calculator. This division of labor allows each field to work semi-independently,

but findings of one discipline can restrict and inform the theorizing of the other.

As a result, provided that we have possible computational-level descriptions and

algorithmic-level specifications, we can use empirical work to adjudicate amongst

these possibilities and explain something about the relationship between linguistic

and non-linguistic thought.
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Then, in five experiments, I applied the outlined framework to the problem of the

representation and quantification of objects versus substances and count-nouns ver-

sus mass-nouns. To understand the space of possible algorithmic-level specifications,

Experiment 1 (Chapter 3) focused on the non-linguistic representations of number

and surface area quantification. The evidence suggests that quantification of number

(by the Approximate Number System; ANS) is distinct from quantification of surface

area (by the Approximate Area System; AAS) in representational content: AAS rep-

resentations are more precise and uncorrelated with those of the ANS. This conflicts

with the currently established “generalized magnitude system” (single-scale) view in

the literature (Bueti & Walsh, 2009; Lourenco & Longo, 2010; Walsh, 2003). On

the other hand, both the ANS and AAS shared a common representational format of

Gaussian tuning curves on a ratio scale; this shared format may explain many of the

theorized similarities between quantity representations, including their compliance to

Weber’s law, neural localization, and interference effects. If one re-contextualizes the

generalized magnitude system as a claim about shared representational formats, the

theory could survive (though its explanatory and descriptive power is substantially

diminished).

In Experiments 2a and 2b (Chapter 4), I turned to the question of formal seman-

tics of object vs. substance quantification through pluralized count-nouns (cows’,

chairs’) and mass-nouns (beef’, wood’). The formal semantics of nominals provides

us with two equivalently good descriptions of the count/mass distinction: both count-
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and mass-nouns may denote atomic join-semilattices, effectively removing any true

distinction between them (Chierchia, 1998a, 1998b), or count-nouns may exclusively

deal with atomic join-semilattices, while mass-nouns are free to choose any relevant

dimension, including surface area (Bale & Barner, 2009; Gillon, 1992). To put these

theories to a test, I articulated two plausible algorithmic-level specifications: the

Chierchia-style algorithm would instruct the speaker to either estimate the number

of objects (count-nouns) or the number of sub-units of objects (mass-nouns), allowing

comparison by number (and, in the context of the experiments, the ANS) for both

count- and mass-nouns; the Bale and Barner-style algorithm would, on the other

hand, instruct for comparison by number for all count-nouns (and, in the context of

the experiments, the ANS), while mass-nouns would be free to select non-numeric di-

mensions (including, in the context of the experiment, the AAS). Experimental data

from both non-identical stimuli (2a) and identical stimuli (2b) showed that mass-

nouns were associated with the AAS: mass-noun comparisons led to more precise

estimates that were uncorrelated with the count-noun comparisons. This data favors

the Bale and Barner-style algorithm and suggests a distinction between the grammar

of count- and mass-nouns.

In Experiment 3 (Chapter 5), I extended these findings, and attempted to find

additional signatures that count-nouns lead to comparison by the number of objects,

while mass-nouns lead to comparison by the amount of stuff. The available evidence

from psychology and neuroscience suggested a possible signature: object encoding
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should in virtue of its dependence on high-spatial frequency and focal attention

yield a higher number of quick saccadesto the target objects, compared to extent/area

encoding, which depends more on distributed attention and a mix of low-level features.

The expected pattern was confirmed: count-noun comparisons resulted in significantly

shorter fixations and a higher number of saccades to the side that won by number,

while mass-noun comparisons resulted in long fixations and few saccades that were

mainly focused on the center of the screen and the side that won by cumulative surface

area; this held true even though the average performance and RT distributions were

identical and, in almost all cases, could be detected even when the answers for number

and surface area agreed. The ability to detect occulomotor differences even in the

congruent trials suggests that mass-nouns do not flexibly push participants to quantify

by number in some situations and surface area in other ones (as may be predicted by

some accounts of vagueness).

Together, Experiments 2a, 2b and 3 suggest that, given appropriate computational-

level descriptions and algorithmic-level specifications, we can study the relationship

between the internal language faculty and non-linguistic cognition in a way that allows

empirical studies to adjudicate between competing theories of grammar.

While the studies on the count/mass distinction suggested that a distinction in

representational content between the ANS and AAS were capitalized on by the gram-

matical distinction between count- and mass-nouns, might the language faculty also

capitalize on the similarity between the formats of these two systems? Given that
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the grammar of comparatives, such as more’, is compatible with both count- and

mass-nouns (“More cows” and “More beef”), it could be the case that algorithms of

comparatives can interface with this common representational format. In Experiment

4 (Chapter 6), I verify this intuition, and show that children who have just acquired

the comparative more’ extend it to both count-nouns and mass-nouns, and to both

the ANS and the AAS. This is contrary to previous work that has suggested that chil-

dren first understand more’ as a count-noun comparison (Gathercole, 1985, 2009), a

pattern that may have been caused by children’s general reluctance to quantify in-

dividuated objects through cumulative surface area (Cantlon et al., 2010; Cordes &

Brannon, 2008b; Jeong et al., 2007).

The work presented here has attempted to explicate the relationship between

language and thought. The case-study of object and substance quantification is just

one of many possible ones; my ongoing work has also studied natural-number and

mathematical representations, representations of confidence/certainty, and quantifiers

such as most’. This approach also provides us with a glimpse into the hard work

ahead: specifying the true nature of the internal structured algorithms that allow

for the interface between language and thought. Explicating these algorithms is the

main thrust of my on-going work.
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7.0.2 Further Speculations

I end with a few speculations on the broader implications of this work for cognition

more generally.

First, whatever the nature of the structured algorithms that connect linguistic

and non-linguistic thought is, it will have to be richer than the traditional truth-

conditions specified in formal semantics. For example, the eye-tracking data presented

in Experiment 3 shows that we can detect different occulomotor patterns for two

sentences that in the given context cannot disagree in their truth conditions (i.e.,

“More of the blobs are blue” is equivalent in truth conditions to “More of the blob

is blue” on congruent trials). These behavioral differences imply some non-truth

conditional distinction in the way that the internal language faculty has connected

with broader cognition in the count- vs. mass-noun case. Of course, truth-conditional

semantics will remain a valuable tool in providing computational-level descriptions of

grammar, but they are simply not rich enough to be the only output of the actual

internal language faculty that interfaces with the rest of cognition (Lidz et al., 2011;

Pietroski, 2005).

If not truth-conditions, then what? The work of Pietroski (2010) and Lidz and

colleagues (2011) has suggested that we can think of the outputted algorithms as

instructions for fetching and composing thoughts in non-linguistic cognition. For

example, the output of a sentence such as “There are more blue dots than yellow dots”
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may be a structured algorithm (specified in some formal notation) that the cognitive

system should identify what (in contexts) are “blue dots”, what are “yellow dots”,

pass that information to some cognitive system (e.g., ANS) that could enumerate and

compare them, and return the answer back to the language faculty. Explicating the

exact nature of these algorithms is going to be hard future work, but one that could

provide us with a further bridge between formal semantics and empirical psychology.

Second, there are important implications of this work for cognition more broadly.

One of the most important properties of the contact theory espoused here is that

the algorithms that connect language with core cognition are only partial homomor-

phisms: there are necessarily parts of core cognition that the interfacing algorithms

don’t care about. As a result, there may be times where theorizing about core cogni-

tion is biased by studying it through language, as it may lead us to conceptualize of

core cognition as less rich than it actually is (i.e., language cannot express the total

richness of core cognition). Other times, however, we might mistake what are really

purely cognitive effects for the effects of the language faculty (i.e., core cognition’s

functions are not solely determined by language). The solution to this problem, as

outlined in Chapter 2, is to have appropriate empirical tools that can delineate the

effects of language from the effects of core cognition (e.g., psychophysical methods,

individual differences approach, computational modelling, etc.).

One important manifestation of this problem comes in language acquisition. When

learning their first language, children have to learn the correct relationship between
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the internal language faculty’s inputs and outputs. There may be many times where

children’s internal language faculty is generating perfectly fine structured algorithms,

but where these algorithms either cannot interface with cognition (e.g., because the

relevant cognitive representations don’t exist, or are not accessible yet). These types

of “empty algorithms” are perfectly structured and represented (and, in at least one

sense, meaningful), but they have not acquired any relationship to the rest of cogni-

tion. These empty algorithms may be the kind of representation that Carey (2009)

has in mind by “placeholders” representations that are generated but do not yet have

content. Unlike Carey’s traditional proposal, however, these developing algorithms

have meaning they are the outputs of a fully functioning internal language faculty

that assigns structured algorithms in response to linguistic input. The challenge for

the child, however, is to find out how these algorithms could be converted into in-

structions that are compatible with core cognition. Language development, therefore,

may not be a problem of having to build new representations in non-linguistic cog-

nition, but the problem of figuring out how to restructure the existing vocabulary of

algorithms in a hope of giving them an interface with the rest of cognition.
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