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Abstract 

As probability elicitation becomes widely used, methods other than one-on-one 

interviews are being used to elicit expert probabilities. This thesis considers biases that may 

arise when probabilities are elicited in an online or workbook setting. In Chapter 2, I develop 

models to identify and correct for partition dependence bias, carryover biases when 

probabilities are elicited for a pre-specified set of intervals for continuous variables. In 

Chapters 3 and 4, I develop models to correct for overconfidence bias when elicitation is 

conducted to assess interval ranges for a specified confidence level. 

In Chapter 2 I develop a prescriptive model in which the elicited probability is a 

convex combination of the expert’s underlying probability with elements of partition 

dependence and two anchors arising from responses to previous questions (“carryover” bias). 

I apply the proposed model to two data sets and estimate the amount of the various biases in a 

set of elicited probabilities from experts. I find that both the format of the questions—whether 

they appear on the same or separate pages/screens—and the ordering of the questions can 

affect the amount of bias. This research addresses biases in the presence of multiple anchors 

and provides guidance on manipulating the availability of anchors. The results demonstrate 

the persistence of anchoring even with careful questionnaire design; thus, the proposed 

model-based methods are useful to suggest corrections for the resulting biases. 

In Chapter 3 I develop correction approaches for overconfidence bias in assessed 

confidence intervals by assuming that the underlying unbiased distributions are Normal 

distributions or Bi-Normal distributions. For the Normal distributions, I adjust the assessed 

90th confidence intervals such that the adjusted tails have 10% of true values using a set of 

calibration questions for which true values are known. For the Bi-Normal distribution, which 

has the median and two standard deviations as parameters, I estimate the parameters by 

adjusting the assessed 5th, 50th and 95th percentiles such that the unbiased percentiles are well-

calibrated. Both correction approaches are applied to two studies from the Cooke dataset and 
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the improvement in calibration of corrected intervals from these approaches is found to be 

significant. I also validate the correction approaches using an out-of-sample validation test. 

In Chapter 4, I modify the Bi-Normal approach from Chapter 3 to apply it to studies 

with few calibration questions and also estimate overconfidence bias parameters from 

calibration of several percentiles instead of calibrating just based on tails. The modified Bi-

Normal (Multi-Parameter Bi-Normal) is hypothesized to improve the overall calibration (as 

measured by the deviation of cumulative probabilities of true values from a perfect calibration 

line) while the Bi-Normal is hypothesized to improve the calibration of 5th and 95th 

percentiles. A comparison of the application of the correction approaches to two elicitation 

studies, each with a large set of calibration questions, found both in-sample and out-of-sample 

evidence in support of the two hypotheses. The Multi-Parameter Bi-Normal was also applied 

to two more studies with a small set of calibration questions from Cooke dataset and the 

improvement in calibration of corrected confidence intervals is found to be significant by 

both in-sample and out-of-sample tests. 

 

Advisor: Dr. Benjamin F. Hobbs  



 iv 

 

Acknowledgments 

I would like to thank my advisor Dr. Benjamin F. Hobbs for his excellent mentorship 

and financial support throughout my graduate studies. I’m very much honored to be his PhD 

student as through him I learnt to conduct research with the highest level of ethics. I would 

like to also thank Dr. Robert Clemen from Duke University and Dr. Melissa Kenney from 

University of Maryland, College Park for their guidance in conducting the research, editing 

my writing and advice on advancing my professional career. I would like to thank the 

Department Chair and the department staff for providing access to all the resources and 

making the department a great place to come and study. 

I would like to thank all my friends who constantly motivated me to pursue my 

research. The bonds I made and the friendships I developed made my stay at Johns Hopkins a 

memorable one.  

I am indebted to my parents, my sister, and my brother-in-law as they supported me in 

all my decisions. Finally, I would like to thank my wife, Nandita who constantly made sure 

that I stay on track and help me cross the finish line.  

  



 v 

Contents 

Abstract ...................................................................................................................................... ii 

Acknowledgments .................................................................................................................... iv 

List of Tables ..........................................................................................................................viii 

List of Figures ............................................................................................................................ x 

Chapter 1 Introduction ........................................................................................................ 1 

1.1 General background ...................................................................................................... 1 

1.2 Purpose ......................................................................................................................... 3 

1.3 Heuristics and biases in elicitation of probability judgments ....................................... 5 

1.3.1 Anchor-and-Adjust heuristic ................................................................................. 6 

1.3.2 Properties of subjective probabilities .................................................................... 8 

1.4 Calibration to measure quality of probability judgments ........................................... 11 

1.5 Scope .......................................................................................................................... 14 

Chapter 2 Partition dependence and carryover biases in subjective probability 

assessment surveys for continuous variables: Model-based estimation and correction .. 16 

2.1 Introduction ................................................................................................................ 16 

2.2 Partition dependence and carryover biases in probability assessments ...................... 18 

2.2.1 Partition dependence bias .................................................................................... 18 

2.2.2 Logical and previous response carryover biases ................................................. 19 

2.3 Models of biases ......................................................................................................... 21 

2.3.1 General bias modeling and estimation approach ................................................. 21 

2.3.2 Example of using a model to estimate partition dependence ............................... 22 

2.3.3 General partition dependence and carryover bias model ..................................... 24 

2.3.4 Estimation procedure ........................................................................................... 25 

2.3.4.1 Estimating weights ....................................................................................... 27 

2.3.4.2 Formulating expectation constraints ............................................................. 28 

2.4 Results ........................................................................................................................ 29 



 vi 

2.4.1 Study 1: Clemen and Ulu (2008) dataset ............................................................. 29 

2.4.1.1 Description of Clemen and Ulu (2008) dataset ............................................ 29 

2.4.1.2 Results for Clemen and Ulu (2008) dataset .................................................. 30 

2.4.2 Study 2: Web-based data set ................................................................................ 34 

2.4.2.1 Experimental design and data collection ...................................................... 34 

2.4.2.2 Results: Web-based data set ......................................................................... 37 

2.5 Conclusions ................................................................................................................ 44 

Chapter 3 Modeling and correction of over-precision bias in confidence intervals: The 

Normal and the Bi-Normal approaches ............................................................................... 48 

3.1 Introduction ................................................................................................................ 48 

3.2 Literature review ........................................................................................................ 50 

3.3 Modeling approach ..................................................................................................... 52 

3.3.1 Normal Distribution approach to model over-precision ...................................... 54 

3.3.2 Bi-Normal Distribution approach to model over-precision ................................. 55 

3.3.3 Detailed estimation procedure ............................................................................. 56 

3.3.3.1 Estimating the bias parameter for the Normal approach .............................. 59 

3.3.3.2 Estimating bias parameters for the Bi-Normal approach .............................. 61 

3.3.4 Probability-probability plots to assess quality of fit ............................................ 64 

3.4 Dataset and results ...................................................................................................... 65 

3.4.1 Description of Cooke data for analysis of over-precision bias ............................ 65 

3.4.2 Results for over-precision bias models ................................................................ 66 

3.4.2.1 Thrmbld study analysis ................................................................................. 66 

3.4.2.2 Space Debris study analysis .......................................................................... 72 

3.4.3 Comparison of validity of the Normal and the Bi-Normal approaches: Hold-out 

analysis ............................................................................................................................. 79 

3.5 Conclusions and future research ................................................................................. 82 

Chapter 4 Identification and correction of over-precision bias: The Multi-Parameter 

Bi-Normal approach .............................................................................................................. 84 



 vii 

4.1 Introduction ................................................................................................................ 85 

4.2 Multi-Parameter Bi-Normal approach ........................................................................ 86 

4.2.1 Summary of the Bi-Normal approach.................................................................. 87 

4.2.2 Modification of the Bi-Normal approach to obtain the Multi-Parameter Bi-

Normal approach .............................................................................................................. 88 

4.2.3 Multi-Parameter Bi-Normal estimation approach ............................................... 90 

4.3 Results ........................................................................................................................ 92 

4.3.1 Comparison of the Bi-Normal and the Multi-Parameter Bi-Normal results: The 

Space Debris and the Thrmbld studies ............................................................................. 93 

4.3.1.1 Comparison of in-sample results for the Space Debris study ....................... 93 

4.3.1.2 Comparison of in-sample results for the Thrmbld study ............................ 100 

4.3.1.3 Comparison of the Bi-Normal and the Multi-Parameter Bi-Normal 

approaches using hold-out analysis: The Thrmbld and the Space Debris studies ...... 105 

4.3.2 Multi-Parameter Bi-Normal on the Eunrcdd and the OpRiskBank studies ....... 109 

4.3.2.1 In-Sample results for the Eunrcdd study ..................................................... 109 

4.3.2.2 In-Sample results for the OpRiskBank study ............................................. 112 

4.3.3 Validity of the Multi-Parameter Bi-Normal approach: Hold-out analysis for the 

OpRiskBank and the Eunrcdd studies ............................................................................ 115 

4.4 Conclusions .............................................................................................................. 117 

Chapter 5 Summary and conclusions ............................................................................. 120 

5.1 Identification and correction of partition dependence and carryover biases in 

probability assessments ...................................................................................................... 122 

5.2 Identification and correction of over-precision bias in expert assessments of 

confidence intervals ........................................................................................................... 127 

Appendix I Appendices for Chapter 2 ................................................................................ 133 

Appendix II Appendices for Chapter 4 ............................................................................... 144 

Bibliography  ...................................................................................................................... 154 

 



 viii 

List of Tables 

Table 2.1: Four-fold dataset: Estimated average bias parameters and unbiased probabilities 
and average normalized expressed probabilities (all probabilities in %) ...................... 31 

Table 2.2: Six-Fold dataset: Estimated average bias parameters and unbiased probabilities 
for and average normalized expressed probabilities for 6-fold dataset (all probabilities 
in %) .............................................................................................................................. 32 

Table 2.3: Hypothesized maximum and minimum carryover ordering of questions ............ 35 
Table 2.4: Number of people in each condition after applying filters .................................. 37 
Table 2.5: Two-way ANOVA for partition dependence bias parameter estimates .............. 40 
Table 2.6: Two-way ANOVA for logical carryover parameter estimates ............................ 41 
Table 2.7: Two-way ANOVA for previous response carryover parameter estimates .......... 42 
Table 2.8: Ranking of each combination based for each type of bias .................................. 44 
Table 2.9: Estimated mean, range, and standard error of bias parameters for 85 bootstrap 

runs for Boxoffice variable and MaxLog Same page ordering ..................................... 44 
Table 3.1: Assessed 5th, 50th and 95th percentiles and realized values of 26 variables from 

an expert (Space Debris study, expert 2, [82]) .............................................................. 58 
Table 3.2: Cumulative probabilities of 26 true values for a perfectly calibrated expert, from 

actual assessments, the Normal and the Bi-Normal approaches (a= 0.4) ..................... 59 
Table 3.3: Percentage of realized values below assessed 5th, 50th and 95th percentiles for 

each expert for the Thrmbld study (n = 48) .................................................................. 67 
Table 3.4: Estimated spread parameter for the Normal approach for the Thrmbld study (n = 

48) ................................................................................................................................. 68 
Table 3.5: Estimated bias parameters for the Bi-Normal approach for the Thrmbld study .. 68 
Table 3.6: Percentage of realized values below assessed 5th, 50th and 95th percentiles for 

each expert for the Space Debris study (n = 26) ........................................................... 74 
Table 3.7: Estimated spread parameter for the Normal approach for the Space Debris study 

(n = 26) (based on logarithm of the original variables) ................................................ 74 
Table 3.8: Estimated bias parameters for the Bi-Normal approach for the Space Debris 

study (based on the logarithm of the original variables) ............................................... 75 
Table 3.9: RMSE of unbiased cumulative probabilities from the Normal and the Bi-Normal 

approaches on hold-out sample for the Thrmbld study (n = 48) ................................... 81 
Table 3.10: RMSE of unbiased cumulative probabilities from the Normal and the Bi-

Normal approaches on hold-out sample for the Space Debris study (n = 26) .............. 81 
Table 4.1: Estimated bias parameters and RMSE from the Bi-Normal approach for the 

Space Debris study (n = 26) (based on the logarithm of the original variables) ........... 95 
Table 4.2: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 

approach for the Space Debris study (n = 26) (based on the logarithm of the original 
variables) ....................................................................................................................... 96 

Table 4.3: Estimated bias parameters and RMSE from the Bi-Normal approach for the 
Thrmbld study (n = 48) ............................................................................................... 101 

Table 4.4: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 
approach for the Thrmbld study (n = 48) .................................................................... 101 

Table 4.5: Hold-out analysis results for the Thrmbld study ............................................... 107 
Table 4.6: RMSE of the hold-out samples for the uncorrected and debiased distributions for 

the Thrmbld study ....................................................................................................... 107 
Table 4.7: Hold-out analysis results for the Space Debris study ........................................ 108 
Table 4.8: RMSE of the hold-out samples for the uncorrected and debiased distributions for 

the Space Debris study (based on the logarithm of the original variables) ................. 109 
Table 4.9: Number/percentage of true values below assessed 5th, 50th and 95th percentiles 

for each expert in the Eunrcdd study (n = 14) ............................................................ 111 
Table 4.10: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 

approach for the Eunrcdd study (n = 14) .................................................................... 111 



 ix 

Table 4.11: Number/percentage of true values below assessed 5th, 50th and 95th percentiles 
for each expert for the OpRiskBank study (n = 16) .................................................... 113 

Table 4.12: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 
approach for the OpRiskBank study (n = 16) ............................................................. 114 

Table 4.13: RMSE of hold-out samples with parameters estimated from the Multi-
Parameter Bi-Normal approach for the Eunrcdd study (n = 14) ................................. 116 

Table 4.14: RMSE of hold-out samples with parameters estimated from the Multi-
Parameter Bi-Normal approach for the OpRiskBank study (n= 16) ........................... 117 

 
  



 x 

List of Figures 

Figure 2.1: Steps to implement weighted least squares ........................................................ 28 
Figure 2.2: Average partition dependence parameters for each combination of ordering and 

page format  .................................................................................................................. 40 
Figure 2.3: Average logical carryover parameters for each combination of ordering and 

page format ................................................................................................................... 41 
Figure 2.4: Average previous response carryover parameters for each combination of 

ordering and page format  ............................................................................................. 42 
Figure 2.5: Average bias parameters across individuals and variables for each combination 

of ordering and page format .......................................................................................... 43 
Figure 3.1: Assessed and unbiased 5th, 50th and 95th percentiles and realized values........ 61 
Figure 3.2: Probability-Probability plot for an expert ........................................................... 65 
Figure 3.3: Comparing the Normal and the Bi-Normal approaches for expert 1 in the 

Thrmbld study ............................................................................................................... 70 
Figure 3.4: Comparing the Normal and the Bi-Normal approaches for expert 2 in the 

Thrmbld study ............................................................................................................... 70 
Figure 3.5: Comparing the Normal and the Bi-Normal approaches for expert 3 in the 

Thrmbld study ............................................................................................................... 71 
Figure 3.6: Comparing the Normal and the Bi-Normal approaches for expert 4 in the 

Thrmbld study ............................................................................................................... 71 
Figure 3.7: Comparing the Normal and the Bi-Normal approaches for expert 5 in the 

Thrmbld study ............................................................................................................... 72 
Figure 3.8: Comparing the Normal and the Bi-Normal approaches for expert 6 in the 

Thrmbld study ............................................................................................................... 72 
Figure 3.9: Comparing the Normal and the Bi-Normal approaches for expert 1 in the Space 

Debris study .................................................................................................................. 75 
Figure 3.10: Comparing the Normal and the Bi-Normal approaches for expert 2 in the 

Space Debris study ........................................................................................................ 76 
Figure 3.11: Comparing the Normal and the Bi-Normal approaches for expert 3 in the 

Space Debris study ........................................................................................................ 76 
Figure 3.12: Comparing the Normal and the Bi-Normal approaches for expert 4 in the 

Space Debris study ........................................................................................................ 77 
Figure 3.13: Comparing the Normal and the Bi-Normal approaches for expert 5 in the 

Space Debris study ........................................................................................................ 77 
Figure 3.14: Comparing the Normal and the Bi-Normal approaches for expert 6 in the 

Space Debris study ........................................................................................................ 78 
Figure 3.15: Comparing the Normal and the Bi-Normal approaches for expert 7 in the 

Space Debris study ........................................................................................................ 78 
Figure 4.1: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 1 in the Space Debris study ......... 96 
Figure 4.2: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 2 in the Space Debris study ......... 97 
Figure 4.3: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 3 in the Space Debris study ......... 97 
Figure 4.4: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 4 in the Space Debris study ......... 98 
Figure 4.5: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 5 in the Space Debris study ......... 98 
Figure 4.6: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 6 in the Space Debris study ......... 99 
Figure 4.7: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 7 in the Space Debris study ......... 99 



 xi 

Figure 4.8: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 1 in the Thrmbld study ............... 102 

Figure 4.9: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 2 in the Thrmbld study ............... 102 

Figure 4.10: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 3 in the Thrmbld study ............... 103 

Figure 4.11: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 4 in the Thrmbld study ............... 103 

Figure 4.12: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 5 in the Thrmbld study ............... 104 

Figure 4.13: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 6 in the Thrmbld study ............... 104 

Figure 4.14: Cumulative probabilities of true values estimated from the Multi-Parameter Bi-
Normal for expert 1 in the Euncrdd study .................................................................. 112 

Figure 4.15: Cumulative probabilities of true values estimated from the Multi-Parameter Bi-
Normal for expert 1 in the OpRiskBank study ........................................................... 114 

 
 
 
 
 
 
 
 
 



 1 

 
 

 
 
 
 

Chapter 1 Introduction 

1.1 General background 
The outcomes of uncertain events are commonly expressed as a degree of belief.1 For 

example, one can assign the likelihood of an outcome using qualitative terms such as 

“probable,” “remote,” “likely to occur,” or “slight.” These verbal terms can also be formally 

quantified as probabilities using a guided semi-structured process that is termed “expert 

elicitation.” Expert elicitation is a method used by risk and decision analysts in which experts 

are asked to quantify their beliefs concerning the likelihood of uncertain events, and such 

elicitations are particularly useful in the absence of data for predictive models [1], [2], [3]. 

The assessed probabilities represent experts’ degree of belief conditioned on their background 

knowledge. An example would be to ask an expert about the probability of failure of a 

particular component in a nuclear reactor, conditioned on the age of the component and 

stresses resulting from failure of specified other components. 

Expert elicitation has been extensively used in a range of fields from finance to 

engineering to medical sciences to policy, but more recently it has been used to address 

environmental problems [2]. For example, expert elicitation was used to estimate the 

likelihood of the complete collapse of West Antarctic ice sheet due to climate change [4], to 

assess the trophic status of North Carolina lakes given water quality data [5], and to develop 

probability distributions of carcinogenic risk posed by a specific dose of chloroform in 

drinking water [6]. Subjective probability estimates by experts are useful, even inescapable, 

                                                      
1 This thesis builds on my Master’s thesis titled “Identification and correction of partition dependence, 

carryover and over-precision biases in subjective probability assessments” submitted to Johns Hopkins University 
in December 2009. 
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when there is no historical frequency data, or that data is of dubious relevance because the 

system is non-stationary. 

When responding to such probability elicitations, people often use heuristics (short-

cuts, simple rules) to simplify a complex cognitive task [7]. Though these heuristics are often 

adequate for everyday tasks, use of heuristics in probability elicitations can lead to 

significant, systematic, and therefore predictable and replicable biases [7], [8], [9]. Thus, to 

minimize the effect of these biases and to guide the analyst in the elicitation process, practical 

procedures for subjective probability assessments have been developed through 

understanding of the psychology of judgment, first described in Ref. [10] and then followed 

by Refs. [11], [12], [13]. All these procedures give guidance on various steps in the elicitation 

protocol including recruiting experts and training them to elicit probabilities and providing 

feedback to correct for any inconsistencies. 

However, time or access limitations or the large number of distributions being assessed 

often mean that such iterative interactions between analyst and expert are not always possible. 

In those situations, analysts often adopt survey-style elicitations in which the elicitation 

involves the expert filling out an on-line or paper workbook with no further feedback (e.g., 

[14]). In such situations, workbooks should therefore either be structured such that they 

minimize, to the extent possible, well-known biases that affect probability elicitation or, as 

suggested by Refs. [10], [15], make it possible to identify and correct for biases after the 

assessments are conducted. Ref. [16] reviews cognitive biases and proposed debiasing 

techniques, and Ref. [17] tests the effectiveness of several elicitation modes to reduce these 

biases. In my thesis, I focus on probability elicitation for continuous variables using survey-

style elicitation, and the ex post identification and correction of biases by statistical analysis. 

In particular, I conduct such an analysis for two elicitation modes: 1) direct probability 

assessment and 2) confidence interval assessment. 



 3 

1.2 Purpose 
The main purpose of my thesis is to develop ex post correction procedures for various 

elicitation modes when debiasing for cognitive biases is not possible during the elicitation 

process. For instance, one of the questions I study is the effectiveness of the alternative 

procedures for ex post correction of overconfidence bias in elicited confidence intervals. I 

propose correction procedures for two popular elicitation methods that are well studied in the 

literature to conduct subjective probability elicitation for continuous variables. They are direct 

probability assessment and fractile assessment [15], [18]. In the direct probability assessment, 

probabilities are assessed for pre-determined interval ranges and in the fractile assessments; 

interval ranges are assessed for a pre specified confidence interval. I propose correction 

procedures for biases associated with direct probability assessment in Chapter 2 and fractile 

assessment in Chapters 3 and 4. 

In Chapter 2, I will concern myself with direct probability assessment, and various 

cognitive biases associated with that method. In probability elicitation for continuous 

variables, the subject may directly state the probability associated with pre-specified ranges of 

an uncertain variable. For instance, a survey might partition a variable’s range into mutually 

exclusive and exhaustive intervals, and then elicits from the subject a probability for each 

interval. It has been hypothesized [9], [19] that values elicited in this way are subject to the 

anchoring and adjustment heuristic [18]. This heuristic says that an individual will choose a 

numerical value by, first, starting at an initial value or a natural anchor that suggests itself, 

and then adjust that value up or down. However, a bias results because the adjustment is often 

insufficient. Ref. [19] proposed that the natural anchor would be one divided by the number 

of partitions implied by the question; under-adjustment then leads to a flatter (more uniform) 

set of probabilities than the subject’s true or unbiased beliefs. This yields the partition 

dependence bias, where the assessed distribution depends on how the range is partitioned. 

Ref. [20] provided further evidence that subjective probability assessments of this type are 

subject to partition dependence bias. 



 4 

Another possible bias in such elicitations is the carryover bias, in which the response to 

one question may be influenced by the respondent’s recollection of her answer to the 

immediate preceding question (previous response carryover) or by previously provided 

answers to logically related questions (logical carryover). Such differentiation of anchoring 

effect from previous responses in two types of carryover is proposed here for the first time. 

An expressed probability for an interval may be subject to all biases simultaneously; Chapter 

2 considers all of these. 

The purpose of Chapter 2 is statistical identify partition dependence and carryover 

biases in expert elicited probabilities and to prescribe an ex post procedure to correct 

probabilities for those these biases. The model formulations are inspired by previous work 

that quantified and mitigated biases in preference elicitations [21], [22], [23], as opposed to 

probability elicitations. Fitting these formulations to subjects’ workbook responses allows me 

to estimate the extent of each bias. The fundamental model, described in Chapter 2 expresses 

elicited probabilities as a function of the underlying (but unknown) unbiased probabilities, 

bias parameters, and an error term. The original contributions of Chapter 2 are as follows: 

first, this is the first time that carryover effects (in the form of previous responses and 

consistency checks) in probability judgments have been modeled, estimated, and corrected; 

second, a new method has been used to quantify the separate and simultaneous effects of the 

partition bias and carryover; third, I have developed ex post correction procedures based upon 

those quantifications to obtain unbiased probabilities; and, fourth, the dependence of partition 

dependence and carryover on questionnaire design is found to be significant based on a large 

sample of respondents for seven elicitation questions. 

In Chapters 3 and 4, I focus on the fractile assessment method of elicitation, which is 

often used to define confidence intervals for continuous variables. This is often done by 

asking a subject to specify values of the uncertain variable, either in the form of a fractile (the 

value of the variable for which the subject believes its cumulative distribution takes on a pre-

specified value, such as 0.25) or a confidence interval. But, in the latter case, the elicited 

intervals are usually too narrow, so the estimated subjective distributions are too tight [24]. 
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For example, if 90% interval estimates are asked from a person for each of a group of 

variables, then one might expect that 90% of the realized values should fall in elicited 

intervals. However, in numerous experiments it has been observed that well below 90% of 

actual events fall in the elicited intervals indicating that the intervals are too narrow [25]. This 

observed phenomenon is often referred to as the over-precision bias, which is the focus of 

Chapters 3 and 4. 

The objective of Chapters 3 and 4 is to similarly develop a model-based approach to 

statistically estimate and correct the over-precision bias and obtain unbiased confidence 

intervals from expert assessed intervals. 

Chapters 3 and 4 contribute to existing literature in the following ways: 1) I have 

proposed new models and estimation procedures to quantify the over-precision bias and 

debias the assessed intervals based on expert assessments questions with known true answers; 

and 2) I have tested the performance of the models by using out-of-sample validation test, 

showing that they significantly improve calibration. My research, which identifies and 

corrects for the biases observed in probability assessments is based on the psychological 

processes underlying the judgment process. This line of research in assessment of 

probabilities has recently emerged as an important area of research that uses insights from 

behavioral decision making to improve the methods in the field of decision analysis [23]. 

In the next two sections I provide additional background for the analyses of Chapters 2-

4. Specifically I provide background on probability judgments and biases associated with 

them in Section 1.3 and on measuring the quality of probability assessments in Section 1.4. 

Then I provide an outline of the remainder of the thesis in Section 1.5.  

1.3 Heuristics and biases in elicitation of 

probability judgments 
Risk and decision analysis involves assessment of various quantities from people (such 

as utility, preferences, values, multi-attribute weights, probabilities) in an attempt to make 

decision making more rational and systematic, and to avoid known biases in human judgment 
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and decision-making. However, statements of preferences and probabilities/degree of belief 

are subject to many of the same fundamental biases, and risk and decision analysts try to 

overcome those biases when assessing these quantities [16]. Biases in such assessments can 

be broadly classified as cognitive biases and motivational biases [16]. Cognitive biases are 

defined as a “systematic discrepancy between the “correct” answer in a judgmental task, 

given by a formal normative rule, and the decision maker’s or expert’s actual answer to such 

a task” [16], [26]. Motivational biases are defined as the biases in which the assessments are 

influenced by the “desirability or undesirability of events, consequences, outcomes or 

choices” [16], [27], [28].  

Kahneman and Tversky in their seminal 1974 paper [18] described three main 

heuristics, namely availability, representativeness and the anchor-and-adjust heuristic, that 

people use in their judgments. They also describe that even though these heurists are useful in 

arriving at these judgments, they can lead to systematic errors that I defined earlier as 

cognitive biases. In this section, I focus mainly on the anchor-and-adjust heuristic as it is 

attributed as the main cause for the partition dependence, carryover, and over-precision 

biases, which are the subject of this thesis. 

1.3.1 Anchor-and-Adjust heuristic 
When people make numerical estimates such as probabilities, frequencies or fractiles, 

behavioral psychologists have proposed that the following heuristic is used. First, people start 

with an initial value that naturally suggests itself depending on readily available data or the 

context. The initial values (also referred to as anchors) are then adjusted toward the assessed 

values. However, the adjustment is often insufficient and hence we observe systematic 

anchoring or errors in such estimates [18]. This heuristic has been used to explain several 

biases such as overconfidence (or over-precision) bias and the hindsight bias [29]. The 

anchor-and-adjust heuristic has also been used explain biases in value judgments, such as 

preference reversals [30] and compatibility effects [31], [32], and biases in judgment tasks 

such as general knowledge questions, statistical inferences [18], [33], [34] estimation of risk 
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and uncertainty [35], [36], [37], judgments of spousal preferences [38], and predictions of 

future performance [39], [40]. 

However, there is no consensus among behavior scientists as to the reasons for 

insufficient adjustment from the anchor [31]. One suggested reason is that the adjustment 

process is terminated whenever a plausible value is reached, and one is generally unwilling to 

look further for a more accurate estimate [41]. Next, I explain how this heuristic might be 

applied in the context of probability assessments. 

Wright and Anderson [36] tested whether anchoring and adjustment occurs in the 

generation of subjective probabilities. They conducted an experiment on business school 

graduate students who were first to asked to choose between a low anchor (low probability 

value) and a high anchor (high probability value) and tested the effects of the chosen anchor 

on subsequently assessed probabilities. Anchoring effects were found to be large, and factors 

such as increased situational familiarity or financial incentives did not remove the anchoring 

effect [36]. 

The values that people use as an anchor can be either informative or non-informative to 

the judgment task [31]. When informative anchors are provided or even self-generated, 

experiments show that anchoring often is often observed in the form of order effects: For 

example, Ref. [18] show anchoring from relevant information using a multiplication problem 

of two different orderings but resulting in the same product: 8x7x6x5x4x3x2x1 and 

1x2x3x4x5x6x7x8. In the first order, the first few numbers’ product is higher than for the 

second order, and conjectured to bias the final estimates. Anchoring on such relevant but 

incomplete information raises questions regarding what order information should be 

presented to minimize such anchoring effects. I consider similar effects when probabilities are 

elicited for continuous distributions in Chapter 2. 

Irrelevant information can also act as anchor [31]. Ref. [42] demonstrates that this can 

occur when people give attention to the anchor even when they don’t make any comparative 

judgments. Doing computations of large numbers not involving health, and then being asked 

to estimate the incidences of cancer produced higher estimates of cancer rates compared to 
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situations where no such computations were made before assessing cancer incidence rates. 

Such effects of anchoring are subconscious and are very hard to remove even when people 

are made aware of such anchoring effects. Ref. [43] also studied the effect of anchoring on 

irrelevant information, in which they first construct an anchor from the subject’s phone 

number and then asked to estimate the year in which Attila the Hun was defeated in Europe 

and found strong anchoring on the assessment. Strong anchoring between an anchor and the 

final estimate has been demonstrated when both are in the same underlying dimension. For 

example, providing an anchor in the height dimension would further increase anchoring in 

height assessments, relative to anchors based on non-height quantities [44]. These above 

mentioned conditions (attention to the anchor, and sharing of dimension by the anchor and 

estimate) are applicable when assessing a sequence of probabilities for a probability 

distribution. So I consider the effect of such irrelevant anchors in the form of previous 

response carryover in Chapter 2. 

In summary, the phenomenon of anchor-and-adjust has been applied to several 

judgmental tasks and for explaining several biases in the literature. Next, I describe the 

properties displayed by probability assessments as a result of biases from anchoring and 

adjust heuristic. 

1.3.2 Properties of subjective probabilities 
Subjective probability judgments represent an individual’s belief about an uncertain 

outcome and should obey all laws of probability. However, subjective probabilities may not 

obey those laws for a variety of reasons such as human cognitive limitations or lack of 

knowledge about probability laws. Hence subjective probabilities may not exhibit properties 

such as the extensionality and additivity principles. Extensionality principle states events that 

share the same set-theoretic extension be assigned same probability and description 

invariance property follows from this principle [45]. This principle can be violated because 

different descriptions of same event might result in different expressed probabilities making 

them not description invariant [46]. Additivity can also be violated when the union of two 
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disjoint events’ expressed probability is not equal to the sum of the expressed probabilities of 

those two individual events [47].  

The other property that should be (and is indeed usually) exhibited by subjective 

judgments is binary complementarity. Binary complementarity can be defined as follows. If 

there are only two alternative events A and B and only one of the events can occur, then the 

probability of occurrence of event A rather than alternative event B is denoted by P(A, B) such 

that P(A, B) + P(B, A) = 1. This is often found to be true in subjective probabilities [48]. 

Another property that is reported to be consistently possessed by subjective probability 

judgments is interior additivity that can be defined as follows. For a set of disjoint events 

{A,B,C}, if P(AB)-P(B)=P(AC)-P(C) for all events A,B,C and none of these events are 

either null events or certain events, then these events are said to possess interior additivity. 

This property refers to the events whose probabilities lie in (0,1) [49]. 

Based on understanding of the psychology of subjective judgments, the support theory 

framework was developed by Refs. [50] and [51] to explain properties such as non-

extensionality and non-additivity exhibited by subjective probabilities. In support theory, the 

judge gathers evidence in favor of an event, termed the support, and is denoted by s(A) for 

event A. The assessed support in favor of the event is then expressed as the probability given 

s(A). Different descriptions of same events can give rise to different supports and hence 

different expressed probabilities. This theory can also explain non-additivity and binary 

complementarity, but does not imply interior additivity [20]. Ref. [20] uses these properties to 

model partition dependence, which is described below. 

Partition dependence bias, identified by Ref. [19], is a generalization of the pruning 

bias observed in fault trees [46]. Pruning bias in fault trees is a phenomenon in which pruning 

of faults into various categories affects the assessed probabilities of the categories. For 

example, Ref. [46] assessed probabilities for several specific categories of faults and for a 

catchall (other causes not covered in the specific causes) category for which a car will not 

start. Removing a specific fault category did not result in the increase of catchall category 

probability by corresponding amount. However that probability was distributed across all the 
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remaining categories. Various mechanisms, such as availability, representativeness, 

credibility, and anchor-and-adjust, are proposed in the literature to explain the pruning bias. 

The availability heuristic [18] says that elicited probabilities depend on the ease with which 

instances are recollected. For example, any cause that is not specified explicitly in the fault 

tree is not likely to be considered while assessing the probabilities. Another heuristic is the 

ambiguity heuristic proposed by Ref. [52], which says the judge may be ambiguous about the 

faults that are included in a specific category, if a recollected instance is not found in the 

specific cause category. The judge may then distribute the probability to any of the specific 

categories or to the catcall category, which results in a phenomenon such as pruning bias. The 

credibility bias [46], [53] says that expert will assume that all the causes mentioned in a tree 

are the only causes possible, implicitly believing that all causes would have been mentioned.  

Ref. [9] invokes anchoring and adjustment to explain partition dependence. By this 

mechanism, the judge would initially anchor all the probabilities uniformly across all the 

branches of the tree and then adjust insufficiently based on her beliefs about the branch of 

concern. When this is generalized to subjective probability elicitation for any event space, the 

anchor for the probabilities is a uniformly distribution across all the possible outcomes. If 

there are N possible outcomes then all the probabilities are initially anchored to 1/N and then 

are adjusted insufficiently, leading to systematic and observable partition dependence.  

In addition to partition dependence, I hypothesize that elicited probabilities for evens 

can be subject to a carryover bias in which previous responses act either as informative or 

non-informative anchors. This bias is hypothesized to be a possibility when redundant 

questions are asked to provide consistency checks with the purposes of identify the effect of 

other biases and to ensure that the judgments reflect the expert’s beliefs. The explanation for 

this bias is that an expert recalls both her knowledge and beliefs about the question of concern 

and also anchors on her previous relevant or irrelevant responses. The carryover bias may 

mask the effect of other biases. For example, by asking two different sets of questions based 

on two different partitions, I propose that it will be possible to identify the partition bias in the 

resulting inconsistencies between the answers to those sets of questions. However, perfect 
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consistency can be achieved among the elicited probabilities because of carryover bias, even 

if the partition bias is strong, because later responses might reflect a strong carryover from the 

first. Therefore, considering carryover bias in the design of elicitation protocol and 

determining its interaction with various biases is essential to estimate the unbiased 

probabilities. 

1.4  Calibration to measure quality of 

probability judgments 
Calibration has been used to compare performance of different probability elicitation 

methods, assign relative weights to experts based on their calibration to seed variables, and 

has also been used to compare different methods to aggregate expert probability judgments 

[54], [55]. In Chapters 3 and 4, I propose models that improve calibration in order to correct 

for the over-precision bias in assessed confidence intervals. In this section, I describe various 

interpretations of calibration and its validity as a measure for quantifying the quality of 

subjective probability judgments. 

Subjective probability assessments are considered to represent one’s degree of belief. 

As the degree of belief varies from individual to individual, there can be no correct or true 

probability in the subjective framework [56].2 Suppose one assigns probability of rain 

precipitation for a future date as 0.9. For any one realized event (rain or no rain) on that future 

date, the probability assessment doesn’t become wrong. However, calibration is often used a 

measure the quality of such assessments. There are at least two other standards: One is 

coherence, which means being consistent with the laws of probability, and the other is 

substantive goodness which measures the expert’s knowledge in the subject domain of 

concern [56]. Ref. [56] also introduces the concept of scoring rules to measure the goodness 

of an assessor and identify the best assessor.  

                                                      
2 Even though there is no such thing as true probability, the probability I estimate from the correction 

procedures in this thesis refer to those that would have been obtained if the judge were able to avoid that bias. 
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Calibration, also referred to as reliability [57], explores the validity of probability 

judgments [58], [59]. For discrete probability judgments, in the long run, the proportion of 

realized events should be same as the probability assigned to them; i.e., 70% of all the events 

which are assigned 0.7 probability should be observed to be true. For continuous quantities, 

the proportion of realized values falling in an assessed X% interval should be X% in the long 

run. For example, 50% of the realized values should fall in the assessed 50% confidence 

intervals. In these cases the expert is considered as well calibrated [59].  

There are at least two different ways in which the calibration is interpreted in the bias 

literature. First is the subjective interpretation by Ref. [60] and second a frequency 

interpretation by Ref. [58]; these interpretations are discussed in turn below. 

The task of assessing probabilities should not be done in isolation but only in 

conjunction with a decision problem, otherwise it would be a sterile or irrelevant process [60]. 

In most cases, a decision maker (DM) might approach an expert to obtain additional 

information about an uncertain quantity. This can be viewed as if DM has his own prior and 

when he gets new information can then update his own prior using Bayes’ rule. Ref. [60] 

states the conditions under which a DM can accept posterior given by an expert to be a DM’s 

own posterior. One simple case would be when the expert and DM start with the same prior. 

Even though they don’t observe the same information, it can be shown that expert’s posterior 

will be DM’s posterior. Ref. [61] defines that an expert is well calibrated if the DM would 

take the prediction of the expert and accept it as his own posterior probability. Calibration is 

thus seen as a characteristic of the expert.  

Ref. [60] identifies two extremes of well-calibrated experts. One is perfect forecaster 

who would say whether the future event would occur or not with certainty. On the other end 

is a useless forecaster who would just say that the probability of the future event equals the 

mean of the DM’s prior. In both cases, the expert is well calibrated according to the DM. But 

in the first case the expert is very useful because he provides perfect forecast, while the 

useless forecaster’s forecast is of no help to the DM. In the first case, DM doesn’t know what 
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the perfect forecaster would say I advance. It would be either zero or one while in the other 

extreme DM knows that his prior probability will be repeated by the forecaster.  

In contrast to the subjective interpretation, Ref. [58] explores the concept of calibration 

using frequency interpretation. The author argues that “(a) Bayesian’s subjective probability 

of an event should a reasonable estimate, in some sense, of the observed frequency of similar 

events, if it is possible to embed the event in an exchangeable sequence of similar events.” 

Ref. [58] uses the example of a meteorologist forecasting rain. Suppose a forecaster states the 

probability that the amount of rain would exceed X at a particular location at noon for the next 

day. Suppose he does this every day at the same time for the same place. If we can assume 

that (i) the general climatic conditions are stationary and (ii) every day he receives 

information from the same source, then we would hope that whenever he gives a 30% 

probability of X or more rain, one would expect that the amount of rain would exceed X 30% 

of the time. An empirical calibration plot can be created which plots his observed frequency 

against the stated probability. A diagonally aligned plot (45o line) represents a well-calibrated 

expert. 

An important criticism of this interpretation of calibration concerns whether it is 

appropriate to measure the validity of subjective probabilities using a frequentist criterion. 

Ref. [62] in his review of the history of probability refers to the uncertainty associated with 

stochastic processes as aleatory, and uncertainty expressed as an individual’s degree of belief 

as epistemological. He argues that epistemological uncertainty should be devoid of statistical 

consideration [63]. This duality is often viewed in the literature as two different facets of 

probability and has never been fully reconciled, except perhaps by purist Bayesians who insist 

all probabilities are degree-of-belief. Some researchers made reconciliation attempts by 

referring to them by different names [64]. Refs. [65] and [66] use the term “external 

correspondence” to refer the calibration in subjective judgments. 

While calibration captures some knowledge of probability, it doesn’t capture the 

domain knowledge of the expert. The author of Ref. [67] argues that a well-calibrated 

Bayesian must satisfy the frequency interpretation of calibration. I follow the reasoning given 
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by de Finetti [68] that the realized values of the assessments are exchangeable events with 

respect to the realized values of other assessments and hence the proportion of realized values 

that fall below their assessments should correspond to the specified proportion for a calibrated 

expert. Research in the direction of defining procedures that ex ante have a goal of yielding 

well-calibrated probability assessments, as do procedures for correcting ex post mis-calibrated 

probabilities. The intent is, ultimately, to improve the procedures and practice of risk and 

decision analysis. 

1.5 Scope  
In this section, I describe the structure of the thesis. Chapter 2 is entitled “Partition 

dependence and carryover biases in subjective probability assessment surveys for continuous 

variables: Model-based estimation and correction.” That chapter is organized as follows. In 

Section 2.1, I provide a background of the problem, in Section 2.2, I describe partition 

dependence, and two types of carryover biases observed in assessing probabilities of intervals 

of continuous variables. I then introduce models of the expression of this bias in probability 

assessments in Section 2.3, and describe the results of applying those models for two studies 

in Section 2.4. A conclusions section (Section 2.5) closes the chapter. 

Chapter 3 ‘s title is “Modeling and correction of over-precision bias in confidence 

intervals: The Normal and Bi-Normal approaches.” There, I introduce the bias in Section 3.1, 

include literature review in Section 3.2, describe two approaches (the Normal and the Bi-

Normal) for correcting over-precision bias and out-of-sample test to validate the correction 

approaches in Section 3.3, present the results from applying the correction procedure and the 

validation test in Section 3.4 and provide conclusions in Section 3.5. 

Chapter 4 entitled “Identification and correction of over-precision bias: The Multi-

Parameter Bi-Normal approach” extends the Bi-Normal approach proposed in Chapter 3 to be 

applicable to studies with a small set of calibration questions. In Section 4.1, I describe the 

limitation of the Bi-Normal approach and motivation for its extension. In Section 4.2, I 

describe the proposed extended model, which I call the Multi-Parameter Bi-Normal approach. 
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In Section 4.3, I compare its results with the Bi-Normal approach for two studies with large 

numbers of questions, and then and apply the multi-parameter approach to two other studies 

that have smaller numbers of questions. In- and out-of-sample comparisons demonstrate the 

value of the approach. I provide conclusions in Section 4.4. 

In Chapter 5, I summarize the results of the thesis and also provide directions for future 

research.  
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Chapter 2 Partition dependence and 

carryover biases in subjective probability 

assessment surveys for continuous 

variables: Model-based estimation and 

correction  

2.1 Introduction 
Risk and decision analysts often ask experts to provide subjective probability 

distributions when frequency or historical data are not available.3 Despite the need for such 

subjective probabilities, research has demonstrated that experts use heuristics to develop these 

judgments and thus their assessments are subject to a variety of biases [7], [8], [9]. To 

minimize these biases, existing probability elicitation guidelines recommend conducting an 

initial assessment of probabilities, providing feedback to experts to improve their ability to 

provide probability judgments, and checking for inconsistencies in judgments [2], [10], [11], 

[12], [13], [69], [70]. But time limitations, locations of the experts, or the large number of 

distributions being assessed mean that such iterative interactions between analyst and expert 

are not always possible. In those situations, analysts may adopt survey-style elicitations in 

which the elicitation involves the expert filling out an online or paper workbook with little to 

                                                      
3 Chapter 2 is based on the following article: V. R. Prava, R. T. Clemen, B. F. Hobbs, and M. A. Kenny, 

"Partition dependence and carryover biases in subjective probability assessments for continuous variables: Model-
based estimation and correction," Decision Analysis, 2015. 
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no further feedback (e.g., [14]). Unfortunately, current elicitation guidelines are insufficient to 

minimize biases from survey-style elicitations. 

I focus here on subjective probability elicitation surveys for continuous variables when 

experts are asked to assess discrete probabilities of the variable falling within predefined 

intervals. I consider three distinct biases that can arise in such assessments – specifically, 

partition dependence bias [9], [19] and two types of carryover bias. Partition dependence bias 

occurs when the range of a variable is partitioned into mutually exclusive and collectively 

exhaustive intervals, and the expert assesses a probability for each interval and perhaps 

combinations of intervals. If n is the number of outcomes into which the state space is 

partitioned, then n-1 questions are required for a unique set of probabilities; additional 

questions can be asked as consistency checks. If the probability of a single outcome is 

requested, both [9] and [19] demonstrate that a natural starting anchor is 1/n. The value 1/n is 

called the ignorance prior, and anchoring on it can lead to the partition dependence bias, 

whereby assessed probabilities tend toward the ignorance prior. 

Another possible anchoring-related bias in such elicitations is the carryover bias. I 

consider two manifestations of this bias, which result from a subject’s recall of previous 

responses [36], [71], [72]. The first type of carryover bias is when the response is influenced 

by the subject’s recollection of previous answers to logically related questions, which provide 

a relevant anchor (logical carryover bias). Because logical carryover results in assessed 

probabilities being more consistent, it is more difficult to detect other biases via consistency 

checks. The second carryover bias occurs when the response to one question is anchored on 

the response to the immediately preceding question (previous response carryover bias), no 

matter how relevant or irrelevant that previous question is. An expressed probability for an 

interval may be simultaneously subject to both types of carryover biases as well as partition 

dependence bias; the methods I propose consider the possibility of multiple sources of bias 

acting at once, and estimate their separate effects.  

My goal in this research is two-fold. First is to understand the effect of survey format 

(whether all the intervals are shown in one page or each one in separate page), the ordering of 
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assessment questions, and their interactions on partition dependence and carryover biases. 

Second is to develop a model-based approach that first simultaneously quantifies partition 

dependence and carryover biases in probability elicitations and then uses that information to 

debias the elicited probabilities. My approach incorporates aspects of the relevant 

psychological theory, but my motivation is entirely prescriptive; I wish to help analysts in 

their quest to reduce inherent probability biases. The model formulations extend previous 

work that has studied quantifying and mitigating biases in preference and probability 

elicitations [20], [21], [22]. Fitting these formulations to subjects’ assessed probabilities 

allows me to estimate the extent of each bias. The fundamental model, described in Section 

2.3, expresses elicited probabilities as a function of unbiased probabilities, the ignorance 

prior, and previous responses. My modeling approach allows me to both estimate parameters 

that describe the biases and to recover the underlying unbiased probabilities.  

The remainder of this chapter is organized as follows. Section 2.2 provides background 

on both partition dependence bias and carryover biases. Section 2.3 describes the 

mathematical model and the optimization procedure used to estimate model parameters. In 

Section 2.4, I apply the model to two data sets, including data taken from Ref. [20] (Section 

2.4.1) and web-based data collected for this chapter and their results and also bootstrap 

analysis on a subsample (Section 2.4.2). Section 2.5 provides conclusions. 

2.2 Partition dependence and carryover biases in 

probability assessments 

2.2.1 Partition dependence bias 
Partition dependence bias is a phenomenon in which “the assessed probabilities are 

systematically biased toward a uniform distribution over the relevant partition state space 

adopted by the judge” [9]. More specifically, this is hypotheiszed to occur when the judge 

initially partitions the state space into mutually exclusive events as implied by the question. 

Then, consistent with the well known anchor-and-adjust heuristic, the judge starts by 
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distributing probabilities equally across all events (i.e., an ignorance prior) and then adjusts, 

usually insufficiently, from this initial anchor [9]. As a result, these assessed probabilities 

have an identifiable bias toward the ignorance prior. For example, suppose an analyst asks an 

expert for her probability that sea level rise will inundate more than 75% of the island of 

Tuvalu by 2035. This question implies two possible outcomes and hence suggests a two-fold 

partition (75% or less inundated versus more than 75% inundated). As a result, the anchor-

and-adjust hypothesis would have the expert starting with the ignorance prior of 0.5 for each 

outcome and then adjusting those probabilities given her understanding of the relevant issues. 

In general, if there n possible events implied by the question, then we would hypothesize that 

the assessed probabilities will be biased toward the ignorance prior of 1/n.  

Refs. [19] and [20] have provided mathematical models of partition dependence. Ref. 

[19] hypothesizes that the ratio of expressed probabilities for two different events are a 

multiplicative combination of an ignorance prior (defined as the number of elements in each 

of the events, with 𝑚𝐴, 𝑚𝐵 for events A and B respectively) with the “support” ( [48], [51]) 

for each event. Let 𝑃(𝑋) denote the probability of event X, and 𝑠(𝑋) its support. Fox and 

Rottenstreich’s model [19] is given by  

𝑃(𝐴)

𝑃(𝐵)
= (

𝑚𝐴

𝑚𝐵
)
(𝜆)

(
𝑠(𝐴)

𝑠(𝐵)
)
(1−𝜆)

  (2.1) 

where 𝜆 is the weight placed on the support, and (1-) is the weight on the ignorance prior. 

Notation has been changed to make it consistent with my model formulation in this chapter. 

Ref. [20] proposes that the expressed probability for an event is instead an additive 

(convex) combination of the ignorance prior and the support. Using similar notation, their 

model can be expressed as follows for my case, in which there are n elementary events,  

𝑃(𝐴) = (1 − 𝜆)𝑠(𝐴) + 𝜆 (
1

𝑛
).  (2.2) 

2.2.2 Logical and previous response carryover biases 
I define carryover bias as an order effect in which previous responses or functions of 

those responses act as anchors for later responses. The carryover bias in probability 
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assessment is related to similar psychological phenomena in other contexts. For example, 

“testing recall” is an effect in which recall provides a false reading of the test-retest reliability 

method used to measure the reliability of contingent valuation and choice experiments in 

economics [73]. The test-retest method requires test and subsequent retest responses to be 

assessed independently. However, when the time gap between test and retest is small, the 

subject may recall and anchor upon previous responses, thereby providing a false indication 

of reliability [74]. This compromise of the test-retest measure of reliability may be avoided by 

increasing the time lag between test and retest. However in probability elicitations using 

workbooks, questions are usually asked one after the other with little or no time lag. Similar 

carryover effects are also a possible problem when overlapping questions in the form of 

consistency checks are asked in a probability assessment. As these questions assess the same 

distributions, the judge may try to be consistent [71], [72] leading to an effect similar to 

testing recall. Ref. [36] also showed significant anchoring from previous probability 

assessments. 

Because probabilities for intervals must be assessed by a sequence of questions, 

previously expressed probabilities also become a natural anchor [10]. I consider two types of 

carryover effects based on whether or not the anchor from previous responses is informative 

for answering the current question. The first is called logical carryover bias, whereby the 

expert attempts to state a probability that is logically consistent with her previously stated 

probabilities and the laws of probability. Specifically, I hypothesize that the expert will begin 

with an estimate of probability that is consistent with what she can recall of her previously 

stated probabilities and then adjusts from that anchor to give a final response. This case is 

similar to the effect described by Ref. [51], in which the anchor is one minus the previously 

stated probability for the complementary event. Logical carryover can also arise from partial 

computation. For example, consider an expert who assessed probabilities for two mutually 

exclusive outcomes A and B and is subsequently asked for 𝑃(𝐴 ∪ 𝐵). To the extent that she 

can recall her previous responses, she can add those numbers and use the result as an anchor, 

which she may or may not adjust. Logical carryover is important because it can diminish the 
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value of overlapping questions as consistency checks. For example, superadditive 

probabilities can be an indication of partition dependence [9], [19]. However, perfect logical 

carryover would result in fully additive probabilities that would be useless for diagnosing 

partition dependence bias, even if in fact the expert is subject to that bias. 

The other means of carryover is the previous response carryover bias in which the 

value of the immediately preceding probability response can act as an anchor, even though it 

might be irrelevant to the event now under consideration. For instance, if the preceding 

question in the workbook asked for 𝑃(𝐸) and a response of 0.2 was given, then if the next 

event considered was 𝐴, then the expert might use 0.2 as an anchor and then adjust it 

insufficiently when expressing 𝑃(𝐴). Such anchoring on previously assessed probabilities is 

discussed by Ref. [71]. 

Because previous responses can be natural anchors, the ordering of questions can be 

important in probability elicitation surveys. In this study, I test whether logical or previous 

carryover is the dominant effect for a particular elicitation ordering, depending on how easy it 

is estimate the logical anchor from previous responses. Also, because the presence of 

carryover bias can mask the presence of partition dependence bias, I develop a procedure that 

can tease out their separate effects. 

2.3  Models of biases 

2.3.1 General bias modeling and estimation approach 
My general model starts with the assumption that the elicited (assessed, reported) 

probability for an outcome j, denoted by 𝑃𝑗𝑅 is a function of the unbiased probability 𝑃𝑗𝑈, 

previously assessed probabilities 𝑃𝑗−1𝑅 , 𝑃𝑗−2
𝑅 , … , 𝑃1

𝑅, and the ignorance prior 𝑃𝑗𝐸:  

𝑃𝑗
𝑅 = 𝑓(𝑃𝑗

𝑈 , 𝑃𝑗−1
𝑅 , 𝑃𝑗−2

𝑅 , … , 𝑃1
𝑅 , 𝑃𝑗

𝐸|𝜃) + 𝜀𝑗 (2.3) 

where 𝜃 is a vector of bias parameters, and 𝜀𝑗 is a random error term. The unbiased 

probability 𝑃𝑗𝑈 is best thought of as what the expert would have said if she could avoid biases 

and assessment error altogether. The ignorance prior 𝑃𝑗𝐸 depends on the implied partition of 
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the state space. I follow Ref. [20], which argues that 𝑃𝑗𝐸  depends specifically on how the 

expert perceives the partition for any given probability assessed, which in turn can be affected 

by the framing of the question. For example, even if the analyst has partitioned the space into 

5 possible outcomes, framing a question as “What is P(A)?” can lead the expert to implicitly 

infer a twofold partition, 𝐴 and 𝐴, so that the ignorance prior is ½. 

With eq. (2.3) specified and a dataset containing assessed probabilities, one can (in 

principle at least) use a constrained least-squares approach to estimate 𝜃 and the unbiased 

probabilities 𝑃𝑗𝑈. I use weighted least squares to account for possible heteroscedasticity in the 

errors; because the errors are constrained to the unit interval, one might expect assessed 

probabilities near zero or one to have error variances that are different from assessed 

probabilities near 0.5, say. Weighted least squares yields more efficient estimates of 

coefficients for the classical linear regression model in the presence of heteroscedasticity 

[75]. The constraints upon the probabilities and parameters include non-negativity of 

probabilities; that the sum of unbiased probabilities sum to one; constraints that relate to the 

particular data obtained and how those data relate to the biases; and, finally, for datasets 

containing assessments from more than one individual, whether and how we model 

relationships between different individuals’ probabilities and biases. Details on the constraints 

are provided in Section 2.3.4. 

2.3.2 Example of using a model to estimate partition dependence 
To help build intuition, I begin with a simple model of partition dependence, building 

on the approaches of Refs. [20], [22]. In the simplified model, which omits carryover effects, 

the assessed probability 𝑃𝑗𝑅 is a convex combination of the ignorance prior 𝑃𝑗𝐸 and the 

unbiased probability 𝑃𝑗𝑈, plus an error term:  

𝑃𝑗
𝑅 = (1 − 𝜆)𝑃𝑗

𝑈 + 𝜆𝑃𝑗
𝐸 + 𝜀𝑗 (2.4) 

where 𝜆  [0, 1] is the partition dependence bias parameter. While eq. (2.4) is an additive 

formulation of unbiased probabilities and ignorance prior, one can consider alternative 

formulations such as multiplicative. My use of the linear model follows Ref. [20], who 
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provided evidence for this particular form. Another advantage of the additive form relative to 

the multiplicative form is that the former is computationally much easier to fit to the large 

data sets in this chapter.  

Given a set of assessed probabilities, including perhaps some overlapping probabilities 

(e.g., 𝑃𝑅(𝐴 ∪ 𝐵 ∪ 𝐶) as well as 𝑃𝑅(𝐴), 𝑃𝑅(𝐵), and 𝑃𝑅(𝐶)), I wish to estimate 𝑃𝑗𝑈and 𝜆. I 

only estimate 𝑃𝑗𝑈 for elementary partitions,4 using those probabilities to calculate probabilities 

for other partitions. For example, I would estimate 𝑃𝑈(𝐴), 𝑃𝑈(𝐵), and 𝑃𝑈(𝐶), and use those 

to calculate 𝑃𝑈(𝐴 ∪ 𝐵 ∪ 𝐶).  

To estimate the simplified partition dependence model eq. (2.4), I solve for decision 

variables 𝑃𝑗𝑈, 𝜆, and 𝜀𝑗 using the following weighted least squares optimization: 

The Partition Dependence Bias Model 

𝑀𝐼𝑁{𝑃𝑗
𝑈,𝜆,𝜀𝑗}

∑ 𝑤𝑗𝜀𝑗
2

𝑗∈𝐽   (2.5) 

Subject to:  

(1 − 𝜆)𝑃𝑗
𝑈 + 𝜆𝑃𝑗

𝐸 + 𝜀𝑗 − 𝑃𝑗
𝑅 = 0   ∀ 𝑗 ∈ 𝐽 (2.6) 

∑ 𝑃𝑖
𝑈 = 𝑃𝑗

𝑈
𝑖∈𝐸𝐸𝑗    ∀ 𝑗 ∈ 𝐽 (2.7) 

∑ 𝑃𝑖
𝑈 = 1𝑖∈𝐸𝐸   (2.8) 

𝑃𝑖
𝑈 ≥ 0 ∀ 𝑖 ∈ 𝐸𝐸 (2.9) 

0 ≤ 𝜆 ≤ 1   (2.10) 

where: EE is the set of elementary events, 

J is the set of all events for which probability is assessed, 

𝐸𝐸𝑗is an indexed set over J which contains elementary events contained in the event j, 

𝑃𝑗
𝑈 is the unbiased probability of event j, 

𝜆 is the partition dependence bias parameter, which is restricted to the range of [0, 1], 

𝜀𝑗 is the error term in question j, 

                                                      
4 Elementary partitions are the elementary events in the probability space as defined by the analyst. For 

example, if the analyst defines three contiguous ranges (A, B, and C) for a variable, each of those ranges is an 
elementary partition, whereas, for example, AB is not. 
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𝑃𝑗
𝑅  is expressed probability of question j, 

𝑃𝑗
𝐸  is ignorance prior of question j, and 

𝑤𝑗  is the inverse of the variance of the error term.  

Although 𝑤𝑗  is treated as a fixed parameter in this optimization, it can be estimated in a two 

or more stage procedure in which ordinary (unweighted) least squares is first applied (subject 

to the constraints), yielding estimates of the error terms, from which estimates of the variance 

of the error as a function of relevant factors (in particular, the right side of eq. (2.4), omitting 

the error term) can be obtained. This is related to the standard two-stage least squares 

approach used in econometrics [75]. Alternatively, an a priori weight estimate can be 

assumed for the purpose of initializing the process; in my case, as explained below, I assume 

that the error can be larger for probabilities near 0.5 than they can be for probabilities near 0.0 

or 1.0. 

I now discuss the constraints. Constraint (2.6) is a rearrangement of expression (2.4) 

above. Constraint (2.7) expresses the unbiased probability of the event addressed in question j 

as the sum of the relevant elementary probabilities. Constraint (2.8), which is that the 

unbiased probabilities of elementary events should sum to one, is a consistency condition. 

Constraints (2.9) and (2.10) are the non-negativity constraints. 𝑃𝑗𝐸  for all events is equal to the 

assumed ignorance prior. Because I used bipartite questions in the elicitations (which imply 

that the expert’s partition state space has only two outcomes, the event and its complement; 

see Ref. [20]), I assume 𝑃𝑗𝐸  = 0.5. Future research could assess whether that is actually the 

ignorance prior that experts anchor on. 

2.3.3 General partition dependence and carryover bias model 
In this section I present the general bias model that I will use in the remainder of the 

chapter. The model shown below in eq. (2.11) includes logical and previous response 

carryover effects in addition to partition dependence. Compared to eq. (2.4), eq. (2.11) has 

two additional bias parameters 𝜇𝑘𝐿  and 𝜇𝑘𝑃𝑅 for logical and previous response carryover, 
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respectively; and two carryover anchors 𝑃𝑗,𝑘𝐿  and 𝑃𝑗−1,𝑘𝑅 , which are the logical and previous 

response carryover anchors, respectively, for question j.  

𝑃𝑗,𝑘
𝑅 = (1 − 𝜇𝑘

𝐿 − 𝜇𝑘
𝑃𝑅 − 𝜆𝑘)𝑃𝑗,𝑘

𝑈 + 𝜇𝑘
𝐿𝑃𝑗,𝑘

𝐿 + 𝜇𝑘
𝑃𝑅𝑃𝑗−1,𝑘

𝑅 + 𝜆𝑘𝑃𝑗,𝑘
𝐸 + 𝜀𝑗,𝑘 (2.11) 

The subscript k refers to an individual subject k. To state eq. (2.11) simply, the expressed 

probability is written as a linear combination of the unbiased probability and anchor 

probabilities plus an error term. The logical carryover anchor 𝑃𝑗,𝑘𝐿  is calculated from the 

preceding questions (1, …, j-1) using the laws of probability. This requires that sufficient 

questions be answered previously so that the logical anchor can be computed. However if 

there are inconsistencies in previously stated probabilities, using different sets of previous 

questions can give different logical anchors. In this case I use the most immediate preceding 

questions possible to calculate the logical anchor as these questions might be presumed to 

have the dominant effect, being easier to recall. The anchor for previous response carryover is 

just the response to the immediately preceding question. 

2.3.4 Estimation procedure 
With the model in eq. (2.11) specified, I use a constrained optimization procedure to 

estimate bias parameters 𝜇𝑘𝐿 , 𝜇𝑘𝑃𝑅 , 𝜆𝑘 as well as probabilities 𝑃𝑗,𝑘𝑈  for each subject k. The 

optimization program is as follows: 

The Partition Dependence and Carryover Bias Model 

𝑀𝐼𝑁{𝑃𝑗,𝑘
𝑈 ,𝜆𝑘,𝜇𝑘

𝐿,𝜇𝑘
𝑃𝑅,𝜀𝑗,𝑘}

∑∑𝑤𝑗,𝑘𝜀𝑗,𝑘
2

𝑗∈𝐽𝑘∈𝐾

 
(2.12) 

Subject to: 

(1 − 𝜆𝑘)𝑃𝑗,𝑘
𝑈 + 𝜆𝑘𝑃𝑗,𝑘

𝐸 + 𝜀𝑗,𝑘 − 𝑃𝑗,𝑘
𝑅 = 0        𝑗 = 1, ∀𝑘 

 

(2.13) 

(1 – 𝜇𝑘
𝐿 − 𝜇𝑘

𝑃𝑅 − 𝜆𝑘)𝑃𝑗,𝑘
𝑈 + 𝜇𝑘

𝐿𝑃𝑗,𝑘
𝐿 + 𝜇𝑘

𝑃𝑅𝑃𝑗−1,𝑘
𝑅 + 𝜆𝑘𝑃𝑗,𝑘

𝐸 + 𝜀𝑗,𝑘 = 𝑃𝑗,𝑘
𝑅   ∀ 𝑗 ∈ 𝑀𝑘 , ∀𝑘    (2.14) 

(1 − 𝜇𝑘
𝑃𝑅 − 𝜆𝑘)𝑃𝑗,𝑘

𝑈 + 𝜇𝑘
𝑃𝑅𝑃𝑗−1,𝑘

𝑅 + 𝜆𝑘𝑃𝑗,𝑘
𝐸 + 𝜀𝑗,𝑘 − 𝑃𝑗,𝑘

𝑅 = 0, ∀ 𝑗, 𝑗 ≠ 1, 𝑗 ∉ 𝑀𝑘 , ∀𝑘 (2.15) 

∑ 𝑃𝑖,𝑘
𝑈 = 1𝑖∈𝐸𝐸  

 

    ∀ 𝑘 (2.16) 

∑ 𝑃𝑖,𝑘
𝑈 = 𝑃𝑗,𝑘

𝑈
𝑖∈𝐸𝐸𝑗    ∀ 𝑗, ∀ 𝑘 (2.17) 
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Average(𝑃𝑖,𝑘𝑈 ) 𝑓𝑜𝑟 k ∈ 𝑆𝑗  = Average(𝑃𝑖,𝑘𝑈 ) for k ∈ 𝑆𝑗
𝐶    ∀𝑖 ∈ EE, ∀ 𝑗 ∈ 𝐸𝐸 (2.18) 

𝑃𝑖,𝑘
𝑈 ≥ 0    ∀ 𝑖 ∈ 𝐸𝐸, ∀ 𝑘 (2.19) 

0 ≤ 𝜇𝑘
𝐿 , 𝜇𝑘

𝑃𝑅 , 𝜆𝑘 ≤ 1    ∀ 𝑘 (2.20) 

0 ≤ 𝜆𝑘 + 𝜇𝑘
𝐿 + 𝜇𝑘

𝑃𝑅 ≤ 1    ∀ 𝑘 (2.21) 

where subscript k indexes the individuals in the sample and 𝑀𝑘 is an indexed set for an 

individual k, and its elements are the indices of events for which logical carryover can be 

calculated. The following points explain the objective function and the constraints, as well as 

the notation: 

 The objective function (2.12) minimizes the sum of weighted squares of error terms 

for all events and for all individuals in the sample. 

 Constraint (2.14) is the same as (2.11) except that it is applicable to an event if it is in 

set 𝑀𝑘. 

 Constraint (2.15) includes both previous response carryover bias and partition 

dependence bias and is applicable for events without a logical carryover anchor. 

Because we need a preceding response for previous response carryover to occur, j 

must be greater than 1. 

 Constraints (2.16) and (2.17) are the consistency conditions, respectively, that the 

sum of all unbiased elementary event probabilities is equal to one and that each 

compound event probability is equal to the sum of the probability of the elementary 

events it contains. 

 Constraints (2.18) are the “expectation constraints” that the averages of unbiased 

probabilities of two separate subsamples of subjects must be equal for each 

elementary event. The sample S of a subject is divided in to two subsamples  𝑆𝑖 and 

𝑆𝑖
𝐶 where 𝑆 =  𝑆𝑖⋃ 𝑆𝑖

𝐶. The reasoning for such constraints is explained below in 

Section 2.3.4.2. 

 Constraints (2.19) and (2.20) constrain individual bias parameters and unbiased 

probabilities to fall in the interval [0, 1]. 
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 Constraint (2.21) ensures that the sum of all bias parameters must be less than or 

equal to one, so that the weight on the unbiased probability is non-negative. 

 In order to estimate the constrained weighted least squares model, two things need to 

be defined properly. One is the weighting scheme used to deal with heteroscedasticity, and 

the other is the formulation of the expectation constraints on subsamples (2.18). These are 

each discussed in the below subsections. 

2.3.4.1  Estimating weights 
The standard approach in econometrics for dealing with heteroscedasticity in the error 

terms is to divide them by their standard deviation, so that resulting error terms have the same 

standard deviation, converting the problem into a more standard least squares estimation 

problem. However, the variances of error terms are unknown; thus, the variances need to be 

calculated from initial estimates of the errors. The error residuals allow me to obtain estimates 

of variance of the errors as a function of factors that are hypothesized to affect the variance, 

for instance, the magnitude of right hand side of eq. (2.11) excluding the error term. This is 

the basis of the classic two stage least squares method in econometrics. 

Figure 2.1 shows the steps to implement weighted least squares for this study. The 

main steps in the process are running ordinary least squares (OLS), estimating weights using 

the residuals, then repeating these steps using the estimated weights to run weighted least 

squares until any of the stopping criteria are met. The stopping criterion is convergence in the 

estimates, either of the weights or unbiased probabilities. This method of estimating weights 

iteratively is a version of iteratively reweighted least squares (IRLS) [75]. 
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Figure 2.1: Steps to implement weighted least squares 
 

 
  

2.3.4.2 Formulating expectation constraints 
According to constraints (2.13), (2.14) and (2.15), if a person’s responses are nearly or 

perfectly consistent, then there are at least two possible explanations. The first is that the 

value of 𝜇𝑘𝐿  is one (perfect logical carryover), such that constraint (2.14) reduces to: 

𝑃𝑗
𝑅 = 𝑃𝑗

𝐿 + 𝜀𝑗 . (2.22) 

The second possibility is that 𝜇𝑘𝐿 , 𝜇𝑘𝑃𝑅, and 𝜆𝑘 are all zero, and so the responses are the 

unbiased probabilities: 

𝑃𝑗
𝑅 = 𝑃𝑗

𝑈 + 𝜀𝑗 . (2.23) 

Thus, given a set of perfectly consistent responses, it is impossible to tell whether the reason 

is a total absence of bias or rather the presence of perfect logical carryover. In either case, we 

would not be able to identify partition dependence bias. 

To help overcome this estimation problem, I impose expectation constraints (2.18) on 

the unbiased probabilities over subsets of the individuals. These constraints use the theoretical 

expectation that the average unbiased probability of an elementary event for two separate 

random subsamples drawn from the same population should be similar (although of course 

not identical due to sample error). The larger the subsamples, the closer they should be. This 

provides useful information if, for example, two subsamples yield different expressed 

Step 1: Run OLS on the model. Estimate residuals (𝑒𝑖) and convex 

combination (fitted value 𝑌 ), the right hand side of (2.11). 

Step 2: Run quadratic regression |𝑒𝑖 | on 𝑌 , i.e., 𝑒𝑖 = a + b 𝑌 +c 𝑌 2. The fitted 

value from the quadratic regression is taken an estimate of 𝜎𝑖2. I also 

constrain that the fitted values are non-negative at 0 and 1. 

Step 3: Use 𝑤𝑖 = 1
𝜎𝑖
2 , and repeat steps 1 and 2, except running weighted 

least squares, using the wi as weights.  

Step 4: If weights or unbiased probabilities converge, then stop.  
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probabilities as a result of having two different orderings of questions. Average expressed 

probabilities for the two subsamples will, in general, differ for the same event because the 

combined effect of the partition and carryover will generally differ in those two orderings.5 

This idea can be implemented as follows: Let 𝑆𝑖 be the set of individuals who assessed 

elementary event i in their first n-1 linearly independent questions, and 𝑆𝑖𝐶 is the set that 

contains individuals who did not assess elementary event i in their first n-1 independent 

questions. I can then constrain the average probabilities to be the same for the set of 

individuals in 𝑆𝑖 and its complementary set 𝑆𝑖𝐶 . 

2.4  Results 
The proposed model was applied to two datasets. The first dataset was taken from Ref. 

[20], who used it to demonstrate the existence of a partition dependence bias. Because this 

dataset was not originally designed to study the effect of carryover bias and the effect of 

ordering of questions on these biases, it did not allow me to answer all of my research 

questions. Thus, I collected and analyzed a second dataset obtained from a web-based survey. 

This section summarizes each dataset, the hypotheses examined, and resulting estimates of 

the parameters.  

2.4.1 Study 1: Clemen and Ulu (2008) dataset 

2.4.1.1 Description of Clemen and Ulu (2008) dataset 
The proposed partition dependence and carryover bias model (2.12), hereafter bias 

model, was applied to the dataset take from Ref. [20]. This analysis showed that expressed 

subjective probabilities can be manipulated by changing the partition state space. The dataset 

contains survey data collected from 64 first year Duke University MBA students who 

assessed subjective probability distributions for two variables: the SAT score of a randomly 

                                                      
5For instance, consider two orderings in a 3-fold partition survey which asks, in order, P(A), P(B) and 

P(C) for sample 1 and its mirror image order for sample 2. Also suppose that unbiased probabilities are 0.33 for all 
three events and the  for partition dependence and logical carryover are same and equal to 0.2 (for now, disregard 
previous response carryover). Then the average expressed P(A) for sample 1 would be 0.37 and for sample 2 
would be 0.35. Thus by systemically separating the sample into subsamples based upon the ordering of the 
questions in the sample and adding expectation constraints, it can then be possible to identify the separate bias 
terms as well as probabilities for all persons simultaneously. 
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selected Duke University undergraduate (variable “SAT”), and the total points scored in all 

the matches in the next Atlantic Coast Conference men’s soccer tournament (variable 

“Soccer”).  

In the survey questionnaire, the range of each variable was divided into either four 

elementary events (4-fold partition) or six elementary events (6-fold partition). Each 

participant answered a 4-fold questionnaire for one variable and 6-fold questionnaire for the 

other. The 4-fold questionnaire contained nine events; four were elementary events (EE), 

another three were possible combinations of adjacent EEs taken two at a time, and the last 

two were all possible combinations of adjacent EEs taken three at a time. The 6-fold 

questionnaire contained 20 events; six were EEs, five were combinations of adjacent EEs 

taken two at a time, four were combinations of adjacent EEs taken three at a time, three 

combinations of adjacent EEs taken four at a time, and two combinations of adjacent EEs 

taken five at a time. Appendix I contains descriptions of the elementary events of both SAT 

and Soccer variables for 4-fold and 6-fold partitions. The ordering of events was randomized 

for each participant. Participants were also asked to rate their level of knowledge on the 

variable of concern on a scale of one (no knowledge) to five (very knowledgeable).  

2.4.1.2 Results for Clemen and Ulu (2008) dataset  
The bias model was applied using the procedure of Section 2.3.4. The estimation 

procedure was programmed in Matlab 2010 and produced estimates of bias parameters (𝜇𝑘𝐿 , 

𝜇𝑘
𝑃𝑅 and 𝜆𝑘) and unbiased probabilities 𝑃𝑘𝑈(𝐴𝑖) for all elementary events i and for all 

individuals in the dataset. Iterative weighted least squares was implemented as in Figure 2.1. I 

performed seven such iterations and saw rapid convergence in the estimated unbiased 

probabilities and bias parameters.  

As explained in Section 2.3.4, estimation of the bias model requires partitioning the 

sample of subjects into subsamples. For each elementary event I divided the sample into two 

subsamples based on the position of the elementary event in an individual’s questionnaire. 

For example, individuals who answered a particular elementary event (say, P(A)) in the first 



 31 

three questions fall in group 𝑆𝐴, otherwise in group 𝑆𝐴𝐶 . For each subsample and its 

complement, the average of unbiased probabilities for all elementary events was constrained 

to be equal. For a 4-fold partition, with 4 subsamples, there are 12 constraints. Similarly, for 

the 6-fold partition there are 30 constraints. The number of individuals in each subsample for 

each variable is shown in Appendix I. 

Table 2.1 shows the averages (across subjects) for the estimated bias parameters and 

probabilities for the SAT and Soccer 4-fold datasets, and Table 2.2 shows a similar analysis 

for SAT and Soccer 6-fold datasets. Both Table 2.1 and Table 2.2 also have standard 

deviations of the probabilities shown below them in parenthesis. The average estimated 

partition dependence bias (𝜆) is always positive, suggesting the presence of partition 

dependence, consistent with Ref. [20]. 

Table 2.1: Four-fold dataset: Estimated average bias parameters and unbiased probabilities 
and average normalized expressed probabilities (all probabilities in %) 

Dataset 𝜇𝐿̅̅ ̅ 𝜇𝑃𝑅̅̅ ̅̅ ̅ �̅� Prob. Type 𝑃(𝐴)̅̅ ̅̅ ̅̅ ̅ 𝑃(𝐵)̅̅ ̅̅ ̅̅ ̅ 𝑃(𝐶)̅̅ ̅̅ ̅̅ ̅ 𝑃(𝐷)̅̅ ̅̅ ̅̅ ̅ 
SAT 

(N = 36) 
0.16 0.09 0.10 Unbiased: 

9.2 

(12.8) 

41.6 

(18.9) 

34.0 

(18.6) 

15.2 

(15.5) 

 Expressed:6 
11.9 

(13.1) 

37.7 

(15.1) 

32.4 

(14.9) 

18.0 

(15.2) 

Soccer 

(N = 36) 
0.28 0.15 0.20 Unbiased: 

19.8 

(26.5) 

29.8 

(26.9) 

26.2 

(25.5) 

24.3 

(28.1) 

 Expressed:6 
15.2 

(16.7) 

31.3 

(17.3) 

28.5 

(14.2) 

25.0 

(21.2) 

                                                      
6 The normalized expressed probability is the expressed probability divided by the sum of all expressed 

probabilities of elementary events. Standard deviations are shown in parenthesis below each probability. 
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Table 2.2: Six-Fold dataset: Estimated average bias parameters and unbiased probabilities for 
and average normalized expressed probabilities for 6-fold dataset (all probabilities in %) 

Dataset 𝜇𝐿̅̅ ̅ 𝜇𝑃𝑅̅̅ ̅̅ ̅ �̅� Prob. Type 𝑃(𝐴)̅̅ ̅̅ ̅̅ ̅ 𝑃(𝐵1)̅̅ ̅̅ ̅̅ ̅̅  𝑃(𝐵2)̅̅ ̅̅ ̅̅ ̅̅  𝑃(𝐶1)̅̅ ̅̅ ̅̅ ̅̅  𝑃(𝐶2)̅̅ ̅̅ ̅̅ ̅̅  𝑃(𝐷)̅̅ ̅̅ ̅̅ ̅ 
SAT 

(N = 36) 
0.12 0.09 0.11 Unbiased: 

7.7 

(9.5) 

14.1 

(10.5) 

21.9 

(12.2) 

14.8 

(12.0) 

20.9 

(12.8) 

20.6 

(13.5) 

 Expressed: 
9.6 

(6.1) 

18.9 

(13.0) 

19.0 

(9.0) 

14.4 

(8.8) 

18.9 

(7.9) 

19.2 

(12.2) 

Soccer 

(N = 35) 
0.10 0.16 0.20 Unbiased: 

19.9 

(25.7) 

16.0 

(14.9) 

16.3 

(14.2) 

15.9 

(15.0) 

13.4 

(14.7) 

18.4 

(23.3) 

 Expressed: 
14.7 

(16.5) 

17.8 

(11.5) 

18.1 

(11.5) 

16.6 

(9.1) 

17.7 

(9.9) 

15.1 

(14.9) 

 
Other properties of the estimates provide confirmation of the partition bias:  

Superadditivity. If the sum of the expressed elementary event probabilities exceeds 1, it 

can be attributed to partition dependence [20]. The explanation is that the judge starts from an 

ignorance prior and insufficiently adjusts from it. For example, if only partition dependence is 

present, the sum of the elementary probabilities would be 1 + 𝜆(
𝑛

2
− 1), where 𝜆 is the 

partition dependence bias parameter and n (≥ 3) is the number of partitions. A t test of the 

null hypothesis that the sum of the expressed elementary event probabilities equals one (for 

both 4-fold and 6-fold) gives a p value < 0.001 and 53 of subjects (out of 71 subjects for 4-

fold) have their sum greater than one. 

Six-Fold vs. Four-Fold. If the ignorance prior is 0.5 and partition dependence bias is 

present, then the sum of the six-fold expressed elementary event probabilities will be higher 

than the sum of the four-fold elementary event probabilities. The average sum for 4 fold 

elementary events is 1.27 and for 6 fold is 1.45. A t test of the difference gives a p-value of 

0.02. 

Is partition dependence bias decreasing with expertise? Ref. [9] proposes that 

increased expertise dampens partition dependence. Here, the median expertise rating for SAT 

(3) is higher than Soccer (2), showing less expertise in Soccer in both 4 fold and 6 fold 

datasets. Thus, in the estimated parameters one would expect greater partition dependence for 

Soccer compared to SAT for a given n-fold partition. As shown in Table 2.2, the average 
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partition dependence bias for SAT is indeed lower compared to Soccer for both 4-fold and 6-

fold partitions, as would be expected if the hypothesized dependence on expertise exists. 

Indeed, the previous response carryover bias parameters are also lower for SAT compared to 

Soccer for a given n-fold data set.  

I use root mean squared error (RMSE) to estimate the difference between the debiased 

probabilities and normalized probabilities shown in Table 2.1 and Table 2.2. The error is the 

difference between an individual’s unbiased probability and normalized probability. The 

average RMSE for the SAT and Soccer 4-fold datasets are 10.3 and 24.0 and for the 

corresponding 6-fold datasets are 11.1 and 15.1 respectively. Higher RMSE values associated 

with Soccer compared to SAT are consistent with the higher levels of estimated bias 

parameters. 

Concluding observations. I close this section with two other observations. First, Table 

2.1 and Table 2.2 show positive logical and previous response carryover bias even though the 

ordering of the questions is randomized among individuals. This shows that those carryover 

effects are not removed by randomizing. Second, we see that the magnitude of logical 

carryover is higher in the 4-fold compared to 6-fold scenarios, suggesting that, as the number 

of elementary events increases, it may be increasingly difficult to be consistent, resulting in 

the individual anchoring less on logical probabilities. However, there is no such trend in the 

previous carryover parameter, which seems reasonable, as we would not expect a strong 

connection between this bias and the number of elementary events.  

Because the dataset considered in this section was not originally designed to study the 

effect of carryover bias and the effect of ordering of questions on these biases, it did not allow 

me to answer all of my research questions. Thus, I collected and analyzed a second dataset 

obtained from a web-based survey. That data set and the results of analyzing it for biases are 

discussed in the next section. 
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2.4.2 Study 2: Web-based data set  

2.4.2.1  Experimental design and data collection 
Ref. [20] ran their experiment with the probability assessments in random order for 

each participant. As a result, I cannot determine whether different orderings result in different 

degrees of logical carryover, as I hypothesized it would. In addition, I cannot use the Ref. [20] 

data to determine whether previous response carryover can be reduced by adopting particular 

elicitation formats because the same format was used for all elicitations.  

To develop a dataset that would allow me to test my hypotheses, I designed a web-

based experiment in which I systematically manipulated the ordering of the assessments and 

the format of the elicitation. In particular, I chose four orderings of assessments; of which two 

are hypothesized to have high logical carryover while the other two would have low logical 

carryover. In addition, I used two different elicitation formats hypothesized to result in 

different levels of previous response carryover. This also allows me to study how different 

levels of logical or previous response carryover biases affect partition dependence bias.  

Logical Carryover Manipulation. To design an experiment to study factors that affect 

carryover, I first considered how carryover may operate in the context of eliciting 

probabilities for a specific variable. Let us consider a continuous uncertain variable X, for 

which I establish four contiguous intervals {A, B, C, and D}, as in the experiment described 

in the Ref. [20] experiment. The subject’s task will be to assess a discrete probability 

distribution over these intervals. The four-fold partition implies that I could elicit probabilities 

for nine intervals {A, AB, ABC, B, BC, BCD, C, CD, and D}. 

Table 2.3 shows four different orderings of the nine assessments. A particular ordering 

is hypothesized to have more (less) logical carryover bias based on how easy (difficult) it is to 

determine logically consistent probabilities from the preceding questions. In order to compare 

orderings in a systematic way, however, I need an index for an ordering’s difficulty. For a 

single assessment, the difficulty of calculating a logical anchor depends on 1) the number of 

previous events that must be used to calculate the logical anchor; and 2) the number of 
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operations (additions and subtractions) needed to calculate the anchors. Thus, I propose the 

following index: for a single assessment within an ordering, an index is calculated as the 

product of the number of previous questions times the number of minimum required 

calculations. For a particular ordering, this product can be calculated for each of the nine 

assessments. Those nine values can then be summed to obtain an overall difficulty metric for 

the ordering. In Table 2.3, the overall difficulty is 17 for the ordering labeled MaxLog and 37 

for MinLog, suggesting that MaxLog (MinLog) should result in a greater (lesser) degree of 

logical carryover.  

Table 2.3: Hypothesized maximum and minimum carryover ordering of questions 
Maximize Logical Carryover Minimize Logical Carryover Bias 

MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 
P(A) P(D) P(BCD) P(ABC) 

P(B) P(C) P(C) P(B) 

P(AB) P(CD) P(ABC) P(BCD) 

P(C) P(B) P(BC) P(BC) 

P(ABC) P(BCD) P(B) P(C) 

P(BC) P(BC) P(CD) P(AB) 

P(D) P(A) P(D) P(A) 

P(BCD) P(ABC) P(AB) P(CD) 

P(CD) P(AB) P(A) P(D) 

 
Now consider the mirror images of MaxLog and MinLog as shown in Table 2.3. An 

ordering’s mirror image is obtained by a simple inversion of the intervals. Where A is used in 

the original ordering, D is used in the mirror image. Similarly, B, C, and D in the original are 

replaced by C, B, and A, respectively. Symmetry implies that the original and mirror image 

will have the same overall difficulty values. As explained in Section 2.3.4, having separate 

groups of participants make assessments using the original and mirror image orderings allows 

me to statistically identify logical carryover.  

Previous Response Carryover Manipulation. I also consider two different formats for 

presenting the elicitation questions. One I will call “same page format” in which all nine 

elicitation questions for a variable are shown on the same screen. In contrast, in the “separate 
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page” format, each elicitation question has its own screen. I hypothesize that the previous 

response carryover bias will decrease as I go from same page format to separate page format, 

as the previous responses are not as readily available in the separate page format. Combining 

the four orderings in Table 2.3 with the two page formats, Study 2 had eight different 

conditions for each uncertain variable X. 

While I manipulate the availability of logical anchors and previous responses using 

different orderings of assessments and page format respectively, I do not do such a 

manipulation for the partition dependence bias. Previous literature has only considered how to 

manipulate the ignorance prior adopted by the subject but not the ease of availability of the 

anchor itself [20]. My study does not explicitly manipulate the magnitude or availability of 

the ignorance prior anchor, but I do quantify how its influence (i.e., the partition bias) 

changes when there are differing availabilities of carryover anchors. While I do not offer a 

hypothesis on how partition dependence bias is directly influenced by change of ordering or 

page format, I can conjecture on how strongly that bias is expressed depending on the 

availability of previous response anchors. In particular, I hypothesize that if the availability of 

carryover anchors increases, then the degree of the partition bias would decrease. 

Variable Selection. I chose eight uncertain variables related to various topics of general 

knowledge and interest to the public. One variable was ultimately removed because of an 

error in coding the questionnaire, leaving me with seven for the subsequent analysis. Full 

survey is shown in Appendix I. For each variable and the specified intervals, participants 

were asked to report their probabilities, in percent, that the variable would fall within each 

interval. A sample question is as follows: “In each of the spaces provided below, please enter 

a number between 0 and 100 percent that represents your best estimate of the chance that on 

February 1, 2012 the Dow Jones Industrial Index will fall in the specified range.” Each survey 

participant assessed probabilities for four variables each in one of four different 

combinations: MaxLog same page, MinLog same page, MaxLog separate page and MinLog 

separate page. 
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The web-based survey was programmed using the Qualtrics system and administered 

online by Clear Voice.7 The experiment was open to Clear Voice registrants in the United 

States who have at least an undergraduate degree. A total of 1644 people participated. 

Instructions were provided on how to complete the questionnaire, including a filter to 

determine how carefully the participant had read the instructions. In addition, I applied 

several filters to discard assessments that had been made hastily and with little thought or 

attention. For instance, one such filter was the time taken to complete the survey.8 The 

median time taken to complete the survey was nine minutes; so all participants who took less 

than 2 minutes were discarded. Appendix I lists all of the filters that I applied. Table 2.4 

shows the number of participants remaining in each of the four conditions after the filters 

were applied. Remaining people after applying the filters are in the range of 520-720 (32-

44%) out of 1644 for the various general knowledge questions.  

Table 2.4: Number of people in each condition after applying filters 
Page Format Same Page Separate Page 

Ordering/type MaxLog MinLog MaxLog MinLog 
Box office 132 

160 

156 

150 

135 

125 

132 

138 

170 

164 

152 

147 

120 

104 

152 

201 

171 

167 

172 

153 

139 

164 

188 

162 

188 

172 

156 

145 

DC oF 

Flight 

Shopping 

Stock Market 

Super Bowl 

Unemployment 

2.4.2.2 Results: Web-based data set 
To estimate the bias parameters and unbiased probabilities, data from Study 2 were 

analyzed using eq. (2.11) and the estimation procedure described in Section 2.3.4, 

implemented and run in Matlab 2010. 

Effect of carryover anchors: Before I present the model results of my Study 2, I check 

the hypothesis that availability of carryover anchors systematically affects expressed 

                                                      
7 See URL https://dukefuqua.qualtrics.com/SE/?SID=SV_cGWxEx4iAoEJKNS for a sample survey. 
8 After reading the instructions on the first page, the respondent needs to type “I read the instructions” in 

one of the space boxes provided. 

https://dukefuqua.qualtrics.com/SE/?SID=SV_cGWxEx4iAoEJKNS
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probabilities. Consider the MaxLog and its mirror image orderings shown in Table 2.3. For 

the MaxLog format, 𝑃(𝐴) is assessed first and 𝑃(𝐷) is assessed as the seventh question and 

vice versa for its mirror image. When a question is assessed in the very beginning then only 

the ignorance prior anchor is available, but when it is assessed as the seventh question, either 

type of carryover anchor is also available. In the dataset, the average 𝑃(𝐴) when assessed first 

is higher compared to the average 𝑃(𝐴) when assessed seventh in 10 out of 14 cases (7 

variables and two page formats and one MaxLog ordering). Similarly for 𝑃(𝐷), out of 14 

cases, 13 cases have an average 𝑃(𝐷) higher when that probability is assessed first. Both 

results are significant by a binomial test at 5% significant level [76]. I argue that the carryover 

effect is systematic because average probabilities of both A and D decrease as we go from 

assessing the first position to the seventh. This happens because of the easily available lower 

logical carryover anchor, i.e., when 𝑃(𝐷) is assessed first it is inflated due to partition 

dependence resulting in a lower logical carryover anchor for the later assessment of 𝑃(𝐴).  

Implicit in the above comparison is an assumption that, subject to sample error, the 

unbiased probabilities for each elementary event (𝑃(𝐴), etc.) are the same, on average, for the 

two subsamples associated with the two possible orderings. Because subjects were randomly 

assigned questions and survey formats, it is reasonable to expect that this is the case; 

therefore, in the estimations in the rest of the section, I implemented constraints in the 

optimization that force that equality. (Since the samples are of finite size, exact inequality is 

unlikely to happen, but with the relatively large samples in this study, the unbiased 

probabilities for an event chosen by different subsamples of respondents should be very close 

to equal.) Thus, for each variable I have four different sets of bias parameter and unbiased 

probability results, one for each combination: MaxLog.SamePage, MinLog.SamePage, 

MaxLog.SeparatePage and MinLog.SeparatePage, and the unbiased probability results are the 

same on average for each combination. In the sub-sections below I test hypotheses regarding 

the effects of ordering of events and page format on the bias parameters. I conclude with an 

example bootstrap analysis on a sub-sample to assess the significance of the estimated biases. 
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Partition Dependence Bias: Effect of Ordering and Page Format. Figure 2.2 shows a 

plot of the average estimated partition dependence bias parameters 𝜆𝑘̅̅ ̅̅  (across subjects) for 

each combination of ordering and page format for each variable. The average partition 

dependence bias for the separate page format is higher compared to the same page format for 

a given ordering of events. The average partition dependence bias also appears to be lower for 

MinLog ordering compared to MaxLog ordering.  

To assess the statistical significance of these results, I also conducted a two-way 

ANOVA on partition dependence bias with the two factors being ordering of events (MaxLog 

or MinLog), and the page format (same page or separate page). The data points in each 

sample group are the estimates of the individual partition dependence bias 𝜆𝑘. I also included 

possible interactions between ordering and page format. Table 2.5 shows the results of the 

two-way ANOVA conducted using R software. They suggest that the effect of page format on 

the partition bias is strongly significant. There is also a significant effect of ordering on 

partition dependence bias. We can also see in Figure 2.2 that average partition dependence is 

slightly higher for MaxLog than for MinLog (p-value = 0.02). There appears to be no 

interaction effect between ordering and page format, so the effect appears additive. 
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Figure 2.2: Average partition dependence parameters for each combination of ordering and 
page format  

 
Note: Each column shows the distribution of average partition dependence parameter estimates for each 

of the seven variables; averages are over all participants. 
 

Table 2.5: Two-way ANOVA for partition dependence bias parameter estimates 
Variable Degrees of Freedom Sum of Squares Mean Sum of Squares F value Pr(>F) 
Ordering 1 0.22 0.22 5.7 0.02 

Page Format 1 1.81 1.81 47.65 <0.0001 

Ordering × Page Format 1 0.09 0.09 2.31 0.13 

Residuals 4311 163.94 0.04   

 
Logical Carryover Bias: Effect of Ordering and Page Format. Figure 2.3 shows a plot 

of the average logical carryover bias parameters 𝜇𝑘𝐿̅̅ ̅ for each of the four combinations of 

ordering and page format and for each variable. In Section 2.4.2.1, I hypothesized that the 

MinLog ordering would yield less logical carryover compared to MaxLog for a given page 

format. The reason for this conjecture is that MinLog makes it more difficult to estimate the 

probability required for logical carryover. Results in Figure 2.3 are consistent with this 

hypothesis; for each page format (same or separate), the average bias for the MaxLog lies 

above that of the MinLog. However, I do not see either page format having consistently 
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higher bias than the other for a given ordering of events; logical carryover bias is no worse in 

same page compared to separate page format.  

Figure 2.3: Average logical carryover parameters for each combination of ordering and page 
format 

  

Note: Each column shows the distribution of average previous response carryover parameter estimates 
for each of the seven variables; averages are over all participants. 

 

Table 2.6 shows results of a two-way ANOVA on logical carryover bias (𝜇𝑘𝐿) with 

ordering and page format as factors. Ordering is significant (p-value < 0.0001), thereby 

confirming my hypothesis. Neither page format nor the interaction between page format and 

ordering is significant. 

Table 2.6: Two-way ANOVA for logical carryover parameter estimates 
Variable Degrees of Freedom Sum of Squares Mean Sum of Squares F value Pr(>F) 
Ordering 1 2.3 2.31 23.1 <0.0001 

Page Format 1 0.1 0.07 0.72 0.4 

Ordering × Page Format 1 0 0.0001 0.001 0.98 

Residuals 4311 431 0.1   

  
Previous Carryover Bias: Effect of Ordering and Page Format. Figure 2.4 shows a plot 

of average previous response carryover bias parameters 𝜇𝑘𝑃𝑅̅̅ ̅̅ ̅ for each of the four combinations 
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of ordering and page format and for each variable. The average previous response carryover I 

lower for separate page compared to same page format for a given ordering (and, according to 

my ANOVA analysis, this difference is significant), confirming my hypothesis. Additionally, 

for a given page format, average previous response carryover for MaxLog orderings is lower 

compared to MinLog orderings. A two-way ANOVA (Table 2.7) suggests that both ordering 

and page format have significant effects on previous response carryover. However, consistent 

with the logical carryover results, there appears to be no interaction between ordering and 

page format, so once again, the impact of the two format variables on the bias appear to be 

additive.  

Figure 2.4: Average previous response carryover parameters for each combination of 
ordering and page format  

 

Note: Each column shows the distribution of average previous response carryover parameter estimates 
for each of the seven variables; averages are over all participants. 

 

Table 2.7: Two-way ANOVA for previous response carryover parameter estimates 
Variable Degrees of Freedom Sum of Squares Mean Sum of Squares F value Pr(>F) 
Ordering 1 8.61 8.61 236.26 <0.0001 

Page Format 1 0.28 0.28 7.63 0.01 

Ordering × Page Format 1 0.04 0.04 1.05 0.31 

Residuals 4311 157.06 0.04   
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Figure 2.5 shows averages of bias parameter estimates and residual weights across 

individuals and variables. Logical carryover is lowest for the MinLog.SamePage 

combination, although MinLog.SeparatePage is a very close second. Previous response 

carryover is lowest for MaxLog.SeparatePage, and partition dependence bias is lowest for 

MinLog.SamePage. Table 2.8 provides an alternate view of the results, showing rankings of 

the three variables across the four combinations. No one combination minimizes all three 

biases simultaneously. Thus, no questionnaire format is unambiguously superior in terms of 

avoiding all the biases, and trade-offs between biases appear to be inevitable. For example, on 

one hand, MinLog.SamePage minimizes both logical carryover and partition dependence, but 

maximizes previous response carryover. On the other hand, MaxLog.SeparatePage minimizes 

previous response carryover but maximizes logical carryover and partition dependence. 

Figure 2.5: Average bias parameters across individuals and variables for each combination of 
ordering and page format 
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Table 2.8: Ranking of each combination based for each type of bias 
Format Ordering Logical carryover PR carryover PD bias 

Same Page MaxLog 3 2 2 

Same Page MinLog 1 4 1 

Separate Page MaxLog 4 1 3 

Separate Page MinLog 2 3 3 

 
Confidence in bias parameter estimates: In order to assess the significance of the 

parameter estimates I ran an example bootstrap analysis on a subset of the results. In 

particular, I ran a sample of 85 bootstrap runs for the MaxLog.SamePage format sample for 

Boxoffice variable. The number of bootstrap samples is small because of the computational 

effort required to optimize the model for each sample; however a sample of this size is still 

useful for giving an indication of the confidence band for each parameter. The full sample has 

a mean logical carryover of 0.26, previous response carryover of 0.10 and partition 

dependence bias of 0.12. Table 2.9 shows the mean bias parameters for the 85 bootstrap runs, 

which are identical (to two significant digits) to the full sample means; this indicates that the 

model estimates are likely to be unbiased. The standard errors are relatively tight (coefficient 

of variation of approximately 10% to 20% of the estimates). This indicates that we can have 

confidence that all the bias parameters are strictly positive, and that logical carryover is 

stronger than previous response carryover. 

Table 2.9: Estimated mean, range, and standard error of bias parameters for 85 bootstrap runs 
for Box office variable and MaxLog.SamePage ordering 

Estimator Logical carryover PR carryover PD bias 
Mean 0.26 0.1 0.12 

Range 0.18 - 0.4 0.04 - 0.14 0.09 - 0.15 

Standard error 0.04 0.02 0.01 

2.5 Conclusions  
In this chapter I consider the biases that are observed in elicitation surveys in which the 

range of a continuous variable is partitioned into intervals and then probabilities of those 

intervals are assessed along with the consistency checks. I have studied the effect of three 

types of anchors that can result in three distinct types of cognitive biases in such surveys that 
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I hypothesize can result from use of the anchor-and-adjust heuristic. These anchors are (1) an 

ignorance prior (here, 0.5);9 (2) the probability that is most consistent with previous answers, 

and (3) the immediately previous response. The resulting biases are, respectively, (1) partition 

dependence, (2) logical carryover, and (3) previous response carryover. I hypothesize that 

these biases result from a tendency to adjust insufficiently away from the corresponding 

anchor for each bias. The partition and previous carryover biases distort elicited probabilities, 

while logical carryover bias reduces the value of consistency checks in probability elicitation. 

Our results from both Study 1 (based on Ref. [20]’s data) and Study 2 (using data from 

my web-based survey) show that all three biases can be present in assessed probabilities. This 

chapter contributes to the existing literature in two ways. One is that it studies and estimates 

multiple biases in a probability elicitation setting and how those biases can be affected by 

questionnaire design. Second is that it quantifies the biases so that unbiased probabilities can 

be estimated. 

The results from Study 1 indicate that the effect of the biases is not removed by 

randomizing the ordering of events for which probabilities are elicited in a questionnaire, and 

that greater expertise can decrease all three types of biases. In Study 2, I consider how each 

bias can be affected by questionnaire design, in particular the ordering of elicitation questions 

and the questionnaire format (same page vs. separate page for each probability question). 

First, I hypothesized that a question ordering that makes it easy for the subject to determine 

what answer would be consistent with previous answers (“MaxLog ordering”) will result in 

higher logical carryover than a questionnaire for which that task is more difficult (“MinLog 

ordering”). The results show that the MaxLog ordering does indeed result in higher logical 

carryover bias compared to MinLog for a given format. However, there is no effect of page 

format (“Same Page” vs. “Separate Page”) on logical carryover. 

                                                      
9 Other anchor probabilities might be more appropriate if the phrasing of a question suggests that there 

are more than two possibilities.  For instance: “What is the probability of being greater than 5 but less than 10” 
might suggest that there are three possibilities: <5, (5,10), and > 10.   It could be argued that 1/3 would be a logical 
anchor in that case.  I have tested alternative anchors in this analysis, and the resulting (not reported here) fit is 
either worse or at least no better. 
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Second, I hypothesized that previous response carryover is affected by page format, 

because previous responses are more readily available when all questions are on the same 

page compared to a separate page format for questions. The experimental results show the 

effect to be significant. Additionally, the effect of question ordering (MaxLog vs. MinLog) is 

significant on previous response carryover, with the immediately previous response having 

more of an effect on the stated probability under the MinLog case. This is possibly an indirect 

effect in which a reduction in availability of one anchor (the probability most consistent with 

previous answers, which is harder to obtain under MinLog) makes another relatively more 

salient (the previous response). 

Third, I study how partition dependence is affected by the availability of logical 

carryover and previous response anchors. If the latter anchors are less available, we might 

expect to see an increased impact of the ignorance prior upon the expressed probabilities. 

However, evidence for that is mixed. The results indeed show that partition dependence 

increases from same page to separate page format (representing a reduced salience for the 

previous response). However, in contradiction to that hypothesis, partition dependence 

slightly decreases rather than increases as we move from MaxLog to MinLog (reduced 

salience for the logical carryover anchor).  

These results are interesting and bear further thought. I conjecture the following: 

Absent any other available anchors, the ignorance prior is the primary anchor (hence partition 

dependence would be the only bias). If there is a previous response anchor, then the subject 

relies on that as well, diminishing the effect of the ignorance prior. If there is a logical 

carryover anchor, then the judge relies on that, diminishing the effect of previous response. 

For example, MaxLog provides easy access to logical probabilities, hence previous response 

effect decreases, although there is a slight increase in partition dependence bias.  

A bootstrap analysis on a subset of Study 2 suggests that my model is an unbiased 

estimator of biases and the standard errors are tight. The magnitudes of average partition 

dependence bias in both Study 1 and 2 are in comparable ranges, giving confidence in the 

estimates in Study 1. The results also indicate the persistence of anchoring effects even after 
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careful questionnaire design, and thus it is desirable to have methods to suggest corrections 

for the resulting biases. A model-based method for debiasing probabilities, such as the one 

proposed in this chapter may be useful in this regard. 

Regarding implications for questionnaire design, if the primary concern is to avoid 

distortions of elicited probabilities due to partition dependence and previous response 

carryover, the results unambiguously indicate that these biases are minimized by a 

questionnaire in which (a) all questions are asked on one page and (b) the questions are 

ordered so that the subject can readily deduce what question response would be most 

consistent with her previous answers. However, my results also indicate that this 

questionnaire design maximizes logical carryover bias, which will diminish the value of 

consistency checks. One possible survey design to reduce logical carryover might be to 

increase the number of partitions while using the MaxLog.SamePage design; an increase in 

the number of partitions may make it more difficult to estimate a logical carryover anchor. 

(However, I note that in Study 1, going from the 4-fold to 6-fold partition did not uniformly 

reduce logical carryover. But the ordering of questions in Study 1 was randomized, reducing 

our ability to draw a meaningful inference.) 

This chapter has not provided a deep investigation of the cognitive process of forming 

probabilities. Instead, my objective has been to provide techniques that can be useful for 

decision and risk analysts who must cope with inherent biases. However, my work follows 

that of [20], who showed that the linear model is a reasonable way to model the way an 

individual incorporates the ignorance prior into his or her assessed probabilities. Even though 

my approach estimates unbiased probabilities, further research is needed to compare the 

performance (e.g., calibration or scoring rules) of the assessed and estimates of the unbiased 

probabilities. Further research would also be useful to understand the relative roles of 

previous response and the ignorance prior as primary anchors in a survey-style elicitation. 
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Chapter 3 Modeling and correction of 

over-precision bias in confidence 

intervals: The Normal and Bi-Normal 

approaches 

3.1 Introduction 
Expert judgments are considered a useful source of information in risk and decision 

analysis when relevant information about an uncertain quantity is unavailable. One method 

for quantifying such judgments is to elicit confidence/credible intervals of the uncertain 

quantities. As is well known, in general, these elicited intervals are too narrow and thereby 

estimated subjective distributions are too tight. For example, if 90% confidence interval 

estimates are elicited from a person for a group of variables, then 90% of the realized values 

should fall in elicited intervals. However, in numerous experiments it has been observed that 

well below 90% of actual events fall in the elicited intervals indicating that the intervals are 

too narrow [25], [69], [77]. In the literature, this phenomenon is termed “over-confidence” or 

“over-precision” [78]. I use those terms interchangeably throughout this thesis to refer to the 
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phenomenon in which people express overly narrow confidence/credible intervals, showing 

excessive confidence in the accuracy of their beliefs. 

Calibration measures the validity of probability judgments as compared to their 

objective frequency [58], [59]. For continuous variables, calibration measures the proportion 

of realized values falling within assessed confidence intervals (often referred to as hit rates) 

for a reasonably large number of quantities. For example, if 90% of the realized values fall in 

the assessed 90% confidence intervals, then the expert is said to be well calibrated [59], [79]. 

If less than 90% of them fall in the elicited confidence intervals then the expert is over-precise 

or overconfident and if more than 90% of them fall in the assessed 90% confidence intervals 

then the expert is under-confident or under-precise. Ref. [80] provides review of various 

calibration studies and argues that over-precision is strong and ubiquitously found 

phenomenon.  

Over-precision in the assessed confidence intervals in the form of underestimating the 

likelihood of an event falling outside those intervals is often attributed to the anchoring and 

adjustment heuristic [29]. According to this heuristic, the individual initially starts at some 

central value (such as the median or mode) and adjusts it up and down to define an interval, 

based on her beliefs and knowledge. However, because people tend to adjust the values 

insufficiently, the assessed values are systematically biased toward the median value. The 

resulting assessed intervals tend to be too narrow, yielding the over-precision bias. Even 

though research to reduce over-precision or improve calibration in the assessed intervals 

began in the early 80’s, it remains an active area of research [81]. 

I propose a general approach to correct over-precision in expert-elicited confidence 

intervals for uncertain variables based upon the bias observed for related variables with 

known outcomes. I further validate the proposed correction procedures using hold-out 

analysis. Below, I review the corrective procedures described in the literature (Section 3.2) 

and then describe my correction approach (Section 3.3). Two versions of the general 

approach are described, which I call the “Normal” and the “Bi-Normal” approaches, which 

assume symmetric and skewed distributions, respectively. I apply the approach on two studies 
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taken from the expert judgment database of Ref. [82] (Section 3.4), and show the resulting 

improvement in calibration by comparing assessed and actual cumulative distributions for 

hold-out samples of variables. The out-of-sample validations shows that both variants are 

significantly better than no correction, and furthermore that the Bi-Normal variant is better or 

does no worse than the Normal approach for all experts. Section 3.5 provides conclusions and 

suggests directions for future research. 

3.2 Literature review 
In this section I review some of the procedures proposed in the literature to correct for 

over-precision bias in confidence intervals. An early summary of such debiasing attempts can 

be found in [83]. Debiasing procedures can be broadly classified in to conditioning the expert 

or improving the elicitation format. Conditioning the expert involves providing calibration 

training to experts, and reduce the bias in assessed intervals either by increasing the subject’s 

awareness of the extent of uncertainty or the risk of bias, or through feedback [13], [84]. 

Some research also focused on improving the elicitation protocol that can improve the 

calibration of an expert [83]. One commonly recommended and applied approach is to first 

assess the extreme fractiles [1], [85] and then assess the median fractile. The motivation for 

this recommendation is to avoid anchoring on the median. However, several studies report 

evidence of the ineffectiveness of this approach [86], [87]. Another elicitation format asks an 

expert for the lower limit, upper limit, and best guess, and in addition requests for confidence 

ratings for the assessed upper and lower limit. Such approach proposed by Ref. [88] reports 

an improvement in hit rates (68.1% for 80% confidence intervals). Another format in which 

probabilities of various interval ranges are assessed after providing the entire possible range 

of values has been shown to reduce over-confidence [89]. Wider confidence intervals are 

obtained when future events are unpacked in to more intermediate proximal events for 

various types of elicitation formats, thus yielding improved calibration [81].  

A more recent work [16] reviews cognitive biases in probability assessment and then 

describes debiasing techniques for overconfidence bias. Ref. [16] classifies overconfidence 
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bias in the assessed probability distributions as one of several biases that are hard to correct 

by the standard correction approaches such as applying probability logic, decomposition, use 

of training and tools. Refs. [16] and [90] both suggest the use of the fixed values method 

(eliciting probabilities) instead of fixed probability method (eliciting fractiles), as this method 

found to be slightly better to reduce overconfidence and also preferred method by the 

subjects. Another recent work by Ref. [17] tests effectiveness of different elicitation 

techniques (fixed value, fixed probability, counterfactuals and hypothetical bets) to reduce 

overconfidence bias and also correct for displacement of median fractiles. They conclude the 

betting procedure corrects for median displacement very well and other corrective procedures 

showed a small but positive effectiveness at reducing overconfidence bias. 

An alternative general approach is to modify assessed probabilities/confidence intervals 

after they are elicited. Such approaches and models to implement them have been proposed in 

the past [91], [92], [93], [94], [95] and more recently by Refs [96], [97]. Ref. [95] 

recommends a procedure that multiplies the assessed intervals by a “safety factor,” which 

captures overconfidence of experts and unsuspected uncertainties. The safety factor is 

estimated from observed error distributions, which are normalized deviations of the assessed 

uncertainty ranges from true realizations. The observed error distributions do not follow a 

normal distribution but instead follow an exponential distribution with an additional 

parameter estimated from the one-parameter family of compound distributions. While this 

approach is applicable with single numerical estimates, it doesn’t offer guidance for errors in 

interval assessments. Ref. [96] developed models to debias a single expert or multiple experts 

using Bayesian methods and past performance data. They proposed a single-expert model to 

debias a single expert and a Bayesian hierarchical model to debias multiple experts 

simultaneously. The Bayesian hierarchical model assumes that the bias parameters for an 

individual expert (or group of experts) are randomly drawn from a population.  

The model I propose in Section 3.3 borrows the modeling formulation of Ref. [96]. 

However, my approach differs in how I estimate the expert’s bias parameters and resulting 

unbiased distributions; in particular, my approach is based on improving the calibration in the 
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assessed distributions for variables with known true values by expanding the assessed 

confidence intervals instead of maximizing the likelihood of the posterior distribution of the 

experts’ bias parameters. The estimated amount by which the intervals should be extended is 

assumed to be also applicable to other variables for which true values are unknown, if those 

variables are otherwise similar to the variables used in the calibration. 

3.3 Modeling approach 
In this section I describe my proposed approaches to modeling and correcting over-

precision bias. I assume that the probability distributions are assessed from experts in the 

form of extreme fractiles as well as the median (triplets such as 5th, 50th and 95th percentiles), 

so that the tails contain Z% of the probability mass (in this case, Z% = 10%). I assume that 

each expert has assessed fractiles for each of a set of variables whose true/realized values are 

known, and those variables are similar to the variables whose true values are unknown and 

whose assessed distributions we wish to debias. “Similar” might be interpreted as referring to 

the type of expertise required to assess confidence intervals, to the type of scales (such as 

being measured in the same units), or to the type of distribution; what matters is whether we 

can reasonably assume that the expected degree of over-precision bias is same across all 

variables (whether having known or unknown values) for an expert, although the amount can 

differ among experts. 

To state this assumption mathematically, let 𝐽𝐾 be the set of variables whose true 

values are known and 𝐽𝑈 be the set of variables whose true values are unknown, and for 

which we wish to assess unbiased subjective probability distributions. We have assessed say 

5th, 50th and 95th percentiles (𝑥𝑗
𝑅,0.05, 𝑥𝑗

𝑅,0.5, 𝑥𝑗
𝑅,0.95) for all variables 𝑋𝑗 in the set 𝐽𝐾 and 𝐽𝑈. 

However, we know 𝑥𝑗𝑇𝑟𝑢𝑒 only for the variables in the set 𝐽𝐾. I further assume that the amount 

of over-precision bias is identical among all variables in the set for a given expert. 

Let 𝛾 denote the cumulative probability, 𝑥𝑗
𝑈,𝛾

 the corresponding unbiased fractile for 

variable 𝑋𝑗 (i.e., the inverse of the unbiased cumulative distribution), and 𝑥𝑗
𝑅,𝛾

 the expressed 
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fractile for variable 𝑋𝑗 (the same quantity but for the assessed distribution).10 Ref. [96] 

proposes (1) that the assessed median fractile is biased by a location parameter 𝛽, and (2) that 

the distance between any other the assessed fractile and the assessed median fractile needs to 

be multiplied by a bias scale multiplier 𝛼, usually >1, to estimate corresponding unbiased 

fractiles distance. 

𝑥𝑗
𝑈,0.5 = 𝛽𝑥𝑗

𝑅,0.5 (3.1) 

𝑥𝑗
𝑈,𝛾

− 𝑥𝑗
𝑈,0.5 = 𝛼(𝑥𝑗

𝑅,𝛾
− 𝑥𝑗

𝑅,0.5) (3.2) 

I modify their basic model formulation by assuming, for the moment, unbiased 

assessment of medians (𝑥𝑗
𝑈,0.5 = 𝑥𝑗

𝑅,0.5), rearranging, and then adding an error term to their 

model, yielding my basic model: 

𝑥𝑗
𝑈,𝛾

=
1

(1−𝜂)
(𝑥𝑗

𝑅,𝛾
− 𝑥𝑗

𝑈,0.5) + 𝑥𝑗
𝑈,0.5 + 𝜀𝑗

𝛾, (3.3) 

where 𝜀𝑗
𝛾 is the error term and 𝜂 the over-precision bias parameter (equal to 1 - (1/ 𝛼)).11 

Thus, if we assume unbiasedness in 𝑥𝑗
𝑅,0.5, the expressed fractile becomes a convex 

combination of the unbiased median fractile and unbiased 𝛾𝑡ℎfractile (plus an error term), 

with the weight on unbiased fractile being the parameter 𝜂. Eq. (3.3) is an interpretation of the 

anchor-and-adjust heuristic, in that an expert starts at the most likely realized value (50th 

percentile) and then adjusts it insufficiently (if 1 (1 − 𝜂)  < 1) in the direction of the unbiased 

fractile to arrive at the expressed fractile.  

I next propose two approaches to correct for over-precision: the Normal and the Bi-

Normal approaches. In the first, I assume that the underlying unbiased distributions are 

Normal, while the second is more general, in that I allow for asymmetric distributions in 

which the standard distributions of the two sides of the distribution can differ, and the degree 

of bias can differ for the two sides of the distributions. In the remainder of this section I 

                                                      
10 By unbiased fractile, I refer to the fractile that would have been assessed if the expert were able to 

avoid the over-precision bias. 
11 I drop the assumption that the assessed medians are unbiased in the Bi-Normal approach proposed in 

Section 3.3.2. In this approach, I first correct the assessed medians and then apply the equation (3.3). 
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describe the Normal and the Bi-Normal approaches (Sections 3.3.1 and 3.3.2) and their 

detailed estimation procedures (Section 3.3.3). 

3.3.1 Normal Distribution approach to model over-precision 
In the Normal distribution approach, I assume that the underlying unbiased 

distributions are normally distributed. With 𝑥𝑗
𝑅,0.05, 𝑥𝑗

𝑅,0.5, and 𝑥𝑗
𝑅,0.95 having been elicited for 

each of J variables 𝑋𝑗 in 𝐽𝐾, I have 2J equations (3.3) (one each for 𝛾 = 0.05, 0.95 for each 

variable) and 2J+1 parameters to be estimated (2J percentile values 𝑥𝑗
𝑈,𝛾 and one over-

precision parameter). As I have an under-determined system of equations, it is not possible to 

use just that information to estimate the values of the 𝑥𝑗
𝑈,𝛾’s and 𝜂. So I choose 𝜂 by imposing 

the 2J+1st condition that 𝑥𝑗
𝑈,𝛾 are well calibrated, which would then enable me to solve for all 

2J+1 parameters. The basic idea is to choose 𝜂 so that 𝑥𝑗
𝑈,𝛾s are well calibrated—i.e., the 

proportion of the realized 𝑋𝑗’s that fall outside of the 90% confidence interval (from 𝑥𝑗
𝑈,𝛾) is 

actually 10%. The procedure is then to adjust 𝜂 such that 90% of the variables have their 

realized/true values 𝑥𝑗𝑇𝑟𝑢𝑒fall within the range [𝑥𝑗
𝑈,0.05, 𝑥𝑗

𝑈,0.95]. I can prove that this is 

equivalent to adjusting the range of the 90% confidence interval from [𝑥𝑗
𝑅,0.05, 𝑥𝑗

𝑅,0.95] to 

[𝑥𝑗
𝑅,0.5 − (𝑥𝑗

𝑅,0.5 − 𝑥𝑗
𝑅,0.05)/(1 − 𝜂), 𝑥𝑗

𝑅,0.5 + (𝑥𝑗
𝑅,0.95 − 𝑥𝑗

𝑅,0.5)/(1 − 𝜂)] ~ [𝑥𝑗
𝑈,0.05, 𝑥𝑗

𝑈,0.95]. 

For brevity, I define 𝜃 = 1/(1 − 𝜂) as the “spread parameter” and I assume that the 

amount of bias and hence the adjustment for the bias needs to be same for each distribution. If 

the value of 𝜃> 1, this implies that we need to expand the assessed confidence intervals to 

cover 90% of the realized values. One the other hand, 𝜃< 1 implies that the expert is under-

confident and we need to shrink the ranges to correct for mis-calibration. In summary, I 

expand (or shrink) the ranges [𝑥𝑗
𝑅,0.05, 𝑥𝑗

𝑅,0.95] using a multiplier 𝜃 until 90% of the true 

values fall in the estimated [𝑥𝑗
𝑈,0.05, 𝑥𝑗

𝑈,0.95] ranges. With the two unbiased percentiles, I can 
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estimate the complete Normal distribution.12 I describe the estimate procedure to estimate 𝜃 

and unbiased probability distributions in Section 3.3.3. Next, I describe the Bi-Normal 

approach to model over-precision bias. 

3.3.2 Bi-Normal Distribution approach to model over-precision 
In the Normal approach, I assume that the unbiased distributions are not skewed. Skew 

could be accommodated by considering asymmetric distributions, preferably with no more 

than 3 parameters for simplicity such as the Skew-Normal [98] or the Log-Normal 

distributions. Here I define a distribution and call it the Bi-Normal distribution, which 

consists of concatenated halves of two Normal distributions, whose probability density 

function 𝑓(𝑥) can be defined as follows: 

𝑓(𝑥) =

{
 
 

 
 1

√2𝜋𝜎𝐿
2
𝑒
−
(𝑥−𝜗)2

2𝜎𝐿
2 , 𝑥 < 𝜗

1

√2𝜋𝜎𝑈
2
𝑒
−
(𝑥−𝜗)2

2𝜎𝑈
2 , 𝑥 ≥ 𝜗

 (3.4) 

with parameters mean (𝜗), standard deviation (𝜎𝐿) for the left half of the distribution, and 

standard deviation (𝜎𝑅) for the right half of the distribution.  To my knowledge, this 

distribution has not appeared in the literature previously. 

Unlike the Normal approach where I have one spread parameter 𝜃 = 1/(1 − 𝜂), I have 

three parameters (one location parameter 𝜃𝑀, and one left spread parameter 𝜃𝐿, and one right 

spread parameter 𝜃𝑅) in the Bi-Normal approximation which allows for different levels of 

bias in all three percentiles. To estimate the unbiased distributions, I execute three steps. First 

the assessed 50th percentiles (𝑥𝑗
𝑅,0.05) are adjusted such that half of the unbiased 50th 

percentiles are below their realized values. To accomplish this, I multiply each of the assessed 

50th percentiles by a location parameter 𝜃𝑀 in order to estimate the unbiased 50th percentiles. 

If 𝜃𝑀 is less than 1, it means that the assessed 50th percentiles are shifted to the right, while if 

it is greater than 1, they are shifted to the left. 

                                                      
12 This method assumes that the median percentile is unbiased and adjusts only the 5th and 95th 

percentiles. I did additional analysis with first adjusting the median and then the tails. I didn’t find the 
improvement to be significant compared to the Bi-Normal approach and I don’t present those results. 
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Second, the left half of the Bi-Normal is created so that 5% of the realized values fall in 

the left tail. To accomplish this, the assessed standard deviation (𝜎𝐿,𝑗𝑅 ) of the left half is 

estimated as (𝑥𝑗
𝑅,0.5 − 𝑥𝑗

𝑅,0.05)/1.645 for each variable j for which the true value is known. 

These are then multiplied by a parameter 𝜃𝐿 (left spread parameter) to estimate the unbiased 

distributions’ standard deviations (𝜎𝐿,𝑗𝑈 ) for which 5% of the realized values 𝑥𝑗𝑇𝑟𝑢𝑒 fall below 

the unbiased 5th percentiles. If the number of true values is not a multiple of 20 (5% of 20 is 

1), I determine the number of true values that should fall below the adjusted 5th percentiles 

using plotting probabilities as described in Section 3.3.3. 

Third, the same procedure is repeated to create the right half of the distribution, instead 

choosing 𝜃𝑅 (the right spread parameter). The assessed standard deviations (𝜎𝑅,𝑗𝑅 ) for j in 𝐽𝐾 

are multiplied by 𝜃𝑅  to estimate unbiased distributions’ standard deviation (𝜎𝑅,𝑗𝑈 ) so that the 

resulting unbiased distributions have 95% of the realized values of 𝑋𝑗 for j in 𝐽𝐾 fall below the 

adjusted 95th percentiles. 

As these three steps have yielded estimates of 𝑥𝑗
𝑈,0.5, 𝜎𝐿,𝑗𝑈  and 𝜎𝑅,𝑗𝑈 , we have specified 

the complete Bi-Normal distribution for each variable j. 

3.3.3 Detailed estimation procedure 
The previous two subsections have given an overview of the Normal and the Bi-

Normal approaches. In this section I describe the detailed procedures used in each approach 

to estimate the bias parameters and the unbiased probability distributions. As described 

above, we can estimate the bias parameters by imposing the calibration condition (i.e., 90% of 

the true values fall into the debiased assessed distributions for variables whose true values are 

known). However, there are several ways in which this condition can be implemented. I 

describe the estimation procedure step by step using an example. 

The first step is to determine the number of realized/true values that should fall in the 

each of the assessed interval ranges for a well-calibrated distribution. This is not always 

obvious when we work with real data. For example, say we have assessed 90% confidence 
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intervals for 26 variables. The number of realized values that should lie in the 90% 

confidence intervals is 23.4 and number of points that should occur in the tails is 2.6 (~three) 

variables. This means we have two points in one of the tails. To resolve such ties and 

determine the number of realized values that should fall below a particular percentile, I 

consider a hypothetical perfectly calibrated judge.13,14 I define a perfectly calibrated judge as 

the one whose cumulative probabilities of the realized values, when sorted in ascending order, 

come from a plotting position formula. Plotting positions have been used in various graphical 

data analyses such as quantile-quantile plots, probability plots either to compare two different 

data distributions or to a standard distribution. A general formula for the plotting position for 

a realized value j out J realized values is as follows [99]: 

𝑝𝑗 = (𝑗 − 𝑎)/(1 + 𝐽 − 2𝑎) (3.5) 

where different values of a (between 0 and 0.5) can be used for different probability 

distributions [99]. In these plots I use a = 0.4 as Ref. [99] suggests this value as an unbiased 

quantile estimator with minimum variance, as that source concludes that this value is the best 

compromise for a single simple distribution-free formula.15 

To demonstrate this using an example, I use an expert’s assessments on 26 calibration 

questions for which 5th, 50th and 95th percentiles are assessed for which we also know the 

realized values expert (Space Debris study, expert 2 from Ref. [82]).16 Table 3.1 shows the 

realized values and assessed percentiles for all 26 variables. 

Column 2 of Table 3.2 shows the plotting position probabilities for all 26 true values as 

calculated by the plotting position with a = 0.4. By definition, these 26 plotting probabilities 

should match the 26 cumulative probabilities of the true values (arranged in ascending order) 

for a perfectly calibrated judge. We can see that for a perfectly calibrated respondent, there 

are two true values with cumulative probabilities outside the interval [0.05, 0.95]. As only one 

                                                      
13 A hypothetical perfectly calibrated judge in the case of probability distributions has been defined 

earlier by Ref. [109]. However, my definition of perfectly calibrated judge is different from the one in Ref. [109]. 
14 I also use the cumulative probabilities of the true values for the hypothetical perfectly calibrated judge 

as a reference and use it to measure the quality of unbiased distributions estimated from the Normal and the Bi-
Normal approaches. 

15 I test the sensitivity of the calibration of expert by changing the value of a from 0.4 to 0.5. I see that 
the choice of a does not appreciably affect the results of the Normal and the Bi-Normal approaches. 

16 This study is explained in detail in Section 3.4. 
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true value has probability less than 0.05, one true value should fall in the left tail. Similarly 

there is one probability greater than 0.95, so one true value should fall in the right tail. All the 

remaining 24 probabilities are between 0.05 and 0.95, hence their realized values should fall 

within the 90% unbiased confidence intervals. Column 3 of Table 3.2 shows the cumulative 

probabilities of true values from the assessed 5th, 50th and 95th percentiles and sorted in 

ascending order. For the original assessment there are 21 true values with cumulative 

probabilities outside the interval, which therefore indicates that the expert is over-confident.  

For a general case of J calibration questions, my procedure identifies the number of 

plotting probabilities that are less than 0.05, 0.5, and 0.95 and this determines the number of 

true responses we want to achieve in our debiased confidence intervals. I then estimate the 

bias parameters and unbiased distributions for the Normal and the Bi-Normal approaches, 

which I describe in the next subsection. 

Table 3.1: Assessed 5th, 50th and 95th percentiles and realized values of 26 variables from 
an expert (Space Debris study, expert 2, [82]) 

# 5th %le 50th %le 95th %le Realized value # 5th %le 50th %le 95th %le Realized value 
1 0.0 1.1 3.0 5.7 14 5.4 5.8 6.2 3.0 

2 1.8 2.3 3.8 3.2 15 5.5 5.9 6.2 6.4 

3 2.3 3.1 4.2 5.0 16 5.6 5.9 6.2 6.4 

4 2.9 3.8 4.6 4.6 17 5.7 5.9 6.2 6.3 

5 3.3 4.2 4.9 6.7 18 5.7 6.0 6.2 5.2 

6 3.8 4.6 5.1 5.4 19 5.4 6.0 6.1 4.5 

7 4.2 4.8 5.4 3.3 20 4.5 5.9 6.1 4.5 

8 4.5 5.1 5.5 5.7 21 3.6 5.8 6.0 6.4 

9 4.7 5.3 5.7 5.9 22 3.7 5.8 5.9 5.3 

10 4.9 5.4 5.8 6.2 23 4.9 5.8 5.9 4.4 

11 5.0 5.6 6.0 5.2 24 5.7 5.9 6.0 3.5 

12 5.2 5.7 6.1 2.5 25 5.9 6.0 6.1 6.3 

13 5.3 5.7 6.1 6.3 26 5.9 6.1 6.2 6.4 
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Table 3.2: Cumulative probabilities of 26 true values for a perfectly calibrated expert, from 
actual assessments, the Normal and the Bi-Normal approaches (a= 0.4) 

True value # Cumulative probabilities of true values calculated from the 
Plotting probability Uncorrected distribution Normal approach Bi-Normal Approach 

1 0.02 0.00 0.00 0.00 

2 0.06 0.00 0.03 0.05 

3 0.10 0.00 0.05 0.09 

4 0.14 0.00 0.26 0.21 

5 0.18 0.00 0.28 0.27 

6 0.21 0.00 0.33 0.30 

7 0.25 0.00 0.45 0.36 

8 0.29 0.00 0.58 0.40 

9 0.33 0.10 0.61 0.40 

10 0.37 0.22 0.62 0.40 

11 0.40 0.77 0.62 0.46 

12 0.44 0.93 0.63 0.47 

13 0.48 0.93 0.64 0.50 

14 0.52 0.96 0.64 0.60 

15 0.56 0.97 0.67 0.61 

16 0.60 0.98 0.69 0.63 

17 0.63 0.99 0.70 0.64 

18 0.67 0.99 0.72 0.64 

19 0.71 0.99 0.72 0.66 

20 0.75 1.00 0.75 0.68 

21 0.79 1.00 0.77 0.74 

22 0.82 1.00 0.80 0.76 

23 0.86 1.00 0.85 0.77 

24 0.90 1.00 0.90 0.86 

25 0.94 1.00 0.91 0.95 

26 0.98 1.00 0.94 0.99 

 

3.3.3.1 Estimating the bias parameter for the Normal approach 
After determining the number of realized values to be outside 90% unbiased intervals 

in comparison to calibrated judge, I calculate the number of realized values that fall inside the 

assessed 90% confidence intervals. If there are more true values in the assessed tails in 
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comparison to that of a calibrated judge, it means the expert is overconfident. Then I expand 

the assessed 90% intervals and the spread parameter will be greater than 1. I start with 𝜃 = 1 

and increase in steps of 0.0001 and check the number of realized values outside the adjusted 

intervals which is [𝑥𝑗
𝑅,0.5 − 𝜃(𝑥𝑗

𝑅,0.5 − 𝑥𝑗
𝑅,0.05), 𝑥𝑗

𝑅,0.5 + 𝜃 (𝑥𝑗
𝑅,0.95 − 𝑥𝑗

𝑅,0.5)] for j in J. I stop 

the process when the number of true values in the tails matches with that of a perfectly 

calibrated judge, and the final 𝜃 thus obtained is the bias parameter estimate and the adjusted 

intervals are the estimated unbiased intervals. If the judge is under-confident and has a 

smaller number of true values in the assessed tails, I repeat the process except that I start with 

𝜃 = 1 and decrease it in steps of 0.0001. The reason I chose this procedure of estimation is 

that I wish to be conservative and adjust the assessed confidence intervals as little as possible, 

subject to the constraint that the confidence intervals are well-calibrated.17 If the expert is well 

calibrated to begin with I do not adjust the assessments. 

This choice of theta (the value closest to 1 that results in the adjusted tails to have same 

number of true values as that of perfectly calibrated judge) may understate the magnitude of 

the bias and produce lower standard deviations in the bias parameter estimates. Figure 3.1 

shows the assessed and the unbiased intervals estimated using the Normal approach for 4 

questions for the expert shown in Table 3.1. If all the 26 intervals are plotted, one could see 

that there are only 2 points outside the unbiased 90% confidence intervals, while originally 

there were 21 (Tables 3.1 and 3.2). 

As the expert in the Table 3.1 is over-confident and elicited very precise confidence 

intervals, they are expanded using the Normal approach and the final estimate of the spread 

parameter is 6.38. Column 4 of Table 3.2 shows the cumulative probabilities of the realized 

values estimated using the unbiased distributions from the Normal approach. 

                                                      
17 There can exist a range of 𝜃 that can equal the number of true values in the corrected tails to that of a 

perfectly calibrated judge. In my estimation procedure I have chosen the value of 𝜃 that is closest to one as it 
minimizes the amount of adjustment needed in the assessed distributions. One can use an alternative procedure 
such as choose the mid-value of all possible values of 𝜃. Yet another approach is to choose 𝜃 such that the range of 
cumulative probabilities in the adjusted 90% confidence intervals is 90%. For the expert in our example, 𝜃 should 
be increased in steps of 0.0001 until the difference between the cumulative probabilities of first and last true values 
in the 90% intervals is equal to 0.9. 
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Figure 3.1: Assessed and unbiased 5th, 50th and 95th percentiles and realized values 

 

3.3.3.2 Estimating bias parameters for the Bi-Normal approach 
In the Bi-Normal approach, I calibrate three interval ranges, namely interval below 5th 

percentile, 50th percentile and 95th percentile. As a first step, similar to the Normal approach, I 

determine the number of realized values that should fall in each of these three interval ranges 

using plotting positions. Continuing with the example in Table 3.1, the number of realized 

that should below 5th, 50th and 95th percentiles are 1, 13 and 25 respectively as can be seen 

from Table 3.2. Next, I estimate the location parameter (𝜃𝑀) and the spread parameters 

(𝜃𝐿 , 𝜃𝑅) and the unbiased percentiles by calibrating the assessed 50th, 5th and 95th percentiles 

as described below. 

Step 1: Estimate location parameter and unbiased 50th percentiles. 

Case A: Total number of variables (J) is even: For a perfectly calibrated judge, there 

are J/2 realized values that are strictly below their 50th percentile and J/2 realized values that 

are strictly above their 50th percentiles. Say the expert under consideration is not perfectly 

calibrated and has less than J/2 values below the assessed 50th percentiles, I multiply the 
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assessed 50th percentiles by the location parameter  𝜃𝑀 which shifts them to the right (if  𝜃𝑀 > 

1) or to the left (if  𝜃𝑀 < 1) and estimate the unbiased 50th percentiles. I start with  𝜃𝑀 = 1 

and increase in steps of 0.0001 until J/2 realized values are below their corrected/unbiased 

50th percentiles. For the case when there are more than J/2 values below the assessed 50th 

percentiles, I perform the same iterative process except I decrease 𝜃𝑀 in steps of 0.0001. I 

then estimated the unbiased 50th percentiles by multiplying the assessed 50th percentiles by 

 𝜃𝑀.18 

Case B: Total number of variables (J) is odd: A perfectly calibrated judge has (J-1)/2 

realized values strictly below their assessed 50th percentiles and (J-1)/2 realized values strictly 

above their assessed 50th percentiles and one realized value equal to its assessed 50th 

percentile. If the judge under consideration is not perfectly calibrated, 𝜃𝑀 can be estimated by 

solving the equation below: 

Median (𝜃𝑀𝑥j
𝑅,0.5 − 𝑥j

𝑇𝑟𝑢𝑒) = 0. (3.6) 

 This ensures that (J-1)/2 adjusted 50th percentiles are strictly below their realized values and 

(J-1)/2 are strictly above their realized values and one adjusted 50th percentiles is exactly 

equal to its realized value. 

The expert in Table 3.1 has 10 true values below their assessed 50th percentiles. So 

using the procedure described above Case A, I multiply the assessed percentiles with 𝜃𝑀 =

1.066, so that there are 13 true values below the adjusted 50th percentiles and 13 true values 

above the adjusted 50th percentiles. This can be interpreted that 13 true values have their 

cumulative probabilities less than 0.5 and for 13 values above 0.5. This can also be in column 

5 of Table 3.2. 

Step 2: Estimate the left spread parameter and unbiased 5th percentiles. 

Once I estimate the unbiased 50th percentiles from step 1, I check for the number of 

realized values that fall below 𝑥𝑗
𝑈,0.5 − (𝑥𝑗

𝑅,0.5 − 𝑥𝑗
𝑅,0.05), which is the adjusted 5th percentile 

                                                      
18 There can exist multiple values of  𝜃𝑀 that can put half of the adjusted 50th percentiles below their 

values and rest above their values. Instead of choosing the  𝜃𝑀 closest to one, one can choose  𝜃𝑀 that puts the 
median of the cumulative probabilities of true values at 0.5. The rationale to choose the parameter closest to one is 
same as in the Normal approach that is to minimally adjust the assessed distributions. 
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for each variable after correcting for the median percentiles displacement. If these 5th 

percentiles have more realized values compared to the perfectly calibrated judge, I expand the 

left standard deviations by multiplying it with the left spread parameter. The new 5th 

percentiles can be calculated as 𝑥𝑗
𝑈,0.5 − 𝜃𝐿(𝑥𝑗

𝑅,0.5 − 𝑥𝑗
𝑅,0.05). I start at 𝜃𝐿= 1 and increase in 

steps of 0.0001 until the new 5th percentiles are perfectly calibrated.19 I repeat the same 

process instead decrease in steps of 0.0001 if there are fewer realized values below 5th 

percentiles compared to a perfectly calibrated judge.20 

The expert in Table 3.1 has 8 true values below 5th percentiles. So the assessed 5th 

percentiles are adjusted as explained above. Left spread parameter (𝜃𝐿) is increased until is 

there is only one point in the left tail and the final estimate is 8.57. As the adjustment is 

minimal from 1, when the second realized value’s cumulative probability becomes 0.05, the 

iteration process stops.  

Step 3: Estimate the right spread parameter and the unbiased 95th percentiles: I follow 

the same process as in Step 2 instead apply it on the 95th percentiles and estimate the right 

spread parameter 𝜃𝑅 and unbiased 95th percentiles.  

The expert in Table 3.1 has 13 true values above assessed 95th percentiles. As there is 

more than one true value above the 95th percentiles, the right standard deviations need to be 

expanded so that the adjusted ones are well calibrated. The right spread parameter is 

estimated such that there is one point above the unbiased 95th percentiles and the final 

estimate is 2.37. 

By starting the iterative search procedures at initial values of 𝜃𝑀, 𝜃𝐿  and 𝜃𝑅 = 1.0, I do 

not have to expand or shrink the interval ranges if the expert is already perfectly calibrated. 

This also avoids overstating the bias (which is measured by the deviation of the parameter 

from 1.0). 
                                                      
19 Multiple values of 𝜃𝐿 can satisfy the condition that the number of true values below the adjusted 5th 

percentiles equals the number of true values below the assessed 5th percentiles from a well-calibrated judge. 
Alternative procedures can be used such as interpolating the plotting position to 5% of the true values. For the 
expert in my example there are 26 true values, so that 5% of them is 1.3 observations. The plotting probability for 
1.3 true values can be interpolated from the equation (3.5) and is equal to 0.03. So the cumulative probability of 
1.3rd realized value (calculated by interpolating between the 1st and 2nd realized values) should be equal to 0.03. 

20 An increment/decrement in steps of 0.0001 is used because the step size is small enough compared to 
the percentile values that the discrete line search can be approximated as a continuous search. 
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3.3.4 Probability-probability plots to assess quality of fit 
A probability plot is a statistical graph used to evaluate the quality of fit of the data to a 

probability distribution, estimate percentiles, and compare two probability distributions [99]. 

In this plot the sample is sorted and plotted against the mean of the corresponding order 

statistic for a standard distribution (such as the Normal or Weibull). The order statistic for 

various points in the sample can be calculated using the plotting position formula such as the 

one shown in eq. (3.5). If the plot is a straight line, it indicates the data came from the 

standard distribution. When the data are in the form of assessed fractiles, we can plot the 

sorted cumulative probabilities of true values against a plotting position and test for the 

quality of fit. Calibration curves, which plot the assessed probabilities against the observed 

probabilities (or frequencies), is a common technique used to evaluate the level of calibration 

and such plots can be found, for instance, in Ref [100]. 

In this thesis, I plot the sorted cumulative probabilities of the realized values estimated 

from the correction approaches (the Normal and the Bi-Normal approaches) against their 

plotting positions and evaluate the quality of fit. I refer to these plots as probability-

probability or P-P plots. On the X-axis, I have the plotting probabilities, while on the Y-axis, I 

show the cumulative probabilities of the true values (from the Normal, the Bi-Normal or 

assessed) sorted in ascending order. If the number of realized values that fall in each sub-

interval [0,F] for all cumulative probabilities F in (0,1] follows the calibration as determined 

by the plotting positions, then the plot follows a 45o perfect calibration line. For each plot, I 

also calculate the root mean square error in which the error is the difference between the 

plotting position and the cumulative probability. The formula for calculating the RMSE is: 

RMSE  = √
∑ (𝐹𝑗−𝑝𝑗)

2
𝑗∈𝐽

𝐽

2
 

(3.7) 

 
where J is the total number true values and the 𝐹𝑗 is the jth plotting probability and 𝑝𝑗 is the jth 

cumulative probability in the series of probabilities that are sorted from low to high. 

I use P-P plots and RMSE to measure the improvement in calibration from the 

correction approaches. As an example, I plot in Figure 3.2 the cumulative probabilities of 
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realized values estimated from the Normal and the Bi-Normal against their plotting positions 

for expert assessed confidence intervals as shown in Table 3.1. I can see that the Bi-Normal 

plot follows the perfect calibration line closer than the Normal approach, and that the original 

(uncorrected) assessment is very far from perfect calibration. I apply these correction 

procedures on the Thrmbld and the Space Debris studies (Section 3.4.2) and evaluate the 

improvement for each expert using P-P plots. I also conduct out-of-sample validation for 

these studies in Section 3.4.3. 

Figure 3.2: Probability-Probability plot for an expert 

 

3.4 Dataset and results 

3.4.1 Description of Cooke data for analysis of over-precision 

bias 
Models for over-precision bias are analyzed on two studies taken from the TU Delft’s 

expert judgment database, which is described in Ref. [82], hereafter referred to as the Cooke 

data. The database includes 30 different studies, each with a different set of calibration 

questions, each with multiple experts answering the same sets of questions. The studies have 

been analyzed in Ref. [82] by applying the Cooke classical model for relative performance 
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based weighting of experts to be used in aggregating expert judgments. Each study involved 

several experts, each of whom assessed 5th, 50th and 95th percentiles for each of a number of 

closely related uncertain variables. Across the 30 studies, the average number of experts in a 

study is eight and the average number of variables is twenty-one. The variables concern 

realistic risk-analysis situations such as real estate risk or risks associated with stock 

investments. All variables that are included in all studies have realized/true values that are 

known to the investigators, so that it was possible to verify whether the experts are 

overconfident or not. Ref. [82] uses the term “seed variables” to refer to such calibration 

variables. 

Of the thirty studies in the Cooke dataset, I only use the Thrmbld and the Space Debris 

studies to model over-precision bias. I chose these two studies because the Thrmbld study 

contains the highest number of seed questions (48) of all the studies and the Space Debris 

contains the second highest number (26). My calibration procedure requires at least 20 

questions, and preferably more, as this would place at least two true values in the tails. The 

Thrmbld study has six experts while the Space Debris study has seven experts that assessed 

the 5th, 50th and 95th percentiles for the same set of questions. I analyze these datasets using 

the Normal and the Bi-Normal methods proposed in Section 3.3. 

3.4.2 Results for over-precision bias models 

3.4.2.1 Thrmbld study analysis  
The Thrmbld study is conducted to address the uncertainty surrounding building energy 

performance evaluations using assessments from experts in the building physics domain. The 

calibration questions measure uncertainty in ventilation rates of building spaces as measured 

by the wind pressure coefficients and the room air temperature distributions [101]. This 

section presents the analyses conducted on the Thrmbld study taken from the Cooke data 

[82], which involves 48 questions answered by six experts. Table 3.3 shows the percentage of 

realized values that fall below the assessed 5th, 50th, 95th percentiles, and percentage of values 

between 5th and 95th percentiles. Four of the six experts (all except experts 2 and 4) gave 
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overly narrow intervals, since well below 90% of the realized values fall in their assessed 

intervals. An expert with perfect calibration will have only ~5% points below 5th percentile, 

~50% points below 50th percentile, ~95% points below 95th percentile, and ~90% points 

between 5th and 95th percentiles as determined by the plotting position probabilities. The 

Normal and the Bi-Normal approaches are applied 6 times (once for expert). 

Table 3.3: Percentage of realized values below assessed 5th, 50th and 95th percentiles for each 
expert for the Thrmbld study (n = 48) 

Expert 
ID 

Below 5th 
percentile 

Below 50th 
percentile 

Below 95th 
percentile 

Between 5th and 95th 
percentile 

1 31.3 77.1 97.9 66.7 

2 6.3 70.8 100 93.8 

3 20.8 89.6 100 79.2 

4 0 100 100 100 

5 39.9 95.8 100 60.4 

6 18.8 66.7 97.9 79.1 

 
Table 3.4 shows the estimated spread parameter 𝜃 and the percentage of realized values 

that fall in the adjusted confidence intervals from the Normal approach. The Normal approach 

expands (or shrinks) the confidence/credible intervals around the assessed median by equal 

amounts using the spread parameter 𝜃 such that there are only 90% (or approximately) of 

realized values in the adjusted interval, i.e., so that the unbiased confidence intervals are well 

calibrated. So, if the estimated spread parameter 𝜃 in the Normal approach is greater than one, 

it indicates that the expert is over-confident and the assessed percentiles have to be expanded 

so that 90% of the realized values fall in the assessed range. We can see that four experts are 

over-confident and two are under-confident. As there are 48 questions for each expert, there 

are four variables that should have their plotting probabilities outside [0.05, 0.95] for a well-

calibrated (or debiased) expert. Also we observe that the number of points in the left tail is 

more than the right tail in most cases, indicating that the assessed distributions are shifted too 

much to the right (there are 3-4 points in each expert’s left tail while there are 0-1 points in 
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the right tail). As the Normal approach corrects only for the spread, displacement of the 

distribution to right cannot be corrected.21 

Table 3.4: Estimated spread parameter for the Normal approach for the Thrmbld study (n = 
48) 

Expert 
ID 𝜃 Remarks Number of points in the tail 

Lower tail Upper tail 
1 1.567 Over-confident 4 0 

2 0.929 Under-confident 3 1 

3 1.250 Over-confident 4 0 

4 0.800 Under-confident 4 0 

5 1.550 Over-confident 4 0 

6 1.333 Over-confident 3 1 

 
Turning to the Bi-Normal approach, Table 3.5 shows the estimated parameters for that 

method for each expert. The Bi-Normal approach adjusts the assessed percentiles such that 

both tails (left and right) as well as the median are well calibrated. The estimated adjustment 

parameter for the median 𝜃𝑀 in the Bi-Normal approach is always less than one in this case. 

This indicates that for each expert, more than 50% of the realized values fall below the 

assessed 50th percentiles (see Table 3.3). This shows a consistent shift in the assessed 

distributions to the right relative to the estimated unbiased distributions.  

Table 3.5: Estimated bias parameters for the Bi-Normal approach for the Thrmbld study 
Expert ID Dataset (48 questions) Number of points in the tail 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Left tail Right tail 
1 0.989 1.202 1.189 2 2 

2 0.994 0.961 0.876 2 2 

3 0.971 0.572 1.082 2 2 

4 0.985 0.551 0.214 2 2 

5 0.980 0.950 1.000 2 2 

6 0.995 1.271 1.030 2 2 

 
Meanwhile, if 𝜃𝐿 is greater (less) than 1, then the left standard deviation is expanded 

(shrunk) to improve its calibration. The same approach is used to estimate 𝜃𝑅, in which I 

                                                      
21 I also modified the Normal approach in which I first corrected the median shift and then adjusted the 

spread of the distributions. I did not include the method and the results, as it did not perform better than the Bi-
Normal by both in-sample and out-of-sample tests. 
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either expand or shrink the right standard deviation. For over-confident experts, 𝜃𝐿 , 𝜃𝑅 would 

be expected to be greater than 1 and vice versa for under-confident experts. However, I see 

that for experts 3 and 4, 𝜃𝐿 , 𝜃𝑅 are less than 1 even though their assessed 90% credible 

intervals are overly precise. This is because when assessed distributions are first multiplied by 

𝜃𝑀, it shifts them to their left and there are no true values that fall below their 5th percentile. I 

then shrink their left distributions so that the left tail is well calibrated and hence the 

estimated 𝜃𝐿  is less than 1. 

Figures 3.3 to 3.8 show P-P plots of cumulative probabilities of true values from the 

Normal and the Bi-Normal approaches and the original assessments for all experts in the 

Thrmbld study. Visually we can see that the Bi-Normal plot follows the calibration line more 

closely than the Normal and the original assessments. The RMSE value is included in the 

legend of each P-P plot. The RMSE using the Bi-Normal approach is lower compared to the 

Normal and the original assessments for all six experts. Comparing the RMSE of the Normal 

to the original assessments, the RMSE is lower for 4 out of 6 experts and is tied for one other 

expert. I conduct a hold-out analysis and test the significance of RMSE improvement for both 

approaches and present the results in Section 3.4.3. 
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Figure 3.3: Comparing the Normal and the Bi-Normal approaches for expert 1 in the 
Thrmbld study  

 

Figure 3.4: Comparing the Normal and the Bi-Normal approaches for expert 2 in the 
Thrmbld study 
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Figure 3.5: Comparing the Normal and the Bi-Normal approaches for expert 3 in the 
Thrmbld study 

 

Figure 3.6: Comparing the Normal and the Bi-Normal approaches for expert 4 in the 
Thrmbld study 
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Figure 3.7: Comparing the Normal and the Bi-Normal approaches for expert 5 in the 
Thrmbld study 

 

Figure 3.8: Comparing the Normal and the Bi-Normal approaches for expert 6 in the 
Thrmbld study 

 

3.4.2.2 Space Debris study analysis 
The Space Debris study is conducted to study the risks of collisions of the manned 

flights with the radar-tracked objects that were injected between the years 1961 and 1986. 
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The calibration questions assessed distributions of the space debris flux for 10 years in to the 

future [82]. There are 26 uncertain variables and seven experts made assessments. Table 3.6 

shows percentage of true values that fall below the assessed 5th, 50th and 95th percentiles as 

well as the percentage of variables in the assessed 90% confidence interval for each expert in 

this study. As we can see in Table 3.6 all experts are poorly calibrated and are grossly over-

confident. The percentage of true values in the 90% credible intervals are always less than 

60%, consistent with most studies in the literature, as summarized in Section 3.1, above. All 

the variables are non-negative random variables and so a skewed distribution such as the Log-

Normal might be expected to be more appropriate than the Normal, whose values can be 

negative. Therefore, I took the natural logarithm of each variable (including the assessed 

percentiles and the realized values) before the corrective approaches of Section 3.3 are 

applied. 

Table 3.7 shows the estimated spread parameter for each expert from the Normal 

approach, while Table 3.8 shows the estimated location parameter and spread parameters 

from the Bi-Normal approach. As there 26 variables in the dataset, two (as per the plotting 

position probabilities) should fall outside the 90% confidence interval based on the plotting 

position probabilities. As in the Thrmbld study, both realized values fall in one tail or another 

of the unbiased Normal distribution, except for Expert 4. In contrast, the Bi-Normal approach 

evenly distributes the points in both the tails, by definition of my calibration approach. The 

spread parameter is also greater than one for each of the experts in the Normal approach, 

showing that all of them are over-confident and gave overly precise intervals (Table 3.6). 

The medians are adjusted to the right for 3 experts (shift parameter greater than 1) and 

are adjusted to the left for the other 4 experts (shift parameter less than 1) as seen in Table 

3.8. Both left and right spread parameters are greater than 1 for all experts indicating that their 

standard deviations are expanded to debias them (Table 3.8).  

Figures 3.9 to 3.15 shows P-P plots for experts 1-6 in the Space Debris dataset. The 

plots display the cumulative probabilities from the uncorrected dataset (originally assessed 

distributions) and from the two debiased distributions. These plots give a visual picture of the 
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deviation of the unbiased cumulative probabilities from their plotting position probabilities, as 

well as the in-sample performance of the debiased distributions. Visually, it is clear that the 

Bi-Normal approach fits better than the Normal approach, as the former is closer to the 

perfect calibration line. This is because the Normal approach improves the calibration of the 

90% credible interval but doesn’t attempt to calibrate the individual tails. In contrast, the Bi-

Normal approach corrects for mis-calibration in the tails as well. However it might be 

expected that the Bi-Normal would fit better within the sample because it uses three 

parameters in the calibration procedure, rather than one parameter that is fit in the Normal 

approach. To verify that the better calibration of the Bi-Normal is not due to over-fitting, I 

conduct a hold-out validation analysis in the next section. 

Table 3.6: Percentage of realized values below assessed 5th, 50th and 95th percentiles for each 
expert for the Space Debris study (n = 26) 

Expert 
ID Below 5th percentile Below 50th percentile Below 95th percentile Between 5th and 95th percentile 

1 0 19.23 34.62 34.62 

2 26.9 38.46 46.15 19.25 

3 46.15 65.38 76.92 30.77 

4 26.92 30.77 46.15 19.23 

5 42.31 57.69 84.62 42.31 

6 34.62 53.84 96.15 61.5 

7 57.69 65.38 96.15 38.46 

 
Table 3.7: Estimated spread parameter for the Normal approach for the Space Debris study (n 

= 26) (based on logarithm of the original variables) 
Expert ID 𝜃 Remarks Number of points in lower tail 

Lower tail Upper tail 
1 3.03 Over-confident 0 2 

2 6.38 Over-confident 2 0 

3 14.67 Over-confident 2 0 

4 4.13 Over-confident 1 1 

5 10.66 Over-confident 2 0 

6 2.93 Over-confident 2 0 

7 5.09 Over-confident 2 0 
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Table 3.8: Estimated bias parameters for the Bi-Normal approach for the Space Debris study 
(based on the logarithm of the original variables) 

Expert ID Dataset (28 questions) Number of points in the tail 
𝜃𝑀 𝜃𝐿 𝜃𝑅 Left tail Right tail 

1 1.44 1.11 1.24 1 1 

2 1.07 8.55 2.38 1 1 

3 0.97 14.31 4.15 1 1 

4 1.20 6.89 3.10 1 1 

5 0.97 10.33 1.61 1 1 

6 0.98 3.17 1.21 1 1 

7 0.87 3.83 3.35 1 1 

 

Figure 3.9: Comparing the Normal and the Bi-Normal approaches for expert 1 in the Space 
Debris study 
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Figure 3.10: Comparing the Normal and the Bi-Normal approaches for expert 2 in the Space 
Debris study 

  

Figure 3.11: Comparing the Normal and the Bi-Normal approaches for expert 3 in the Space 
Debris study 
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Figure 3.12: Comparing the Normal and the Bi-Normal approaches for expert 4 in the Space 
Debris study 

  

Figure 3.13: Comparing the Normal and the Bi-Normal approaches for expert 5 in the Space 
Debris study 
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Figure 3.14: Comparing the Normal and the Bi-Normal approaches for expert 6 in the Space 
Debris study 

  

Figure 3.15: Comparing the Normal and the Bi-Normal approaches for expert 7 in the Space 
Debris study 
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3.4.3 Comparison of validity of the Normal and the Bi-Normal 

approaches: Hold-out analysis 
To conduct an out-of-sample (hold-out) analysis, the calibration questions (variables) 

in each of the two studies are divided randomly into two equal sized subsamples; one is the 

estimate sample and the other is the hold-out sample. For each expert, the parameters 𝜃𝑀, 𝜃𝐿 

and 𝜃𝑈 are estimated by the Bi-Normal method and 𝜃 by the Normal method for the estimate 

sample, and then the estimated parameters are used to adjust the probability assessments for 

the variables in the hold-out sample. Unbiased cumulative probabilities of realized values for 

the variables in the hold-out sample are also estimated using the estimated parameters from 

the estimate sample. A P-P plot is created for each expert and for each hold-out sample 

showing the plotting positions and unbiased probabilities. This process is repeated for 1000 

randomly generated samples for each of the two studies for each of the two methods (Normal, 

Bi-Normal) and for each of the experts.  

The quality of calibration is measured for a given P-P plot by calculating the root mean 

of squared errors (RMSEn) where errors are the deviations of the unbiased cumulative 

probability 𝐹𝑈(𝑥𝑗,𝑛
𝑇𝑟𝑢𝑒) from the corresponding plotting probability 𝐹(𝑗, 𝑛) for all realized 

values j = 1…J. I then calculate the average root mean square error (RMSE) by taking the 

square root of mean of all RMSEn where n indices over all hold-out samples and is 

mathematically written as follows.  

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑅𝑀𝑆𝐸 = √∑ 𝑅𝑀𝑆𝐸𝑛
1000
𝑛=1 1000⁄   

(3.8) 

Table 3.9 shows the average RMSE estimated from 1000 hold-out samples for both 

Normal and Bi-Normal approaches for the Thrmbld dataset for all experts. Table 3.9 also 

shows the average RMSE for the original (uncorrected) assessed distributions for the hold-out 

samples (column 2). The uncorrected RMSE can be compared with the corrected RMSE from 

the Normal and the Bi-Normal approaches to gauge the improvement in calibration resulting 

from each of the corrective approaches.  
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The Table 3.9 shows that the Bi-Normal approach improves the average RMSE of 

hold-out samples for all experts relative to both the original assessed (unadjusted) 

distributions and the Normal approach for the Thrmbld study. The Normal approach actually 

does worse for experts 4 and 6 compared to the original assessed distributions in terms of 

RMSE. The percentage reduction in RMSE in the Bi-Normal approach (relative to the 

assessed distribution) for different experts ranges between 14-72%, on average. The last 

column of Table 3.9 shows number of hold-out samples (out of 1000) for which the Bi-

Normal RMSE is lower than that of the Normal approach. I do a binomial test [76], assuming 

that number of “successes” is drawn from a binomial distribution with success being the Bi-

Normal approach performing better than the Normal approach. For the null hypothesis, the 

success probability is ½. I calculate the cumulative probability for the number of failures (i.e., 

number of samples for which the Normal approach performs better than the Bi-Normal 

approach). At a significance level of 0.01, the Bi-Normal approximation is significantly better 

than the Normal approach for all experts in this study. A similar test (not shown) 

demonstrates that the Bi-Normal approach is also significantly better than the original 

(uncorrected) distributions. The Normal approach improves the calibration of 4 out of 6 

experts compared to uncorrected distributions and is not significant at level of 0.001. The 

threshold for significance for 6 experts is 5. 

Similar to Table 3.9 for the Thrmbld study, Table 3.10 shows the RMSE results for the 

hold-out analysis of the Space debris study. I divide the 26 variables in the Space Debris 

study into two samples each with 13 variables. Even though the number of variables in the 

estimate sample is less than 20, I still apply the Normal and the Bi-Normal as follows. I 

estimate bias parameter for the Normal approach that puts 2 realized values outside the 90% 

adjusted confidence intervals. Similarly, I estimate the Bi-Normal approach bias parameters 

that put one variable in the left tail and one point in the right tail.  

For every expert in the Space Debris study, the Bi-Normal and Normal adjustments 

both perform significantly better than the original unadjusted expert elicitations. Also for this 

study, the Bi-Normal approach results in a significantly better RMSE than the Normal 
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approach for just three out of seven experts. For the remaining experts, there is no statistical 

difference in the RMSEs of the two approaches, and there is no expert for whom the Normal 

is significantly better than the Bi-Normal approach. This more ambiguous result might be 

because the number of variables (13) is too few to reliably estimate the three parameters 

needed by the Bi-Normal method, as opposed to the single parameter required in the Normal 

approach. Overall, based on Table 3.9 and Table 3.10, I can make an affirmative conclusion 

that the Bi-Normal corrective approach improves the calibration of the hold-out sample 

significantly and is also significantly better than the Normal approach, at least for the case 

where there are 24 questions for calibration (=48/2 in the Thrmbld dataset). 

Table 3.9: RMSE of unbiased cumulative probabilities from the Normal and the Bi-Normal 
approaches on hold-out sample for the Thrmbld study (n = 48) 

Expert 
ID 

RMSE % Reduction in RMSE 
from Uncorrected 

Number of hold-out 
samples with better 

RMSE from Bi-Normal 
(out of 1000) 

Uncorrected 
(Dataset) Normal Bi-Normal Normal Bi-Normal 

1 0.22 0.18 0.11 16% 49% 945 

2 0.20 0.20 0.13 -2% 35% 968 

3 0.28 0.26 0.13 8% 55% 985 

4 0.22 0.24 0.10 -9% 55% 978 

5 0.37 0.31 0.11 15% 70% 996 

6 0.15 0.15 0.11 1% 27% 928 

 

Table 3.10: RMSE of unbiased cumulative probabilities from the Normal and the Bi-Normal 
approaches on hold-out sample for the Space Debris study (n = 26) 

Expert 
ID 

RMSE % Reduction in RMSE 
from Uncorrected 

Number of hold-out 
samples with better 

RMSE from Bi-Normal 
(out of 1000) 

Uncorrected 
(Dataset) Normal Bi-Normal Normal Bi-Normal 

1 0.44 0.41 0.18 7% 59% 996 

2 0.30 0.18 0.18 39% 41% 520 

3 0.26 0.14 0.15 49% 42% 498 

4 0.33 0.27 0.18 17% 44% 887 

5 0.24 0.19 0.16 21% 33% 773 

6 0.19 0.15 0.16 20% 12% 507 

7 0.27 0.18 0.19 35% 30% 533 
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3.5 Conclusions and future research 
Over-precision bias is a robust phenomenon and there are many proposed approaches 

in the literature to limiting or eliminating the bias ex ante by modifying elicitation procedures 

[16], [78]. One general approach is modification of the elicitation protocol, such as providing 

calibration training to experts, deferring asking about the median in order to avoid anchoring, 

and motivating experts to consider a various range of scenarios. However, experimental 

evaluations show that the bias tends to stubbornly persist despite the use of these procedures. 

An alternative general approach is post-elicitation debiasing, such as the procedures proposed 

in this chapter. Of course, the general approaches can complement each other, and future 

research should assess the benefits of using both in tandem. At the very least, my correction 

procedures yield well-calibrated probabilities that are better than using poorly calibrated 

probabilities in analyzing real world decision problems [91].  

My method for post-assessment debiasing adjusts assessed confidence intervals based 

on the quality of calibration with respect to questions whose true answers are known. The 

method is based upon a model of the over-precision bias that is inspired by the anchor-and-

adjust heuristic. Two variants are proposed, one adopting the Normal distribution for the 

underlying unbiased distribution (in which a single spread parameter is calibrated) and a 

second using the Bi-Normal distribution, involving calibration of three parameters (one for 

the median and two for the spread on either side of the median). I correct for the over-

precision (or under-precision) bias by adjusting percentiles based upon mis-calibration of the 

assessed distributions with respect to questions with known answers. Probability-probability 

plots (P-P plots) are created to visualize the quality of the unbiased distributions relative to 

the original uncorrected assessments, and hold-out-based validation analysis is used to 

statistically compare the quality of fit from both estimation approaches.  

I applied my modeling approaches to two studies (Thrmbld and Space Debris) taken 

from Ref. [82]. The Thrmbld study has 48 seed variables, and six experts assessed 5th, 50th 

and 95th percentiles for all the seed variables. Our analysis showed that the Bi-Normal 
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approach significantly improves calibration relative to uncorrected distributions, and 

furthermore is significantly better than the Normal approach. Meanwhile, the Space Debris 

study has 26 seed variables and seven experts assessed 5th, 50th and 95th percentiles for its 

seed variables. The Bi-Normal approach corrects significantly better than the Normal for only 

three out of seven experts. This may be because is the small number of seed variables in the 

study; in the hold-out analysis, only half of the questions (13) could be used to calibrate the 

parameters, and those may be too few to estimate all three parameters of the Bi-Normal 

approach reliably.  

Even though the Bi-Normal approach seems to work better in correcting for the over-

confidence bias, further analysis based upon assessments in a variety of problem domains is 

desirable to gain more confidence in this conclusion. Skewed distributions other than the Bi-

Normal could also be tested see whether they better accommodate asymmetric distributions of 

the variables. Given my empirical results here, I suggest that approximately 25 seed variables 

or more be used in the dataset in order to realize the advantages of the Bi-Normal distribution. 

Two main assumptions go into the parameter estimations and the estimation of 

unbiased distributions. First the approaches assume an underlying distribution for the 

unbiased distributions and second that the bias parameters are same across all questions for a 

given expert. While these assumptions determine the validity of the correction approach, 

perhaps even more critical is the selection of seed questions, to ensure that that they are 

similar to the questions whose answers are unknown so that there can be confidence that the 

over-precision bias is of the same magnitude for both the questions with known answers and 

the actual uncertainties of interest in a risk analysis. 
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Chapter 4 Identification and correction of 

over-precision bias: The Multi-Parameter 

Bi-Normal approach 

 In this chapter I extend the Bi-Normal approach proposed in Chapter 3 on two fronts. 

First, is to allow the correction procedure to be applicable when few calibration questions are 

available for the expert. Second is to calibrate the overall distribution instead of just having 

perfectly calibrated tails. The motivation for this extended correction procedure is that the 

procedure of the previous chapter is only applicable if there are enough calibration questions 

to expect to observe two or more true values in the tails, which, for a 90% confidence 

interval, means that ~20 or more questions must be asked. However, many calibration 

exercises in the literature have asked appreciably fewer questions than that. Furthermore, 

even if a sufficient number of calibration questions are asked such that there are expected to 

be answers in the tail, the sample error in estimating the bias parameters may be still very 

high, because it is based on the estimated location of the 5% and 95% percentiles from the 

calibration. The procedure in this chapter instead estimates bias parameters by averaging over 

the values associated with each of the calibration data points and the associated percentiles, 

which I show appreciably improves the out-of-sample validity of the estimated bias 

parameters and adjusted probability distributions. 
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4.1 Introduction 
In the previous chapter, I described that the quality of assessed confidence intervals 

from an expert is measured using calibration. To summarize, calibration matches the values 

of stated frequencies with the observed frequencies. In the context of continuous variables, 

where uncertainty is assessed by eliciting confidence intervals, perfect calibration for assessed 

X% confidence intervals would mean that X% of the realized observations should fall in those 

confidence/credible intervals. Otherwise, the expert is mis-calibrated or poorly calibrated 

[25], [102], [103]. 

The over-precision bias, when it occurs, is a phenomenon that will be reflected in 

poorly calibrated assessed confidence intervals, experts/subjects tend to be over-confident 

about their knowledge about uncertain variables, and hence the assessed intervals tend to be 

too narrow and overly precise. The anchoring and adjustment heuristic is often blamed for 

this phenomenon. Because of the hypothesized tendency to under-adjust from the anchor (the 

median or mean) using this heuristic, the assessed intervals would tend to be too narrow, and 

more of the true values fall outside these confidence intervals than the expert intends, 

resulting in poor calibration. For a detailed explanation of over-precision bias including 

background, causes, and remedies proposed in the literature, please refer to Chapter 3 of this 

thesis, and Refs. [25], [29], [87], [104], [105], [106].  

I proposed the Normal and the Bi-Normal approaches for identification and correction 

approaches of over-precision bias in Chapter 3. Of these two approaches, the approach that 

particularly performed well in out-of-sample validation tests is the Bi-Normal approach. In 

the Bi-Normal approach, assessed median percentiles first are shifted such that the adjusted 

medians have 50% of the realized values on either side. Second, extreme percentiles (5th and 

95th percentiles in this case) are calibrated by systematically adjusting the assessed standard 

deviations such that there are 5% of the realized values below the adjusted 5th percentile and 

5% of the realized values above the 95th percentiles. The amount of shift needed for the 

median percentile and the expansion/shrinkage needed for the extreme percentiles measure 
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the extent of over-precision bias. Since the number of assessed calibration questions may not 

be a precise multiple of 20, an estimate for the 5% and 95% percentiles can be interpolated 

from standard plotting position calculations for the responses. However, as this approach 

estimates bias parameters by calibrating just extreme percentiles, it requires a large number of 

calibration questions (20 or more) to be able to estimate the over-precision bias parameters, 

and the approach is subject to sample error. In practice, one of the challenges that risk and 

decision analysts may face is that they may not have lot of calibration questions at their 

disposal. This limitation also made it difficult to apply the Bi-Normal approach on several 

studies in the Cooke dataset [82] with very few calibration questions. 

In this chapter, I overcome the question size limitation by relaxing the constraint that 

only the extreme percentiles (left and right tails of the distribution) need to be well calibrated. 

Instead of calibrating just the extreme percentiles and estimating the bias parameters, I 

calibrate several percentiles that can be implicitly calculated from the assessed percentiles. 

Then this would allow me to calibrate on any (and even all) percentiles obtained from the 

calibration responses and then obtain more reliable estimates of the bias parameters. The 

improved reliability of the estimates is demonstrated in this chapter by out-of-sample tests. 

The remainder of the chapter is organized as follows. First I introduce a modification of 

the Bi-Normal approach that I refer to as the Multi-Parameter Bi-Normal approach in Section 

4.2. Then I apply the new Multi-Parameter Bi-Normal approach on the previously analyzed 

studies namely the Space Debris and the Thrmbld and compare those with the results from the 

Bi-Normal approach in Section 4.3. That section also presents the results for two other 

calibration studies in the Cooke dataset [82] that have smaller numbers of questions. Then in 

Section 4.4 I discuss the conclusions and implications of this research. 

4.2 Multi-Parameter Bi-Normal approach 
As described above, the Multi-Parameter Bi-Normal approach is a modification of the 

Bi-Normal. Its purpose is to extend the method of Chapter 3 to situations where there are few 

calibration questions at disposal and to calibrate the overall distribution rather than just tails. 



 87 

In this section I first give a review of the Bi-Normal approach and then describe the 

modifications used to arrive at the Multi-Parameter Bi-Normal approach (Section 4.2.2). Then 

I describe a step-by-step process of the estimation procedure for the Multi-Parameter Bi-

Normal approach (Section 4.2.3), similar to estimation procedure used for the Bi-Normal 

approach in Chapter 3.  

4.2.1 Summary of the Bi-Normal approach 
The Bi-Normal approach assumes that the expert has answered J sets of calibration 

questions, one per uncertain variable, with responses including several fractiles (e.g., 5th, 50th 

and 95th percentiles). Each set of calibration question involves a single variable whose true 

value is known to the analyst, but is uncertain to the expert. The method further assumes that 

the underlying unbiased distributions are Bi-Normal. By “unbiased”, I mean that the 

distributions that would have been assessed had the expert been able to avoid over-precision 

bias. I define that the Bi-Normal distribution, which I believe is introduced for the first time 

in this thesis, consists of the concatenated halves of two Normal distributions with different 

standard deviations for the left and right halves around the median. In contrast to the two 

parameters that characterize the Normal distribution (i.e., mean/median and standard 

deviation), the Bi-Normal distribution has three parameters that need to be estimated, 

including one median and two standard deviations. The estimation procedure for the Bi-

Normal is summarized below in three steps. 

Step 1: First the 50th percentiles of the unbiased Bi-Normal distributions are estimated 

by multiplying the assessed 50th percentiles for the calibration questions by a scale parameter 

𝜃𝑀 such that exactly half of the true values fall on either side of the unbiased 50th percentiles. 

𝑥𝑗
𝑈,0.5 = 𝜃𝑀𝑥𝑗

𝑅,0.5  (4.1) 

If J is odd, then I start at 𝜃𝑀 = 1 and increase/decrease in steps of 0.0001 until the 

median value of 𝑥𝑗
𝑈,0.5 − 𝑥𝑗

𝑇𝑟𝑢𝑒 for j in J is zero. If J is even, I start at 𝜃𝑀 = 1 

increase/decrease in steps of 0.0001 until there are J/2 adjusted 50th percentiles that are 

strictly below their true values and J/2 adjusted 50th percentiles that are strictly above their 
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true values. If such a procedure could yield multiple estimates of 𝜃𝑀, I choose the value, 

which is closest to 1.0 as it minimizes the adjustment needed to estimate unbiased 50th 

percentiles. 

Step 2: Next, I estimate the left spread parameter and the adjusted 5th percentiles. To 

accomplish this, I first calculate the assessed left standard deviations for the calibration 

questions (or the standard deviations implied by the assessed percentiles) and multiply by a 

spread parameter 𝜃𝐿 such that exactly 5% of the true values occur below the adjusted 5th 

percentiles. Left standard deviations (𝜎𝑗𝑅) are calculated as follows: 

𝜎𝐿,𝑗
𝑅 = (𝑥𝑗

𝑅,0.5 − 𝑥𝑗
𝑅,0.05)/1.64. (4.2) 

Adjusted 5th percentiles are calculated as follows: 

𝑥𝑗
𝑈,0.05 = 𝑥𝑗

𝑈,0.5 − 1.64 ∗ 𝜃𝐿𝜎𝐿,𝑗
𝑅 . (4.3) 

I determine the number of calibration questions that should have their realized values below 

their adjusted 5th percentiles in comparison to a hypothetical perfectly calibrated judge 

defined in Section 3.3.3. If multiple values of 𝜃𝐿 can achieve the desired level of calibration 

in the adjusted 5th percentiles, I choose the one that is closest to 1. 

Step 3: Next, I apply a similar procedure in which the assessed right standard 

deviations are multiplied by another spread parameter 𝜃𝑅 such that resulting unbiased 95th 

percentiles have exactly 5% of the true values falling above the debiased 95th percentiles.  

The estimated bias parameters from the calibration questions for which true values are 

known are applied to the other assessment questions for which true values are unknown and 

which we wish to debias using eqs (4.1) and (4.3). Next, I introduce the modifications made 

to the Bi-Normal approach to enable it to be applied to data sets with few calibration 

questions, and describe the resulting Multi-Parameter Bi-Normal approach. 

4.2.2 Modification of the Bi-Normal approach to obtain the 

Multi-Parameter Bi-Normal approach 
 In the approach just summarized above for estimating the debiased Bi-Normal 

distributions, I consider number of calibration questions I have, and then adjust the assessed 
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5th and 95th percentiles until I have just the right number of points in the tails (determined in 

comparison to perfectly calibrated judge). But consider the following for the Bi-Normal: 

Because I assume half of a Normal distribution on each side, I actually can calibrate on any 

percentile, as these percentiles are implicitly available from the assessed distributions. For 

instance, suppose we have a study with only 10 points. We can calibrate the assessed 50th 

percentiles by multiplying that percentile by 𝜃𝑀 such that there are 5 true values strictly 

below the adjusted 50th percentiles and 5 true values strictly above as described in the Bi-

Normal approach.  

Next estimate the left spread parameter of the Bi-Normal approach (𝜃𝐿) by adjusting 

the assessed 10th percentiles (implicitly available) and estimate the unbiased 10th percentiles.22 

Because our left half of the distribution is Normal, we can calculate the assessed 10th 

percentile (𝑥𝑗
𝑅,0.1) for a question j using 

𝑥𝑗
𝑅,0.1 = 𝑥𝑗

𝑈,0.5 − 1.28𝜎𝐿,𝑗
𝑅  (4.4) 

based on the location of that percentile for a standard normal distribution and assessed left 

standard deviation (𝜎𝐿,𝑗𝑅 ) is calculated using eq. (4.2). Now find 𝜃𝐿 so that the adjusted 10th 

percentiles i.e., 𝑥𝑗
𝑈,0.5 − 1.28𝜃𝐿𝜎𝐿,𝑗

𝑅  are well calibrated as described in Step 2 of Section 4.2.1. 

Call the estimated 𝜃𝐿 as 𝜃𝐿0.1. Now repeat the step to find 𝜃𝐿0.2, 𝜃𝐿0.3, and 𝜃𝐿0.4, based on the 

locations of the other three points to the left of the median. I’ve left out the median because I 

have already taken care of it with the bias parameter 𝜃𝑀.  

At the end of the process, I have four estimates of 𝜃𝐿: 𝜃𝐿0.1, 𝜃𝐿0.2, 𝜃𝐿0.3, and 𝜃𝐿0.4. Now I 

can combine these estimates by taking a simple average or median or in any other way. I can 

then apply a similar process to 𝜃𝑅 to get estimates 𝜃𝑅0.6, 𝜃𝑅0.7, 𝜃𝑅0.8, and 𝜃𝑅0.9. After combining 

the multiple estimates, we end up with a single estimate of 𝜃𝐿 and another for 𝜃𝑅 that are 

based on a more comprehensive use of the data than what was done for the Bi-Normal 

approach, and which can be expected to have lower sample error. Later in this chapter, I use 

                                                      
22 To demonstrate using a simple example I choose the 10th percentile. In the actual estimation procedure 

of the multi-parameter approach described in the next section, I choose the percentiles corresponding to the 
plotting position formula for J questions. 
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an out-of-sample test to show that the resulting estimates are better than those from Chapter 

3’s procedure.  

Besides lessening sample error in the estimates of the parameters, the other main 

advantage of this process is that it could be applied to any size dataset. Suppose we have 15 

points, I can then get 7 estimates each for 𝜃𝐿 and 𝜃𝑅. In the next section, I describe the precise 

implementation of this procedure for a sample expert. 

4.2.3 Multi-Parameter Bi-Normal estimation approach  
In this section I describe step-by-step process to implement the Multi-Parameter Bi-

Normal approach. I describe by applying it on the expert’s assessments described in Table 3.1 

As a first step, estimate the location parameter and the unbiased 50th percentiles as explained 

in the Bi-Normal estimation procedure. If the number of calibration questions (J) is even, then 

assessed 50th percentiles are multiplied by 𝜃𝑀 such that for J/2 calibration questions true 

values are strictly below their adjusted 50th percentiles and for the remaining J/2 calibration 

questions the true values are strictly above their adjusted 50th percentiles. A simple way to 

understand this correction approach is as follows: Calculate the difference (𝑑𝑗) between the 

assessed 50th percentiles and its true value for all calibration questions j in set J. If half the 

values (J/2) in 𝑑𝑗 series are strictly less than zero and remaining half of them are strictly 

greater than zero then the assessed 50th percentiles are perfectly calibrated and I don’t adjust 

them. However, if the assessed 50th percentiles are not calibrated, they are multiplied by 𝜃𝑀 

and new difference (𝑑𝑗′) is calculated as below: 

𝑑𝑗
′ = 𝜃𝑀𝑥𝑗

𝑅,0.5 − 𝑥𝑗
𝑇𝑟𝑢𝑒  ∀𝑗 ∈ 𝐽. (4.5) 

I start at 𝜃𝑀 = 1 and adjust in steps of 0.0001 until they half the values in the 𝑑𝑗′ series are 

strictly less than zero and remaining half are strictly greater than zero. If the number of 

calibration questions (J) is odd, I adjust 𝜃𝑀 until the median of 𝑑𝑗′ series is exactly equal to 

zero. If multiples solutions of 𝜃𝑀 satisfy this calibration condition, I choose the one closest to 

one using the rationale explained earlier. Next the unbiased 50th percentiles can be estimated 

using eq. (4.1). For the expert in Table 3.1, there are 26 calibration questions and is also not 
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well calibrated. The location parameter is estimated as explained above and 𝜃𝑀 = 1.066 puts 

13 unbiased 50th percentiles strictly above their true values and remaining 13 strictly below 

their true values. 

In the next step, I calculate the left standard deviation (𝜎𝐿,𝑗𝑅 ) using the assessed 5th and 

50th percentiles by using the eq. (4.2). With an assessed left standard deviation and the 

unbiased 50th percentiles, I can calculate any pth fractile less than 0.5 by using the inverse 

function of the Normal distribution 𝐹−1(𝑝, 𝑥𝑗
𝑈,0.5, 𝜎𝐿,𝑗

𝑅 ). Specifically, I choose fractiles 

corresponding to the first 𝐽
2
− 1 plotting probabilities as per the formula (3.5).23 I can then 

calibrate each of the newly calculated fractiles and estimate multiple spread parameters.  

If the implicitly calculated 𝐹−1(𝑝, 𝑥𝑗
𝑈,0.5, 𝜎𝐿,𝑗

𝑅 ) fractiles are not well calibrated, they can 

be adjusted as follows: 

 Step 1: Calculate the cumulative probabilities of true values from the assessed standard 

deviations (𝜎𝐿,𝑗𝑅 ) and the adjusted 50th percentiles (𝑥𝑗
𝑈,0.5).  

 Step2: Sort the cumulative probabilities from Step 1 in ascending order. Now rank the 

calibration questions based on their position in the ascending order. The question with 

the smallest cumulative probability gets rank 1 and the one with the highest gets rank J. 

Now the left standard deviation is multiplied by the left spread parameter to estimate the 

unbiased fractiles. The left spread parameter (𝜃𝐿
𝑝) for pth fractiles is calculated as follows: 

𝜃𝐿
𝑝
=

(𝑥𝑗
𝑇𝑟𝑢𝑒−𝜃𝑀𝑥𝑗

𝑅,0.5)

𝜎𝐿,𝑗
𝑅 𝐹−1(𝑝)

  
(4.6) 

where j refers to the calibration question with rank j. The rank j and the probability p are 

connected to each other as specified by the plotting position formula (3.5). The idea behind 

this equation is to expand/shrink the standard deviation originally inferred from the elicited 

distribution by an amount such that the calibration question with rank j has the same 

cumulative probability as the plotting position probability for that question’s true value. 

                                                      
23 I choose first J/2 -1 plotting probabilities if J is even and (J-1)/2 plotting probabilities if J is odd. 
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For an expert who answered 26 questions, the first 12 plotting probabilities are {0.02, 

0.06, 0.1, 0.14, 0.18, 0.21, 0.25, 0.29, 0.33, 0.37, 0.4, 0.44}. Using the inverse Normal 

function, I calculate fractiles for all 12 plotting probabilities and for all questions. For a 

specific fractile, say 0.02, corresponding left spread parameter is calculated as follows: 

𝜃𝐿
0.02 =

(𝑥1
𝑇𝑟𝑢𝑒−𝜃𝑀𝑥1

𝑅,0.5)

𝜎𝐿,𝑗
𝑅 𝐹−1(0.02)

  (4.7) 

I use the rank 1 in the above equation because the 0.02 probability (plotting position) 

corresponds to the first question. Now repeat the same process on questions with rank j = 2 to 

12 and estimate multiple left spread parameters (𝜃𝐿
𝑝). Multiple estimates 𝜃𝐿

𝑝 can then be 

combined to single left spread parameter 𝜃𝐿 by simple averaging or using the median.24  

Next, I apply the same procedure described above on 95th percentiles and estimate the 

right spread parameter.  

In the next section I describe the results obtained by applying the estimation procedure 

to several studies from Cooke dataset [82] and also compare them with the results from the 

Bi-Normal approach of Chapter 3. I further validate the approach using hold-out analysis. 

4.3 Results 
One of the limitations I faced with the Bi-Normal approach is that I could not apply it 

to the 28 studies out of 30 studies that are available to me in the Cooke dataset [82] that had 

well below 20 calibration questions, because of the need to identify the 5% and 95% 

percentiles in that approach. The Multi-Parameter Bi-Normal approach described in Section 

4.2 removes this limitation. So, I apply the Multi-Parameter Bi-Normal approach not only to 

the Space Debris and the Thrmbld studies (which have 26 and 48 questions, respectively) but 

also to two other studies in the Cooke dataset that have fewer questions. In particular, I 

choose the Eunrcdd and the OpRiskBank studies which have 14 and 16 calibration questions 

respectively. Those studies involved 8 and 10 experts apiece, and so the estimation 

procedures are applied 8 and 10 times, respectively. I choose these two particular studies 

                                                      
24 I use simple average to combine the multiple estimates when I apply the method on several studies 

from the Cooke dataset [82]. While other approaches can be applied and tested I don’t test them here. 
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because I can also apply the out-sample validation procedure. The remainder of this section is 

organized as follows. I compare the in-sample results of the Bi-Normal and Multi-Parameter 

Bi-Normal procedures for the Space Debris and the Thrmbld studies in Section 4.3.1 and use 

out-of-sample simulation to evaluate the significance of the improvement in overall 

calibration and tail calibration from these two approaches. I then describe the results of 

applying the Multi-Parameter Bi-Normal to two other studies in Cooke dataset in Section 

4.3.2. I then present the out-of-sample simulation results on these two studies to validate the 

Multi-Parameter Bi-Normal approach in Section 4.3.3. 

4.3.1 Comparison of the Bi-Normal and the Multi-Parameter Bi-

Normal results: The Space Debris and the Thrmbld studies 
In this section, I first compare the results from the Bi-Normal and the Multi-Parameter 

Bi-Normal for the Space Debris study in the Cooke data set [82], and then present the same 

results for the Thrmbld study. The main difference between the two estimation procedures is 

in the estimation of spread parameters 𝜃𝐿 and 𝜃𝑅. While the Bi-Normal approach estimates 

the parameters just by calibrating extreme fractiles, the Multi-Parameter Bi-Normal estimates 

by taking the average on the multiple values obtained by calibrating multiple fractiles, as 

explained in Section 4.2.3. I hypothesize that the Bi-Normal distribution will perform as well 

or better than the Multi-Parameter Bi-Normal with the tails of the distribution, while the 

Multi-Parameter Bi-Normal will perform better on the overall distribution as measured by the 

deviation of the cumulative probabilities of the true values from their plotting position 

probabilities. 

4.3.1.1 Comparison of in-sample results for the Space Debris study 
The Space Debris study as described in the previous chapter has 26 calibration 

questions and 7 experts made assessed 5th, 50th and 95th percentiles for all questions [82]. 

Table 4.1 shows the estimated bias parameters, RMSE of the true values and finally number 
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of true values in the tails of the unbiased distributions from the Bi-Normal approach.25 The 

results in Table 4.1 are already presented in Table 3.8, and are repeated here for reader’s 

convenience. The same set of results is also shown for the Multi-Parameter Bi-Normal 

approach in Table 4.2. 

As constrained by the estimation procedure, the Bi-Normal approach places exactly 

one point in each tail of the unbiased distributions, but the Multi-Parameter Bi-Normal, in 

general, can distribute the points in the tails unequally. Thus, by definition, the Bi-Normal 

approach of Chapter 3 most closely matches the tails, at least for an in-sample test. Later (in 

Section 4.3.1.3), I evaluate whether the Bi-Normal method does better for an out-of-sample 

test. 

However, the RMSE and % reduction in RMSE values in Tables 4.1 and 4.2 suggest 

that the Multi-Parameter Bi-Normal approach improves the calibration for the overall 

distribution better than the Bi-Normal. This can be explained by the fact that the estimation 

procedure for the Multi-Parameter Bi-Normal spread parameters uses an average of spread 

parameters obtained from calibrating several percentiles. The RMSE from the Multi-

Parameter Bi-Normal is lower than from the Bi-Normal approach for 6 experts and worse for 

one expert. I use one tailed non-parametric binomial test to test the significance that 6 out of 7 

experts have lower RMSEs for the Multi-Parameter method. This test calculates the 

probability of observing 6 or more experts having better RMSEs from the Multi-Parameter 

Bi-Normal approach, with the null hypothesis that both methods perform equally well as 

0.0625 [76]. This supports the hypothesis that the Bi-Normal would perform worse in terms 

of the overall RMSE. Similarly, one-sided binomial tests show that both the Bi-Normal and 

Multi-parameter Bi-Normal are better than the uncorrected distribution at a p-value of 0.008. 

The same conclusion can also be arrived visually by examining the plotting position 

plots for experts 1 through 7 in Figures 4.1 to 4.7. By definition, the P-P plots of the Bi-

                                                      
25 RMSE is defined the root of mean of squared deviations of the cumulative probabilities of the true 

values from their plotting positions. Cumulative probabilities are estimated from the mean and standard deviation 
and are obtained either from the original assessments or from the unbiased distributions. Please refer to the Section 
3.3.4 for the RMSE formula. 
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Normal approach intersect the 45o line at the extreme points (0.5 and 0.95) and the median 

but otherwise do not follow the perfect calibration line closely. However, the Multi-Parameter 

Bi-Normal follows the perfect calibration line much closely and it intersects the perfect 

calibration line at the median and several other percentiles for most experts. It’s also 

interesting to see that the improvement in RMSE from both correct approaches is in the range 

of 65-88% for the Multi-Parameter approach as shown in Tables 4.1 and 4.2. Table 4.2 also 

shows the percentage improvement in RMSE of the Multi-Parameter Bi-Normal relative to 

the Bi-Normal and is in the range of -12% to 51% with an average RMSE improvement equal 

to 29%. 

Table 4.1: Estimated bias parameters and RMSE from the Bi-Normal approach for the Space 
Debris study (n = 26) (based on the logarithm of the original variables) 

Expert 
ID 

Estimated parameters RMSE % Reduction in RMSE 
relative to the uncorrected 

distribution 

Number of 
points in the tails 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Uncorrected 
(Dataset) 

Bi-
Normal 

Left 
tail 

Right 
tail 

1 1.444 1.111 1.234 0.366 0.103 72% 1 1 

2 1.066 8.567 2.375 0.270 0.060 78% 1 1 

3 0.974 14.306 4.151 0.253 0.030 88% 1 1 

4 1.205 6.901 3.096 0.142 0.072 49% 1 1 

5 0.966 10.327 1.615 0.227 0.077 66% 1 1 

6 0.977 3.166 1.224 0.149 0.082 45% 1 1 

7 0.873 3.834 3.353 0.267 0.066 75% 1 1 
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Table 4.2: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 
approach for the Space Debris study (n = 26) (based on the logarithm of the original 

variables) 

Expert 
ID 

Estimated parameters RMSE 
% Reduction from the Multi-
Parameter Bi-Normal RMSE 

relative to the 

Number of 
points in the 

tails 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Uncorrected 
(Dataset) 

Multi 
parameter 
Bi-Normal 

Uncorrected 
distribution 

Bi-Normal 
distribution 

Left 
tail 

Right 
tail 

1 1.444 1.032 2.581 0.366 0.066 82% 36% 2 0 

2 1.066 6.251 2.358 0.270 0.047 83% 22% 3 1 

3 0.974 15.578 3.691 0.253 0.033 87% -12% 1 2 

4 1.205 9.161 4.550 0.142 0.036 75% 51% 1 0 

5 0.966 10.245 2.848 0.227 0.039 83% 50% 2 0 

6 0.977 3.150 2.137 0.149 0.053 65% 36% 2 0 

7 0.873 3.786 5.237 0.267 0.053 80% 20% 2 0 

 
Figure 4.1: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 1 in the Space Debris study 
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Figure 4.2: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 2 in the Space Debris study 

 

Figure 4.3: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 3 in the Space Debris study 
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Figure 4.4: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 4 in the Space Debris study 

 

 

Figure 4.5: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 5 in the Space Debris study 
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Figure 4.6: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 6 in the Space Debris study 

 

Figure 4.7: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 7 in the Space Debris study 
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4.3.1.2 Comparison of in-sample results for the Thrmbld study 
In this section, I compare results of the Bi-Normal and the Multi-Parameter Bi-Normal 

for the Thrmbld study. It has 48 calibration questions and assessments from 6 experts for all 

questions. Table 4.3 shows the estimated bias parameters and RMSE of the true values and 

the number of points in the tails from the Bi-Normal approach and same results for the Multi-

Parameter Bi-Normal approach are shown in Table 4.4 for all experts. The in-sample RMSE 

for the Multi-Parameter Bi-Normal correction procedure is lower than for the Bi-Normal for 

all six experts in the study. The one sided non-parametric binomial test gives the probability 

of observing 6 out of 6 experts to perform better using the Multi-Parameter Bi-Normal 

approach as 0.016. This supports the hypothesis that the Multi-Parameter Bi-Normal performs 

better in terms of the overall RMSE relative to the Bi-Normal. The RMSE for all 6 experts is 

lower from the correction procedures compared to the uncorrected and one-sided binomial 

test gives a p-value of 0.016. 

The tails are better calibrated (in sample) for the Bi-Normal approach, by definition, 

compared to Multi-Parameter Bi-Normal. Finally, Figures 4.8 to 4.13 also strongly suggest 

that the Multi-Parameter approach follows the perfect calibration line more closely than the 

Bi-Normal. The RMSE improvement for the Multi-Parameter Bi-Normal relative to the Bi-

Normal is in the range of 4-53% with an average RMSE improvement equal to 28%.  
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Table 4.3: Estimated bias parameters and RMSE from the Bi-Normal approach for the 
Thrmbld study (n = 48) 

Expert 
ID 

Estimated parameters RMSE % Reduction in RMSE 
relative to uncorrected 

distribution 

Number of points 
in the tails 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Uncorrected 
(Dataset) 

Bi-
Normal 

Left 
tail 

Right 
tail 

1 0.988 1.174 1.215 0.210 0.071 66% 2 2 

2 0.994 0.956 0.884 0.172 0.089 48% 2 2 

3 0.970 0.557 1.101 0.307 0.068 78% 2 2 

4 0.984 0.534 0.225 0.260 0.050 81% 2 2 

5 0.980 0.943 1.000 0.365 0.046 87% 2 2 

6 0.995 1.269 1.036 0.140 0.069 51% 2 2 

 

Table 4.4: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 
approach for the Thrmbld study (n = 48) 

Expert 
ID 

Estimated parameters RMSE 
% Reduction from the Multi-
Parameter Bi-Normal RMSE 

relative to the 

Number of 
points in the 

tails 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Uncorrected 
(Dataset) 

Multi 
parameter 
Bi-Normal 

Uncorrected 
distribution 

Bi-Normal 
distribution 

Left 
tail 

Right 
tail 

1 0.988 1.582 0.862 0.210 0.050 76% 30% 2 7 

2 0.994 1.249 0.455 0.172 0.042 76% 53% 0 3 

3 0.970 0.751 1.570 0.307 0.044 86% 35% 0 0 

4 0.984 0.302 0.243 0.260 0.045 83% 11% 7 2 

5 0.980 1.207 1.082 0.365 0.044 88% 4% 0 2 

6 0.995 0.920 0.680 0.140 0.045 68% 34% 8 3 
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Figure 4.8: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 1 in the Thrmbld study 

 

Figure 4.9: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 2 in the Thrmbld study 
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Figure 4.10: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 3 in the Thrmbld study 

 

 
Figure 4.11: Cumulative probabilities of true values estimated from the Bi-Normal and the 

Multi-Parameter Bi-Normal approaches for expert 4 in the Thrmbld study 
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Figure 4.12: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 5 in the Thrmbld study 

 

Figure 4.13: Cumulative probabilities of true values estimated from the Bi-Normal and the 
Multi-Parameter Bi-Normal approaches for expert 6 in the Thrmbld study 
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4.3.1.3 Comparison of the Bi-Normal and the Multi-Parameter Bi-Normal 

approaches using hold-out analysis: The Thrmbld and the Space 

Debris studies  
The in-sample results for the Thrmbld and the Space Debris studies support the 

hypothesis that the Bi-Normal would perform well for the tails, while the Multi-Parameter Bi-

Normal performs well in terms of overall calibration. In order further test this hypothesis, I 

ran an out-of-sample validation test. In this test, I sample half of the questions in random from 

the full set of questions and call it the estimate sample and the remaining questions are used 

as the hold-out sample. I implement the correction approach (the Bi-Normal or the Multi-

Parameter Bi-Normal) on the estimate sample and obtain estimates of the bias parameters. I 

use these parameters to debias the hold-out sample. For instance, hold-out sample’s debiased 

50th percentiles are estimated when its originally assessed 50th percentiles are multiplied by 

the location bias parameter estimated from the estimate sample. Sampling the estimate and 

the hold-out samples, applying the correction approaches to estimate bias parameters and 

reapplying them on hold-out sample and debiasing them is one simulation run. I made 1000 

such runs on both studies for all experts and calculated three indices of accuracy: 

Index 1: The number of hold-out samples with lower calibration error in the tails 

debiased using the Bi-Normal approach compared to the Multi-Parameter Bi-Normal. 

The calibration error of tails is defined as sum of the squared difference between the 

number of true values that occur in the 5% and 95% tails from the expected number 

(this should be 1/40 of the sample size in each tail, in expectation).26  

Index 2: The number of hold-out samples for which the RMSE of the Multi-Parameter 

Bi-Normal is better than the Bi-Normal. RMSE is the root mean squared error and 

errors are the difference between the cumulative probabilities of the true value and their 

plotting positions. 

Index 3: The overall RMSE for 1000 runs, that is the average of the RMSEs of the 

individual runs. 
                                                      
26 If the sample size is n points, then the estimate sample has n/2 points. Number of points below the 5th 

percentiles for the hold-out sample is (1/20)*(n/2) = n/40. 
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Index 1 tests for the improvement in the calibration of tails, while indices 2 and 3 

measure the improvement in the calibration of overall distribution. First I present the results 

for the Thrmbld study and then for the Space Debris study. 

For the first index, perfect calibration of the tails would yield 1.2 true values in each 

tail in expectation, as there are 24 questions in the hold-out sample (48 questions in the 

complete sample). After estimating the parameters from the estimate sample by each 

procedure, I use those parameters on the hold-out sample and calculate the number of points 

in each of the tails. Then I calculate calibration error defined as the squared distance between 

the perfect calibration (1.2 in each case) and number of points. I then estimate the number of 

hold-out samples (over 1000 samples) with lower calibration error from the Bi-Normal 

relative to the Multi-Parameter Bi-Normal. Table 4.5 shows the number of hold-out samples 

with better calibration error in tails from the Bi-Normal relative to the Multi-Parameter Bi-

Normal. The binomial test for each expert gives a p-value less than 0.001 showing that the Bi-

Normal calibrates the tails better compared to the Multi-Parameter Bi-Normal. 

Turning to the second index, the same test shows that the Multi-Parameter improves 

overall calibration supporting the in-sample results. Table 4.6 shows the overall RMSE for 

the hold-out samples from the uncorrected and debiased distributions. Both the approaches 

(Bi-Normal and Multi-Parameter) significantly improve the overall RMSE relative to the 

uncorrected distribution for each of the six experts. Thus, for each method, the binomial test 

gives a p-value of 0.008 (probability of 6 out of 6, using a null hypothesis probability of 0.5). 

For only two out of six experts, the overall RMSE (index 3) from the Multi-Parameter Bi-

Normal is lower relative to the Bi-Normal. The binomial test for improvement in 2 or more 

out of 6 experts has p-value greater than 0.05 and we cannot accept the hypothesis that one 

approach is better compared to in terms of improving the overall calibration. 
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Table 4.5: Hold-out analysis results for the Thrmbld study 

Expert 
ID 

Number of hold-out samples (out of 1000) with better 
RMSE using the 

Bi-Normal relative 
to Uncorrected 

RMSE using the Multi-
Parameter Bi-Normal 

relative to Uncorrected 

RMSE using the Multi-
Parameter Bi-Normal 

relative to the Bi-Normal 

Calibration error in tails 
From the Bi-Normal 

relative to Uncorrected 
1 954 926 443 764 

2 939 911 693 729 

3 996 992 743 658 

4 998 998 342 833 

5 1000 999 407 769 

6 890 819 521 898 

 

Table 4.6: RMSE of the hold-out samples for the uncorrected and debiased distributions for 
the Thrmbld study 

Expert 
ID 

Overall RMSE of 1000 hold-out samples % Reduction in RMSE relative to the 
Uncorrected 

Uncorrected Bi-
Normal 

Multi-Parameter Bi-
Normal Bi-Normal Multi-Parameter Bi-Normal 

1 0.217 0.111 0.119 49% 45% 

2 0.180 0.130 0.116 28% 36% 

3 0.310 0.126 0.116 59% 63% 

4 0.261 0.095 0.109 64% 58% 

5 0.367 0.109 0.113 70% 69% 

6 0.150 0.111 0.117 26% 22% 

 
The same hold-out analysis procedure is also applied to the Space Debris study to 

compare the two debiasing approaches. However the comparison to test the improvement in 

the calibration of the tails is not meaningful. This is because the hold-out sample has only 13 

points and the Bi-Normal estimation procedure calibrates the tails until both left and right 

tails each have one point even though in expectation only 0.05*13 < 1 point should be in each 

tail. On the contrary, the Multi-Parameter spread parameters don’t have such constraints on 

them. Because the Bi-Normal method is not meaningful to apply with such small number of 

questions, I don’t expect the Bi-Normal to perform better for either the overall calibration or 

the tail calibration. However for the completeness of the analysis I present the comparison 

results in Tables 4.7 and 4.8. 

We can see in Table 4.8 that the Multi-Parameter Bi-Normal improves RMSE for all 7 

experts relative to the Bi-Normal and the uncorrected distributions. The one-sided binomial 



 108 

test that 7 or more experts show an improvement in RMSE gives a p-value of 0.008, which is 

statistically significant. As explained above, the Bi-Normal improves overall RMSE relative 

to uncorrected for just 5 out 7 experts and also doesn’t have lower calibration error in the 

tails. The poor improvement in RMSE for experts 4 and 6 for both correction procedures can 

be attributed to the fact that these experts already have low RMSE for the originally assessed 

distributions. 

 The result that the Bi-Normal is better at calibrating tails when a large number of 

calibration questions are available (as seen in the Thrmbld study), and the Multi-Parameter 

Bi-Normal is better at improving calibration of the overall distribution for the studies with a 

small set of questions (as seen in the Space Debris study) is interesting, and have implications 

when deciding between models for debiasing expert assessed confidence intervals. I discuss 

those implications and along with conclusions in Section 4.4. 

Table 4.7: Hold-out analysis results for the Space Debris study 

Expert 
ID 

Number of hold-out samples (out of 1000) with better 
RMSE using the 

Bi-Normal relative 
to Uncorrected 

RMSE using the Multi-
Parameter Bi-Normal 

relative to Uncorrected 

RMSE using the Multi-
Parameter Bi-Normal 

relative to the Bi-Normal 

Calibration error in tails 
From the Bi-Normal 

relative to Uncorrected 
1 977 982 841 428 

2 959 983 782 476 

3 855 924 763 381 

4 511 760 872 316 

5 839 929 823 359 

6 586 800 875 348 

7 977 982 841 428 
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Table 4.8: RMSE of the hold-out samples for the uncorrected and debiased distributions for 
the Space Debris study (based on the logarithm of the original variables) 

Expert 
ID 

Overall RMSE of 1000 hold-out samples % Reduction in RMSE relative to the 
Uncorrected 

Uncorrected Bi-
Normal 

Multi-Parameter Bi-
Normal Bi-Normal Multi-Parameter Bi-Normal 

1 0.371 0.175 0.149 53% 60% 

2 0.286 0.179 0.149 37% 48% 

3 0.270 0.165 0.143 39% 47% 

4 0.167 0.180 0.145 -8% 13% 

5 0.246 0.173 0.145 30% 41% 

6 0.178 0.180 0.150 -1% 16% 

7 0.279 0.184 0.146 34% 48% 

 

4.3.2 Multi-Parameter Bi-Normal on the Eunrcdd and the 

OpRiskBank studies 
In this section, I apply the Multi-Parameter Bi-Normal on the Eunrcdd and the 

OpRiskBank studies in the Cooke dataset [82]. First I describe the in-sample results and then 

present the out-of-sample results. 

4.3.2.1 In-Sample results for the Eunrcdd study 
The Eunrcdd study contains measurements of deposition speeds (per species, wind 

speed, particle diameter and surface) of various chemicals as a part of the EU-USNRC study 

[54]. This study has 14 questions and was answered by 8 experts who assessed 5th, 50th and 

95th percentiles. Table 4.9 shows number of true values that fall below assessed 5th, 50th, 95 

percentiles as well as inside the assessed 90% confidence intervals. Four out of 8 experts in 

this dataset have far less than 90% of the true values in their 90% confidence intervals and are 

grossly overconfident. It’s also interesting that the experts 3, 4 and 7 gave very wide 

confidence intervals and are under-confident. It’s also interesting that for most experts most 

of the realized values fall between 50th and 95th percentiles. 

Table 4.10 shows the RMSE of the true values compared to perfect calibration (45o line 

in a P-P plot) using the assessed distributions and unbiased distributions from the Multi-

Parameter Bi-Normal approach. It also shows the estimated parameters and number of true 
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values in the tails of the unbiased distributions. As seen in columns 2 and 3 of Table 4.9, 

except for experts 2 and 6 more than 85% of the realized values fall above the assessed 50th 

percentiles. This means for all these experts, the debiasing procedure shifts their assessed 50th 

percentiles to their right by multiplying by a shift parameter 𝜃𝑀 that is greater than one, as 

seen in column 2 of Table 4.10. Spread parameters 𝜃𝐿 and 𝜃𝑅 indicate the level of adjustment 

needed for the left and right standard deviations. If both values are greater than one, then both 

left and right standard deviations are expanded to improve the calibration. As seen in Table 

4.10 for the overconfident experts (experts 1,5,6,8), both the left and right standard deviations 

are stretched to improve the calibration. Also, the right-most two columns in this table show 

improvements in the calibration of tails, as there are one or two true values that fall outside 

the unbiased 90% confidence intervals. The improvement in tails can be seen for both the 

under-confident and the over-confident experts.  

There is at least 50% improvement in the RMSE from the correction approach for all 

experts. Using a binomial test that 8 out 8 experts have improvement in RMSE gives a p-

value less than 0.001 showing that the improvement is statistically significant. Cumulative 

probabilities of true values from the correction procedure are plotted against their plotting 

positions and are shown in Appendix II. As an example, I show a P-P plot for expert 1 in 

Figure 4.14. It’s clearly visible that the corrected probabilities of true values follow the 

perfect calibration line very closely compared to the uncorrected probabilities. I further 

validate the in-sample improvement by using an out-of-sample test described in Section 4.3.3. 
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Table 4.9: Number/percentage of true values below assessed 5th, 50th and 95th percentiles 
for each expert in the Eunrcdd study (n = 14) 

Expert 
ID 

Below 5th 

percentile 
Below 50th 
percentile 

Above 50th 
percentile 

Above 95th 
percentile 

Between 5th and 95th 
percentile 

1 0 (0%) 1 (7%) 13 (93%) 6 (43%) 8 (57%) 

2 1 (7%) 9 (64%) 5 (36%) 0 (0%) 13 (93%) 

3 0 (0%) 1 (7%) 13 (93%) 0 (0%) 14 (100%) 

4 0 (0%) 1 (7%) 13 (93%) 0 (0%) 14 (100%) 

5 0 (0%) 1 (7%) 13 (93%) 9 (64%) 5 (36%) 

6 4 (29%) 7 (50%) 7 (50%) 3 (21%) 7 (50%) 

7 0 (0%) 1 (7%) 13 (93%) 0 (0%) 14 (100%) 

8 0 (0%) 2 (14%) 12 (86%) 5 (36%) 9 (64%) 

Note: Percentage of points in each interval range is shown in parenthesis. 

Table 4.10: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 
approach for the Eunrcdd study (n = 14) 

Expert 
ID 

Estimated parameters RMSE % Reduction in RMSE 
relative to the 
uncorrected 
distribution 

Number of 
points in the 

tails 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Uncorrected 
(Dataset) 

Multi 
parameter Bi-

Normal 

Left 
tail 

Right 
tail 

1 2.481 1.330 5.246 0.398 0.044 89% 1 1 

2 0.446 0.531 0.089 0.230 0.061 74% 0 0 

3 1.572 0.772 0.460 0.207 0.043 79% 1 1 

4 3.751 4.325 0.483 0.335 0.060 82% 1 0 

5 9.000 9.693 2.576 0.466 0.063 86% 1 1 

6 1.000 3.221 1.757 0.131 0.056 57% 0 0 

7 6.600 14.057 0.794 0.396 0.046 88% 1 0 

8 3.251 3.664 3.219 0.395 0.058 85% 0 2 
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Figure 4.14: Cumulative probabilities of true values estimated from the Multi-Parameter Bi-
Normal for expert 1 in the Eunrcdd study 

 

4.3.2.2 In-Sample results for the OpRiskBank study 
The OpRiskBank study contains questions that quantify the operational risk within 

banks [82]. This study was also analyzed by Ref. [107] in which expert judgment was used in 

the models that quantify the operational risk of banks. This study has 16 seed (calibration) 

variables, and 10 experts assessed 5th, 50th and 95th percentiles for each of these questions. 

Table 4.11 shows the number of true values that fall below the assessed 5th, 50th and 

95th percentiles as well as the number of true values that fall in the 90% confidence intervals. 

As can be seen in the right most column of Table 4.11, far less than 90% of true values fall in 

the assessed confidence intervals suggesting that all of the experts are largely over-confident. 

This study has all experts who are over-confident in contrast to the Eunrcdd study which 4 

experts who are over-confident and 4 experts who are under-confident. Also, unlike the 

previous study in which most experts’ assessments are skewed, this study has only one expert 

who is very skewed (expert 1 has 14 true values below and 2 true values above the assessed 

50th percentiles). 
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Table 4.11: Number/percentage of true values below assessed 5th, 50th and 95th percentiles 
for each expert for the OpRiskBank study (n = 16) 

Expert 
ID 

Below 5th 

percentile 
Below 50th 
percentile 

Above 50th 
percentile 

Above 95th 
percentile 

Between 5th and 95th 
percentile 

1 3 (19%)  14 (88%)  2 (12%)  2 (12%)  11 (69%) 

2 6 (38%)  8 (50%)  8 (50%)  8 (50%)  2 (12%) 

3 1 (6%)  5 (31%)  11 (69%)  3 (19%)  12 (75%) 

4 5 (31%)  7 (44%)  9 (56%)  6 (38%)  5 (31%) 

5 5 (31%)  10 (62%)  6 (38%)  2 (12%)  9 (56%) 

6 7 (44%)  10 (62%)  6 (38%)  4 (25%)  6 (38%) 

7 3 (19%)  6 (38%)  10 (62%)  7 (44%)  6 (38%) 

8 2 (12%)  6 (38%)  10 (62%)  7 (44%)  7 (44%) 

9 2 (12%)  7 (44%)  9 (56%)  7 (44%)  7 (44%) 

10 5 (31%)  8 (50%)  8 (50%)  6 (38%)  5 (31%) 

Note: Percentage of points in each interval range is shown in parenthesis. 

 
Table 4.12 shows the estimated bias parameters for the experts in the OpRiskBank 

study as well as the RMSE of the cumulative probabilities of the true values from the 

uncorrected and the unbiased distributions, as described in Section 4.2.3. As all the experts 

are over-confident, the spread parameters 𝜃𝐿 and 𝜃𝑅 are greater than one in almost all cases, 

indicating that the left and right standard deviations have to be expanded to improve the 

calibration and correct for over-precision bias. The number of true values that falls in the tails 

is in the range of 1-2 for all experts, indicating an improvement in the calibration. 

There is huge improvement in the RMSE of all experts except for expert 5. Expert 5 is 

very close perfect calibration with the uncorrected distributions as evident from his or her low 

RMSE for the original distribution. An improvement in RMSE for 10 out 10 experts is also 

significant by a binomial test with a p-value of less than 0.001. The improvement in 

calibration is also shown using plotting position plots for the OpRiskBank study in Appendix 

II. As an example, I show the P-P plot for the expert in this study in Figure 4.15. As we can 

see the Multi-Parameter Bi-Normal improves the calibration and follows the perfect 

calibration line closely. In the next section, I conduct hold-out analysis on both studies and 

further validate them. 
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Table 4.12: Estimated bias parameters and RMSE from the Multi-Parameter Bi-Normal 
approach for the OpRiskBank study (n = 16) 

Expert 
ID 

Estimated parameters RMSE % Reduction in RMSE 
relative to the 
uncorrected 
distribution 

Number of 
points in the 

tails 

𝜃𝑀 𝜃𝐿 𝜃𝑅 Uncorrected 
(Dataset) 

Multi 
parameter Bi-

Normal 

Left 
tail 

Right 
tail 

1 0.138 0.271 1.733 0.292 0.071 76% 0 2 

2 1.000 4.164 20.073 0.247 0.033 87% 0 1 

3 2.157 3.729 1.887 0.250 0.068 73% 0 2 

4 1.031 2.585 12.077 0.165 0.063 62% 0 2 

5 0.901 2.204 0.893 0.084 0.074 11% 1 2 

6 0.507 0.862 5.705 0.230 0.063 73% 0 2 

7 1.269 2.842 10.183 0.236 0.067 72% 0 2 

8 1.331 4.486 3.991 0.252 0.038 85% 1 1 

9 1.151 1.844 6.664 0.177 0.042 76% 1 1 

10 1.000 2.678 17.955 0.161 0.073 54% 0 1 

Figure 4.15: Cumulative probabilities of true values estimated from the Multi-Parameter Bi-
Normal for expert 1 in the OpRiskBank study 
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4.3.3 Validity of the Multi-Parameter Bi-Normal approach: 

Hold-out analysis for the OpRiskBank and the Eunrcdd 

studies 
In this section I apply the hold-out analysis, which I described in Section 3.4 of 

previous chapter also in Section 4.3.1.3 in this chapter, to further validate the Multi-Parameter 

Bi-Normal estimation procedure. For 1000 simulations runs, and I calculate the overall 

RMSE and the number of hold-out samples for which there is improvement in RMSE in the 

unbiased distribution compared to the uncorrected distribution. 

The RMSE results for the Eunrcdd study are shown in Table 4.13. For the OpRiskBank 

study, the results are shown in Table 4.14. From Table 4.13 we can see that for the Eunrcdd 

study, there are 7 out of 8 experts for which there is a statistically significant improvement in 

the RMSE, while one expert shows no improvement. A one sided binomial test that calculates 

the probability that seven or more experts show an improvement in the RMSE from the 

correction procedure gives a p-value of 0.035. The improvements in the RMSE are in the 

range of 0-50%. The RMSE of the uncorrected hold-out samples is very close to the RMSE of 

the full sample shown in Table 4.10. However, the improvement in the RMSE of the hold-out 

samples is approximately half of the RMSE improvement in the full sample for five out of 

eight experts; thus, the in-sample results show some over-fitting, although the procedure still 

yields a significant improvement, as just discussed. 

From Table 4.14, we can observe the same results for the OpRiskBank study, in that 9 

out of 10 experts show a significant improvement in RMSE while one expert became worse. 

The binomial test gave a p-value of 0.01 for 9 out 10 experts showing an improvement in the 

RMSE from the correction procedure. The improvement in the RMSE values for the hold-out 

samples is also approximately about half of the improvements seen in full sample, again 

suggesting some degree of over-fitting in the in-sample case. Nonetheless, the results strongly 

suggest that the Multi-Parameter Bi-Normal improves the calibration and significantly 

corrects for the over-precision bias.  
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It is also interesting to explore the reasons for the poor performance of the correction 

procedure on expert 5 in the OpRiskBank and expert 6 in the Eunrcdd studies. If we take a 

closer look at the RMSE of the uncorrected samples for these experts, we can observe that the 

values are less than 0.2 while for other experts, the RMSE of the uncorrected samples are 

larger (in the range of 0.2-0.4). So both these experts are already better calibrated than 

average, and it is likely to be very hard to bring further improvement. This observation also 

applies when the correction procedure is applied on the complete dataset, as shown for expert 

6 in Table 4.10 and expert 5 in Table 4.12. 

Table 4.13: RMSE of hold-out samples with parameters estimated from the Multi-Parameter 
Bi-Normal approach for the Eunrcdd study (n = 14) 

Expert 
ID 

RMSE % Reduction in RMSE 
relative to uncorrected 

distribution 

Number of hold-out samples with 
better RMSE relative to uncorrected 

distribution 
Uncorrected 

(Dataset) 

Multi 
Parameter 
Bi-Normal 

1 0.40 0.19 52% 485 

2 0.22 0.20 10% 360 

3 0.21 0.20 8% 376 

4 0.34 0.21 40% 473 

5 0.46 0.19 58% 494 

6 0.18 0.18 0% 317 

7 0.40 0.20 50% 494 

8 0.39 0.20 49% 469 
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Table 4.14: RMSE of hold-out samples with parameters estimated from the Multi-Parameter 

Bi-Normal approach for the OpRiskBank study (n= 16) 

Expert 
ID 

RMSE % Reduction in RMSE 
relative to uncorrected 

distribution 

Number of hold-out samples with 
better RMSE relative to uncorrected 

distribution 
Uncorrected 

(Dataset) 

Multi 
parameter 
Bi-Normal 

1 0.3 0.19 37% 457 

2 0.28 0.18 36% 470 

3 0.27 0.18 33% 418 

4 0.21 0.17 16% 373 

5 0.13 0.18 -33% 103 

6 0.27 0.18 31% 476 

7 0.27 0.19 29% 403 

8 0.28 0.18 34% 427 

9 0.21 0.18 12% 359 

10 0.21 0.19 8% 335 

 

4.4 Conclusions 
Over-precision bias is a phenomenon in which the assessed confidence intervals tend to 

be too narrow, which results in most of the true/realized values fall outside these assessed 

confidence intervals. For example, if an expert assessed 90% confidence intervals for 10 

uncertain quantities, we would expect 90% (which is 9 in this example) of the true values to 

fall in these assessed intervals. But as these assessed confidence intervals are too narrow, far 

less than 90% of these values fall in these assessed confidence intervals [25], [29].  

In Chapter 3, I proposed the Bi-Normal correction approach to correct these biases and 

estimate unbiased confidence intervals. Even though the Bi-Normal approach does a good job 

of correcting the bias for the studies examined in that chapter, it has two limitations. The first 

is that it cannot be applied if there are too few calibration questions. Second, it doesn’t 

calibrate the non-extreme fractiles very well due to sample error, as only one percentile (5% 

or 95%) is used to estimate the parameter used to adjust the standard deviation of the elicited 

distribution. In this chapter I modify the Bi-Normal approach and address these two 

limitations.  
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The modifications added to the Bi-Normal approach are as follows: In addition to 

calibrating just the extreme fractiles, I obtain estimates of adjustment parameters based on all 

fractiles implied by the answers to the calibration questions, which I infer from the underlying 

Normal distributions. I then take the average of those bias parameters, and use those averages 

to debias the confidence intervals. The modified Multi-Parameter Bi-Normal is applied on the 

Thrmbld and the Space Debris studies, which were also considered in Chapter 3. The results 

show that the Multi-Parameter indeed improves the calibration of the overall distribution as is 

evident from the in-sample RMSE relative to perfect calibration, as well as from the plotting 

position plots. An out-of-sample validation test provided further support (The Multi-

Parameter Bi-Normal relative to the Bi-Normal performed significantly better for the Space 

Debris and performed equally well for the Thrmbld study). However, those out-of-sample 

validations show the Bi-Normal approach described in Chapter 3 yields better calibrated 

extreme (5% and 95%) fractiles for samples with many calibration questions. 

One generalization that could be made from the above observation is the following: 

Say we calibrate on just the pth and 1-pth percentile instead of the 5th or 95th percentiles and 

then estimate bias parameters using the Bi-Normal approach. Then I hypothesize that these 

bias parameters will perform better than the Multi-Parameter Bi-Normal approach in 

calibrating those pth and 1-pth fractiles in the hold-out samples. I further extend the hypothesis 

and make a proposition that bias parameters estimated for seed variables using such a 

calibration improvement procedure will also improve calibration of the actual variables of 

interest for which the elicitation is being conducted. This would imply if the goal of debiasing 

is to estimate well-calibrated pth and 1-pth fractiles, then the Bi-Normal approach might be 

preferred to the Multi-Parameter Bi-Normal approach. On the other hand, if the calibration of 

overall distribution is of concern, the Multi-Parameter Bi-Normal approach is clearly 

preferred, based on both in-sample and out-of-sample tests. Both methods perform better than 

the original uncorrected distributions. 

I also applied the Multi-Parameter Bi-Normal approach on the OpRiskBank and 

Eunrcdd studies which have very few calibration questions, and which therefore cannot be 
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subjected to the Bi-Normal approach based on the 5% and 95% percentiles. These results 

show that the Multi-Parameter method performs better than the uncorrected distributions on 

the studies with few questions as well. The model was also validated using out-of-sample 

simulation studies, and a significant improvement in RMSE is observed for 16 out of 18 

experts in these two studies. The two experts for whom there is not much improvement in 

RMSE were fairly well calibrated to begin with.  

Thus, in summary, we can conclude that the proposed models significantly improve 

elicited distributions by correcting for over-precision bias. We can also conclude that the Bi-

Normal approach (when estimated based on 5% and 95% percentiles) does a better job of 

calibrating the tails and the Multi-Parameter Bi-Normal approach does better for the overall 

calibrations. Which model should be chosen to estimate unbiased confidence intervals 

depends on the number of calibration questions available and the fractiles for which perfect 

calibration is desired.  

Along with these implications, another important thing to consider when using these 

models is to use seed/calibration variables that are very similar in nature to the unknown 

variables considered in actual elicitation. Guidance for selecting such seed variables of 

interest is offered in Ref. [54]. 
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Chapter 5 Summary and conclusions 

Decision and risk analysts often obtain subjective probabilities from experts, typically for 

the purpose of providing probability inputs to larger models. The use of expert judgment is 

especially important for building models related to climate change and terrorism risk, areas in 

which specific data may not exist for specifying model inputs or for calibrating a model. Much 

research has shown that subjective probabilities are subject to a wide variety of biases; see Refs. 

[7], [8] for comprehensive reviews. In demonstrating psychological biases, the research has often 

shown that the impact of the bias can be substantial. For instance, the widely recognized and 

much researched overconfidence bias ([29], [104], [105], [78]) indicates that assessed confidence 

intervals are generally too narrow and understate the probability of extreme events. As another 

example, Ref. [9] showed that even decision analysts’ probability judgments could be 

significantly manipulated by changing the partitioning of the state space of an uncertain event. 

Such biases can result in large distortions in expressed probabilities and, consequently, erroneous 

models and forecasts that rely on such probabilities as inputs. Thus, the need for methods to 

debias individual judgments continues to be important for decision and risk analysis practice. 

The goal of this research is to develop model-based methods for quantifying and removing 

cognitive biases in two commonly used direct elicitation modes. The two formats of elicitation 

and the cognitive biases associated with them are as follows:  
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1) Direct assessment of probabilities: biases considered in this format are the 

partition dependence bias, previous response carryover and logical carryover 

2) Direction assessment of confidence/credible intervals: the commonly observed 

bias in this format is over-precision/overconfidence bias. 

In particular, I consider these biases in the context of elicitation for continuous variables in 

survey-style format. 

In Chapter 2 I proposed new models to quantify the partition dependence, previous 

response carryover, and logical carryover biases that are observed in expert assessed probabilities 

and estimate probabilities that are free from these biases. In Chapters 3 and 4, I proposed new 

models to quantify over-precision bias, a type of overconfidence bias, and estimate unbiased 

confidence intervals. My research, which identifies and provides ex post corrections for the biases 

observed in probability assessments, is based on the psychological processes that the behavioral 

decision making literature hypothesizes underlie the judgment process. This line of research in 

assessment of probabilities has recently emerged as an important area of research that uses 

insights from behavioral decision making to improve the decision analysis methods [23].27 The 

research is new in that it not only quantifies biases, but also estimates and develops ex post 

statistical procedures for correction of the biases. 

The remainder of this chapter is organized as follows: I provide methodologies, main 

findings, research contribution, and limitations as well as direction for future work for the 

research presented in Chapter 2 in Section 5.1 and similar discussions for Chapters 3 and 4 in 

Section 5.2.  

                                                      
27 The importance of this research in recent years is shown by awarding of the Annual Decision Analysis best 

publication award to several papers in this area [9], [21]. 
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5.1 Identification and correction of partition 

dependence and carryover biases in 

probability assessments 
Chapter 2 contributes to the existing literature in two ways. One is that it studies multiple 

biases in a probability elicitation setting and how those biases can be affected by questionnaire 

design. Second is that it quantifies the biases so that unbiased probabilities can be estimated. 

Partition dependence is a phenomenon that has been hypothesized to originate from use of 

the anchor-and-adjust heuristic in which the elicited probabilities are systematically biased 

toward a uniform distribution (i.e., ignorance prior) over all events into which the relevant state 

space happens to be partitioned [9]. Thus, I model an expert's stated probability as influenced by 

(1) the underlying (and not directly observed) unbiased probability, (2) the ignorance prior, and 

(3) a parameter that expresses the degree of partition dependence bias. I postulate a functional 

form in which the stated probability is a convex combination of the ignorance prior and unbiased 

probability; the weight on ignorance prior is the partition dependence bias parameter. By asking 

redundant probability assessment questions with different implied partitions, the model can be fit 

to stated probabilities and the parameter estimated. 

In addition to partition dependence, carryover bias (a type of ordering effect) can arise 

when an expert's response to a question is influenced by the expert's previous responses. This bias 

arises when multiple questions are asked, potentially as a consistency check, and the respondent 

consciously or subconsciously attempts to provide answers that are consistent with previous 

responses. The carryover bias is important because it can be confounded with partition 

dependence when statistically estimating the latter; therefore, to untangle the two, it is necessary 

to consider both effects simultaneously and an experimental design that allows them to be 

separately identified. I divide carryover bias into two types: previous carryover (the numerical 

value of the response to the immediately previous question is an anchor for the response to the 



 123 

present question, irrespective of the relevance of the previous question) and logical carryover (the 

anchor is the probability that would be most consistent with, using laws of probability, all or a 

subset of the previous responses). The effect on the expressed probability can be thought of as the 

carryover bias acting as an anchor in addition to the partition dependence bias. 

The carryover bias can be modeled by representing expressed probability as a convex 

combination of not only the underlying unbiased probability and ignorance prior, but also the 

immediately previous answer and the value that would be most consistent with previous 

responses. Because calculating what answer would be most consistent with previous answers 

depends on previous questions, the ordering of questions can influence the amount of carryover. 

The estimation process is a constrained nonlinear (least-squares) optimization that requires that 

unbiased probabilities for different subsets of persons to have the same expected value; this 

permits separate identification of the partition and carryover effects. 

I first applied this model on a study from Ref. [20] (Study 1), which the authors used to 

demonstrate partition dependence bias. However, because of their experimental design, I could 

not achieve the goal of studying how the magnitude of carryover biases change as I 

systematically change the order of questions in the survey format. To this extent, I designed an 

online web-based survey (Study 2) in which I elicited probabilities for general questions of 

interest under different experimental conditions. Specifically, I manipulated  

1) Ordering of the questions: MaxLog or MinLog (maximize or minimize the ease of 

carry-over by making it easy or difficult, respectively, to identify what answer would 

be most consistent with previous answers).  

2) Format of questions: Same Page or Separate Page (all questions displayed on same 

page versus each question displayed on a separate page).  

Results from both Study 1 and Study 2 show that all three biases can be present in assessed 

probabilities. The results from Study 1 indicate that the effect of the biases is not removed by 

randomizing the ordering of events for which probabilities are elicited in a questionnaire, and that 
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greater expertise can decrease all three types of biases. In Study 2, I consider how each bias can 

be affected by questionnaire design, in particular the ordering of elicitation questions and the 

questionnaire format (same page vs. separate page for each probability question). First, I 

hypothesized that a question ordering that makes it easy for the subject to determine what answer 

would be consistent with previous answers (“MaxLog ordering”) will result in higher logical 

carryover than a questionnaire for which that task is more difficult (“MinLog ordering”). The 

results show that the MaxLog ordering does indeed result in significantly higher logical carryover 

bias compared to MinLog for a given format. However, there is no effect of page format (“Same 

Page” vs. “Separate Page”) on logical carryover. 

Second, I hypothesized that previous response carryover is affected by page format, 

because previous responses are more readily available when all questions are on the same page 

compared to a separate page format for questions. My experimental results show this 

hypothesized effect to be significant. Additionally, the effect of question ordering (MaxLog vs. 

MinLog) is significant on previous response carryover, with the immediately previous response 

having more of an effect on the stated probability under the MinLog case. This is possibly an 

indirect effect in which a reduction in availability of one anchor (the probability most consistent 

with previous answers, which is harder to obtain under MinLog) makes another relatively more 

salient (the previous response). 

Third, I study how partition dependence is affected by the availability of logical carryover 

and previous response anchors. If the latter anchors are less available, we might expect to see an 

increased impact of the ignorance prior upon the expressed probabilities. However, evidence for 

that is mixed. The results indeed show that partition dependence increases from same page to 

separate page format (representing a reduced salience for the previous response). However, in 

contradiction to that hypothesis, partition dependence slightly decreases rather than increases as 

we move from MaxLog to MinLog (reduced salience for the logical carryover anchor). 
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These results are interesting and bear further thought. I conjecture the following: Absent 

any other available anchors, the ignorance prior is the primary anchor (hence partition 

dependence would be the only bias). If there is a previous response anchor, then the subject relies 

on that as well, diminishing the effect of the ignorance prior. If there is a logical carryover 

anchor, then the judge relies on that, diminishing the effect of previous response, but not 

necessarily decreasing the impact of the ignorance prior. For example, MaxLog provides easy 

access to logical probabilities, hence previous response effect decreases, although there is a slight 

increase in partition dependence bias. 

Because nonlinear programming was used to estimate the coefficients rather than standard 

regression or maximum likelihood estimation methods, bootstrap analysis was necessary to assess 

the effect of sample error on the coefficient estimates. A bootstrap analysis on a subset of Study 2 

suggests that my model is an unbiased estimator of biases and the standard errors are tight. The 

magnitudes of average partition dependence bias in both studies 1 and 2 have comparable ranges, 

giving confidence in the estimates in Study 1. 

The results also indicate the persistence of anchoring effects even after careful 

questionnaire design, and thus it is desirable to have methods to suggest corrections for the 

resulting biases. An ex post model-based method for debiasing probabilities, such as the one 

proposed in this thesis, may be useful in this regard. 

Regarding implications for questionnaire design, if the primary concern is to avoid 

distortions of elicited probabilities due to partition dependence and previous response carryover, 

the results unambiguously indicate that these biases are minimized by a questionnaire in which 

(a) all questions are asked on one page and (b) the questions are ordered so that the subject can 

readily deduce what question response would be most consistent with her previous answers. 

However, my results also indicate that this questionnaire design maximizes logical carryover bias, 

which will diminish the value of consistency checks. One possible survey design to reduce logical 

carryover might be to increase the number of partitions while using the “MaxLog.SamePage” 
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design; an increase in the number of partitions may make it more difficult to estimate a logical 

carryover anchor.  

The methods I develop will be especially helpful for situations in which probability 

elicitations cannot be done via a one-on-one interview, which is considered the ideal approach. 

But in many cases time or resource constraints require analysts to use other methods. In such 

cases, one common approach involves training the experts in subjective probability along with a 

discussion of the particular issues and variables being assessed, followed by a short one-on-one 

session with the analyst to work through a few probability assessments. When the analyst is 

satisfied that the expert understands the task, the expert is left with a workbook-style assignment, 

working through the various variables one at a time, recording probabilities. Understanding 

carryover will help analysts with the formatting and ordering of questions, and understanding the 

performance of the modeling approach will help analysts to define an efficient set of redundant 

questions for the estimation and bias-correction step.  

The limitation of this research is it has not provided a deep investigation of the cognitive 

process of forming probabilities. Instead, my objective has been to provide ex post bias correction 

techniques and suggestions for questionnaire design that can be useful for decision and risk 

analysts who must cope with inherent biases, However, this work follows that of Ref. [20], who 

showed that the linear model is a reasonable way to model the way an individual incorporates the 

ignorance prior into his or her assessed probabilities. Even though my approach estimates 

unbiased probabilities, further research is needed to compare the performance (e.g., calibration or 

scoring rules) of the assessed and estimates of the unbiased probabilities to assess whether they 

actually perform better in practice. Further research would also be useful to understand the 

relative roles of previous response and the ignorance prior as primary anchors in a survey-style 

elicitation. 
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The proposed bias models are applicable only in the context of survey style probability 

elicitation of continuous variables. Future research can extend this line of investigation in the 

direction of accommodating discrete variables. 

5.2 Identification and correction of over-precision 

bias in expert assessments of confidence 

intervals 
Over-precision bias is a phenomenon in which the assessed confidence intervals tend to be 

too narrow, which results in most of the true/realized values falling outside these assessed 

confidence intervals. For example, if an expert assessed 90% confidence intervals for 10 

uncertain quantities, we would expect 90% (which is 9 in this example) of the true values to fall 

in these assessed intervals if the expert is well-calibrated. But in practice, such assessed 

confidence intervals tend to be too narrow, and in most cases far less than 90% of these values 

fall in these assessed confidence intervals [25], [29]. 

My method for post-assessment debiasing adjusts assessed confidence intervals based on 

the quality of calibration with respect to questions whose true answers are known. The method is 

based upon a model of the over-precision bias that is inspired by the anchor-and-adjust heuristic. 

In Chapter 3, I propose two variants of a bias identification and adjustment model. One is based 

on an assumed Normal distribution for the unbiased distribution, while the other is based on the 

Bi-Normal distribution, which, to my knowledge, is introduced for the first time in this thesis. 

The Bi-Normal consists of the concatenated halves of Normal distributions with different 

standard deviations for the left and right halves of the distribution around the median. I correct for 

the over-precision (or, in rare cases, under-precision) bias by adjusting percentiles based upon the 

estimated mis-calibration of the assessed distributions with respect to questions with known 

answers.  
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In the Normal approach, I expand (or shrink) the assessed 90% intervals (or standard 

deviations) using a multiplier 𝜃 until 90% of the points fall in the adjusted 90% confidence 

intervals. In contrast to the Normal distribution, the Bi-Normal distribution has one median and 

two standard deviations and hence involves estimation of three parameters. First the median of 

the unbiased Bi-Normal distributions is estimated by multiplying the assessed medians with a 

scale parameter 𝜃𝑀 such that exactly half of the true values for the questions with known answers 

(calibration questions) fall on either side of the adjusted medians (assuming an even number of 

true values). Then the assessed left standard deviations are multiplied by a spread parameter 𝜃𝐿 

such that the unbiased 5th percentiles have exactly 5% of the corresponding true values that fall 

below them. Similarly, assessed right standard deviations are also multiplied by another spread 

parameter 𝜃𝑅 such that resulting unbiased 95th percentiles have exactly 5% of the true values that 

fall above the unbiased 95th percentiles. 

I evaluate the improvement in the calibration from the correction approaches using 

Probability-probability plots (P-P plots) and hold-out based validation analysis. P-P plots 

compare the cumulative probabilities of realized values (from both unbiased or uncorrected 

distributions) to that of a perfectly calibrated judge, the latter being obtained from the plotting 

position formula eq. (3.5). For each plot, I calculate the root mean squared error (RMSE) where 

error is the difference between the cumulative probability of the realized value from the judge and 

the cumulative probability from a perfectly calibrated judge. The hold-out based analysis 

randomly divides the calibration questions into two equal sized samples. I apply the correction 

procedure to one sample (estimate sample) and estimate bias parameters. I then apply these bias 

parameters to other sample (hold-out sample) and debias them. This sampling, estimation, and 

debiasing procedure is repeated 1000 times and I calculate the RMSE for each sample and also 

the average RMSE for an expert. 

I applied the proposed modeling approaches on two studies (the Thrmbld and the Space 

debris) taken from Ref. [82]. The Thrmbld study has 48 seed (calibration) variables with known 
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answers that the experts had to guess, and six experts assessed 5th, 50th and 95th percentiles for all 

the seed variables. Both in-sample and out-of-sample analyses showed that the Bi-Normal 

approach significantly improves calibration relative to uncorrected distributions, and furthermore 

is significantly better than the Normal approach. The Space Debris study has 26 seed variables 

and seven experts assessed 5th, 50th and 95th percentiles for its seed variables. The Bi-Normal 

approach corrects significantly better than the Normal for only 3 out of 7 experts when using the 

method of Chapter 3, which uses only the true values in the tail to calibrate the experts. (A 

revised version of the Bi-Normal procedure from Chapter 4, summarized below, however, does 

better for 7 out 7 experts, however.) This may be because of the small number of seed variables in 

the study; in the hold-out analysis, only half of the questions (13) could be used to calibrate the 

parameters, and those may be too few to estimate all three parameters of the Bi-Normal approach 

reliably.  

Even though the Bi-Normal approach does a good job of correcting the bias, the version 

from Chapter 3 that calibrates based on just on observations in the tails has two limitations. The 

first limitation is that it cannot be applied if there are too few calibration questions. Second, it 

doesn’t calibrate the non-extreme fractiles very well. In Chapter 4 I modify the Bi-Normal 

approach in order to address these shortcomings.  

The modifications added to the Bi-Normal approach are as follows: In addition to 

calibrating just the extreme fractiles, I calibrate on several other fractiles that are implicitly 

obtained from the underlying Normal distributions. I then take the average of the bias parameter 

estimates obtained from calibrating several fractiles, and propose those averages for debiasing 

confidence intervals. The modified Multi-Parameter Bi-Normal method is applied on the Thrmbld 

and Space Debris studies. As mentioned above, the results show that the Multi-Parameter 

approach indeed improves the calibration of overall distribution as is evident from the RMSE as 

well as from the plotting position plots, relative to both the Normal and the original Bi-Normal 

methods, as well as the unadjusted distributions. An out-of-sample validation test also showed 
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that the Multi-Parameter Bi-Normal performed significantly better relative to the Bi-Norma for 

the Space Debris study and performed equally well for the Thrmbld study. However, well-

calibrated extreme percentiles (5%, 95%) are obtained by the original Bi-Normal approach, which 

emphasizes matching those tails.  

One generalization that could be made from the above observation is the following. Say we 

calibrate on just the pth and 1-pth percentiles instead of the 5th or 95th percentiles and then estimate 

bias parameters using the Bi-Normal approach. Then I hypothesize that these bias parameters will 

perform better than the Multi-Parameter Bi-Normal approach in calibrating the pth and 1-pth 

fractiles on the hold-out samples. I further extend the hypothesis and hypothesize that bias 

parameters estimated for seed (calibration) variables using such a calibration improvement 

procedure will also improve calibration of the actual (uncertain) variables of interest for which 

the elicitation is being conducted. This would imply that if one is focused on just assessing well-

calibrated pth and 1-pth fractiles, then one should consider the Bi-Normal approach of Chapter 3 

rather than the Multi-Parameter Bi-Normal approach of Chapter 4. 

I also applied the Multi-Parameter Bi-Normal approach to the OpRiskBank (with 10 

experts) and the Eunrcdd (with 8 experts) studies, which have relatively (<20) few calibration 

questions. The average % RMSE reduction for the OpRiskBank study for the in-sample analysis 

is 67% and for the out-of-sample case the reduction is 20%. For the Eunrcdd study, the average % 

RMSE reduction for the in-sample analysis is 80% and for the out-of-sample case is 33%. 

The out-of-sample validation analysis showed an improvement in RMSE for 16 out of 18 

experts in these two studies. The two experts for whom there is no improvement in RMSE were 

fairly well calibrated to begin with compared to the rest of the experts in the study. These in-

sample and out-of-sample results show that the Multi-Parameter approach performs much better 

than the original assessed distributions for studies with few questions as well as for studies with 

many questions. 
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Thus I conclude that the proposed models are useful correct for over-precision bias. I also 

conclude that the Bi-Normal approach does a better job of calibrating the tails and that the Multi-

Parameter Bi-Normal approach is the best in terms of overall calibration. Which model to choose 

to debias experts’ confidence intervals depends on the number of calibration questions available 

and the fractiles for which perfect calibration is desired. Along with these implications, another 

key issue to consider when using these models is to use seed (calibration) variables that are very 

similar in nature to the uncertain variables in the actual elicitation. Guidance for selecting seed 

variables can be found in Ref. [54]. One needs to ensure that seed questions are similar to the 

questions whose answers are unknown so that there can be confidence that the over-precision bias 

is of the same magnitude for both the questions with known answers and the actual uncertainties 

of interest in a risk analysis. 

Even though the Bi-Normal approach has an advantage of accommodating both right- and 

left-skew in a pretty simple formulation, its disadvantage is that it has a discontinuity in the 

density function at the median, which translates into a kink in the CDF. However, if this of 

concern, an alternative would be to apply smooth skewed distributions, such as the three 

parameter Log-Normal, and test to see whether they better capture asymmetric distributions of the 

variables. However, the probability plots resulting from using the Bi-Normal do not evidence 

visible kinks at the median, so I tentatively conclude that it would be difficult to distinguish 

between the Bi-Normal-based probability plots and plots resulting from fitting smooth three-

parameter distributions. 

As a follow up step one could apply the correction approaches to other studies and gain 

more confidence. Also these correction approaches can be extended to situations where the 

underlying unbiased distributions are assumed to be some skewed distribution other than Bi-

Normal, such as the three parameter Log-Normal. Performance of the debiased intervals can be 

tested using scoring rules [108]. Even though the data used to validate the models are obtained 

from real experts, debiased confidence intervals have not been applied in models that use these 
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assessments as inputs in real decision-making situations. Future work can be extended in that 

direction in order to assess the practical impact of using debiased distributions in simulated and 

real decision contexts. Future research could also compare the effectiveness of debiased intervals 

obtained from various elicitation formats. Another interesting extension can be to study the 

variation of over-precision bias for the same expert in multiple problem domains. 
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Appendix I Appendices for Chapter 2 

This appendix contains the following tables: 

1) Table I.1 describes the 4-fold and 6-fold partitions used in the SAT and Soccer 

datasets analyzed in Chapter 2 shown in.  

2) Table I.2 contains the number of subjects who answered a questionnaire format 

with first n questions as n elementary events for n-fold partition for both SAT and 

Soccer datasets.  

3) Table I.3 provides the description of the general knowledge questions used in 

Study 2. 

4) Web-based survey for Study 2 

Table I.1: Description of elementary events for SAT and Soccer 4-fold and 6-fold partitions 
N-fold Elementary Event SAT Soccer 

4-fold 

A Below 1250 Below 20 

B Between 1251 and 1400 Between 21 and 40 

C Between 1401 and 1500 Between 41 and 60 

D Between 1501 and 1600 61 or more 

6-fold 

A Below 1250 Below 20 

B Between 1251 and 1325 Between 21 and 30 

C Between 1326 and 1400 Between 31 and 40 

D Between 1401 and 1450 Between 41 and 50 

E Between 1451 and 1500 Between 51 and 60 

F Between 1501 and 1600 61 or more 
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Table I.2: Number of individuals in each subsample set and its complement for each elementary 
event 

Dataset Elementary Event SAT Soccer 
Set Set complement Set Set complement 

4 fold 

A 9 27 10 26 

B 12 24 9 27 

C 9 27 6 30 

D 14 22 13 23 

6 fold 

A 5 31 9 26 

B 6 30 5 30 

C 6 30 9 26 

D 4 32 5 30 

E 5 31 7 28 

F 9 27 9 26 

 
Table I.3: Question description for each of the variables 

Variable Question Description 

Box office 
What do you think is the chance that the opening weekend box office receipts for the Girl with 

the Dragon Tattoo will be: 

DC Temperature What do you think is the chance that on January 1, 2012 the high temperature will be: 

Round trip flight 
What do you think is the chance that the lowest cost round trip airline ticket that can be 

purchased January 27, 2012 (exactly 21 days in advance) will be: 

Shopping 
What do you think is the chance that the average U. S. household holiday spending for 2011 

will be: 

Stock Market 
What do you think is the chance that on February 1, 2012 the Dow Jones Industrial Index will 

close in 

Super Bowl What do you think is the chance that the total number of points in Super bowl XLVI will be: 

Unemployment 
What do you think is the chance that the official reported U. S. unemployment rate for January, 

2012 will be: 

Note: The list of filters applied on the survey received directly from Qualtrics is as follows. 
1)  If all the responses were same for all nine events for a single topic. 
2)  If there were two unique numerical values out of 9 responses for a single topic. 
3)  If there were three unique responses out of 9 responses for a single topic. 
4)  If the sum of all the responses was less than 200% or greater than 600%. A coherent set of 

responses for the nine events would have a sum between 300% and 500%. 
5)  If sum of responses of elementary events was not in the range of 65%-165%. A coherent set of 

responses for elementary events will equal 100%. 
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Here I present the full survey administered online for Study 2. It is arranged in the 

following order. First, it contains the introduction of the survey, followed by the description of 

the general knowledge question and then a table with the four experimental conditions (MaxLog , 

MaxLog mirror Image, MinLog, MinLog mirror Image) for all seven questions. 

INTRODUCTION    

In the questions that follow, we will be asking for your thoughts on a variety of interesting 

topics, such as sports, the stock market, weather, movies, and holiday shopping, to name a few. In 

each case, you will be asked to enter what you think the chances are that a particular unknown 

quantity will fall in some range. As an analogy, think of a weather forecaster giving the chance 

that more than 1 inch of rain will fall tomorrow. Although weather forecasters draw on lots of 

data, they also give predictions for which there is little or no data. For example, the probability 

that a hurricane will make landfall at a particular coastal location is typically based on a 

combination of hurricane models and forecaster judgment.  We do not expect you to be an expert 

on all of the topics, but you are likely to have views on them and we are sure that you can reason 

from the information we give you. (And you will get the opportunity to tell us how much you 

know about each topic.) You can think of your responses as indicating how you feel about the 

chance that the event occurs, or your thoughts on how likely the event is relative to other 

possibilities. There are no right or wrong answers. Please take your time and answer the questions 

as carefully and as thoughtfully as you can. Because we want to get an idea of your current views 

on the various topics, please DO NOT do any research -- on the Internet or otherwise -- before 

answering the questions. But please DO take your time and think carefully; we are interested in 

reasoned judgments, not quick, off-the-cuff responses. This study is part of an ongoing research 

program by Bob Clemen of Duke University and Ben Hobbs and Melissa Kenney of Johns 

Hopkins University. Our interest is in how people make probability judgments about future 

events. No identifying information will be gathered as part of the study. Clear Voice will, of 

course, track the fact that you participated so that you will be properly compensated, but the data 
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that Clear Voice provides us for research purposes will be completely anonymous. It should take 

about 10-12 minutes to complete the questionnaire. If you wish, you may stop at any time. If you 

have any questions about the study, please contact Bob Clemen (clemen@duke.edu), Ben Hobbs 

(bhobbs@jhu.edu), or Melissa Kenney (kenney@jhu.edu). If you have any questions about your 

rights as a research participant, please contact the Chair of the Human Subjects Committee at 

Duke University, 919-684-3030.  

You may want to print this screen so that you have the contact information. If you agree to 

participate, click Yes below and then the ""Next"" button to start the survey.  If you do not want 

to participate, click No below to exit the survey." 

Question 1: Unemployment 

As of August, 2011, the unemployment rate in the U.S. was 9.1%. That’s high, but it has 

come down somewhat from the current recessions high of 10.1% in October of 2009. To put it in 

perspective, the only time unemployment was higher in the past 60 years was during the recession 

of the early 1980s, when unemployment reached 10.8%. Times have been good, though. In 2007, 

just before the financial crisis, unemployment hovered around 4.5%, and at the height of the dot-

com boom in 2000, the unemployment rate fell below 4%. 

Could the U.S. unemployment rate get worse? Better? Remain in a holding pattern? 

In each of the spaces provided below, please enter a number between 0 and 100 percent 

that represents your best estimate of the chance that the official reported U.S. unemployment rate 

for January, 2012 will fall in the specified range." 

 

 

 



 137 

Table I. 4: MaxLog and MinLog orderings and their mirror images for the Unemployment 
question 

MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

Less than 8.5% Greater than 10.0% Greater than 8.5% Less than 10.0% 

Between 8.5% and 9.0% Between 9.0% and 10.0% Between 9.0% and 10.0% Between 8.5% and 9.0% 

Less than 9.0% Greater than 9.0% Less than 10.0% Greater than 8.5% 

Between 9.0% and 10.0% Between 8.5% and 9.0% Between 8.5% and 10.0% Between 8.5% and 10.0% 

Less than 10.0% Greater than 8.5% Between 8.5% and 9.0% Between 9.0% and 10.0% 

Between 8.5% and 10.0% Between 8.5% and 10.0% Greater than 9.0% Less than 9.0% 

Greater than 10.0% Less than 8.5% Greater than 10.0% Less than 8.5% 

Greater than 8.5% Less than 10.0% Less than 9.0% Greater than 9.0% 

Greater than 9.0% Less than 9.0% Less than 8.5% Greater than 10.0% 

 

Question 2: Box Office 

One of the most anticipated film releases of the 2011 holiday season is The Girl with the 

Dragon Tattoo. It is a mystery that involves the search for a missing girl by a journalist and an 

eccentric young female hacker, highlighting corruption and the darker aspects of society. The 

movie premiers December 21, 2011 The book was #1 on the bestsellers list, but there is debate 

about the success of the movie because of the graphic nature of the story 

One of the tests of a successful film is the opening weekend box office sales. Since 1982, 

the top 200 holiday opening weekend movie box office sales have ranged from $143 million (The 

Twilight Saga: New Moon, 2009) to $12.6 million (Not Another Teen Movie, 2001). 

In each of the spaces provided below, please enter a number between 0 and 100 percent 

that represents your best estimate of the opening weekend box office receipts for the Girl with the 

Dragon Tattoo will fall in the specified range."  
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Table I. 5: MaxLog and MinLog orderings and their mirror images for the Box office question 
MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

Less than $15 million Greater than $100 million Greater than $15 million Less than $100 million 

Between $15 million and 

$50 million 

Between $50 million and 

$100 million 

Between $50 million and 

$100 million 

Between $15 million and 

$50 million 

Less than $50 million Greater than $50 million Less than $100 million Greater than $15 million 

Between $50 million and 

$100 million 

Between $15 million and 

$50 million 

Between $15 million and 

$100 million 

Between $15 million and 

$100 million 

Less than $100 million Greater than $15 million 
Between $15 million and 

$50 million 

Between $50 million and 

$100 million 

Between $15 million and 

$100 million 

Between $15 million and 

$100 million 
Greater than $50 million Less than $50 million 

Greater than $100 million Less than $15 million Greater than $100 million Less than $15 million 

Greater than $15 million Less than $100 million Less than $50 million Greater than $50 million 

Greater than $50 million Less than $50 million Less than $15 million Greater than $100 million 

 

Question 3: Stock Market 

One of the most common U.S. economic indicators is the Dow Jones Industrial Index (or 

Dow Jones). Over the past year the Dow Jones value ranged from 9,916 to 12,929 Though it is 

difficult to predict the future of the stock market, over the past couple of weeks it has been 

particularly challenging because of the large daily changes in stock prices and the Dow Jones. 

There is no consensus among experts on the future Dow Jones value Some predicted that 

stock prices will drop, and others have predicted that they will increase. 

In each of the spaces provided below, please enter a number between 0 and 100 percent 

that represents your best estimate of the chance that on February 1, 2012 the Dow Jones Industrial 

Index will fall in the specified range. 
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Table I. 6: MaxLog and MinLog orderings and their mirror images for the Stock Market question 
MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

Less than 9,000 Greater than 13,000 Greater than 9,000 Less than 13,000 

Between 9,000 and 11,000 
Between 11,000 and 

13,000 

Between 11,000 and 

13,000 
Between 9,000 and 11,000 

Less than 11,000 Greater than 11,000 Less than 13,000 Greater than 9,000 

Between 11,000 and 

13,000 
Between 9,000 and 11,000 Between 9,000 and 13,000 Between 9,000 and 13,000 

Less than 13,000 Greater than 9,000 Between 9,000 and 11,000 
Between 11,000 and 

13,000 

Between 9,000 and 13,000 Between 9,000 and 13,000 Greater than 11,000 Less than 11,000 

Greater than 13,000 Less than 9,000 Greater than 13,000 Less than 9,000 

Greater than 9,000 Less than 13,000 Less than 11,000 Greater than 11,000 

Greater than 11,000 Less than 11,000 Less than 9,000 Greater than 13,000 

 

Question 4: Superbowl 

How many points will be scored in the Superbowl in 2012? In the past, the teams have 

scored a lot of points. For example, in 2003, Tampa Bay scored 48 points against Oakland 21, for 

a total of 69 points. In 2008, the opposite was true; New York eked out a win over New England, 

17 to 14, for a total of 31 points. 

Of course, we don’t know yet who will play in Superbowl XLVI on February 5, 2012. But 

it is interesting to think about how many points might be scored. 

In each of the spaces provided below, please enter a number between 0 and 100 percent 

that represents your best estimate of the chance that the total number of points in Superbowl 

XLVI will fall in the specified range." 
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Table I. 7: MaxLog and MinLog orderings and their mirror images for the Super Bowl question 
MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

35 points or less 56 points or more 36 points or more 55 points or less 

Between 36 and 45 points Between 46 and 55 points Between 46 and 55 points Between 36 and 45 points 

45 points or less 46 points or more 55 points or less 36 points or more 

Between 46 and 55 points Between 36 and 45 points Between 36 and 55 points Between 36 and 55 points 

55 points or less 36 points or more Between 36 and 45 points Between 46 and 55 points 

Between 36 and 55 points Between 36 and 55 points 46 points or more 45 points or less 

56 points or more 35 points or less 56 points or more 35 points or less 

36 points or more 56 points or less 45 points or less 46 points or more 

46 points or more 45 points or less 35 points or less 56 points or more 

 

Question 5: Shopping  

Every year a Gallup poll is conducted to forecast the average amount spent by Americans 

on holiday gifts 

How much do you think the average household spends on holiday gifts? 

In each of the spaces provided below, please enter a number between 0 and 100 percent 

that represents your best estimate of the average U.S. household holiday spending for 2011 will 

fall in the specified range." 
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Table I. 8: MaxLog and MinLog orderings and their mirror images for the Super Bowl question 
MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

35 points or less 56 points or more 36 points or more 55 points or less 

Between 36 and 45 points Between 46 and 55 points Between 46 and 55 points Between 36 and 45 points 

45 points or less 46 points or more 55 points or less 36 points or more 

Between 46 and 55 points Between 36 and 45 points Between 36 and 55 points Between 36 and 55 points 

55 points or less 36 points or more Between 36 and 45 points Between 46 and 55 points 

Between 36 and 55 points Between 36 and 55 points 46 points or more 45 points or less 

56 points or more 35 points or less 56 points or more 35 points or less 

36 points or more 56 points or less 45 points or less 46 points or more 

46 points or more 45 points or less 35 points or less 56 points or more 

 

Question 6: Roundtrip 

One of the most popular domestic flight routes is Los Angeles International Airport (LAX) 

to John F Kennedy International Airport in New York City (JFK) Imagine that you are currently 

planning a long weekend trip over President’s Day from Friday, February 17, 2012 through 

Monday, February 20, 2012 and would like to purchase the cheapest airline ticket on any major 

airline. 

In each of the spaces provided below, please enter a number between 0% and 100% that 

represents your best estimate of the chance that the lowest cost roundtrip airline ticket that can be 

purchased January 27, 2012 (exactly 21 days in advance) will fall in the specified range." 
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Table I. 9: MaxLog and MinLog orderings and their mirror images for the Roundtrip question 
MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

Less than $250 Greater than $500 Greater than $250 Less than $500 

Between $250 and $350 Between $350 and $500 Between $350 and $500 Between $250 and $350 

Less than $350 Greater than $350 Less than $500 Greater than $250 

Between $350 and $500 Between $250 and $350 Between $250 and $500 Between $250 and $500 

Less than $500 Greater than $250 Between $250 and $350 Between $350 and $500 

Between $250 and $500 Between $250 and $500 Greater than $350 Less than $350 

Greater than $500 Less than $250 Greater than $500 Less than $250 

Greater than $250 Less than $500 Less than $350 Greater than $350 

Greater than $350 Less than $250 Less than $250 Greater than $500 

 

Question 7: DC Temperature 

January is the coldest average month in Washington, DC. Over the historical weather 

record for January 1, the highest high temperature recorded was 69oF and the lowest high 

temperature recorded was 17oF. What do you think the high temperature will be on the first day 

of 2012? 

In each of the spaces provided below, please enter a number between 0 and 100 percent 

that represents your best estimate of the chance that on January 1, 2012 the high temperature will 

fall in the specified range." 
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Table I. 10: MaxLog and MinLog orderings and their mirror images for the DC Temperature 
question 

MaxLog MaxLog Mirror Image MinLog MinLog Mirror Image 

Less than 20°F Greater than 60°F Greater than 20°F Less than 60°F 

Between 20°F and 40°F Between 40°F and 60°F Between 40°F and 60°F Between 20°F and 40°F 

Less than 40°F Greater than 40°F Less than 60°F Greater than 20°F 

Between 40°F and 60°F Between 20°F and 40°F Between 20°F and 60°F Between 20°F and 60°F 

Less than 60°F Greater than 20°F Between 20°F and 40°F Between 40°F and 60°F 

Between 20°F and 60°F Between 20°F and 60°F Greater than 40°F Less than 40°F 

Greater than 60°F Less than 20°F Greater than 60°F Less than 20°F 

Greater than 20°F Less than 60°F Less than 40°F Greater than 40°F 

Greater than 40°F Less than 40°F Less than 20°F Greater than 60°F 
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Appendix II Appendices for Chapter 4 

In this appendix, there are 18 plotting position plots. Each P-P plot shows the cumulative 

probabilities of true values from the Multi-Parameter Bi-Normal approach, originally assessed 

distributions and the perfect calibration line. The legend shown in each plot includes the in-

sample RMSE for the correction approach and the uncorrected distributions for that expert. First 

10 plots are the P-P plots for the 10 experts in the OpRiskBank study and last 8 plots for the 8 

experts in the Eunrcdd study.  
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