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Abstract

Visual search is among the most developed topics of research in human per-

ception but in the domain of machine learning/computer vision, research on

visual search in neural networks is relatively new. Most tasks here typically

focus on identification or recognition of photo-realistic objects in real world

images. In contrast, a typical experiment aimed at understanding human

visual search asks the human participant to search for a target among a set

of distractors where both the target and the distractors are simplified stimuli

like X’s and O’s, basic shapes and the like. The long term goal of this project

is to use machine learning to explain asymmetries in human search perfor-

mance. An asymmetry in search occurs when the performance (measured

in terms of latency or accuracy) is different when a target and distractor set

are inverted - for example, searching for a Q among many O’s is easier than

searching for an O among Q’s. Doing this is important because accounts

of known asymmetries are largely ad-hoc, specific to individual cases, and

lack computational specificity. To do this, we would first have to evaluate

the performance of an artificial neural network on different forms of tasks

involving visual search and then juxtapose it with the performance of humans

on the same task. The research presented in this thesis began with a purpose
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of finding a performance measure for the network. Nevertheless, we found

that despite the classification prowess of the convolutional neural network

(CNN), to teach a pre-trained CNN to identify a unique target among a set of

distractors was not trivial. Therefore, in this thesis work we only present the

many approaches we undertook to improve the CNN’s performance on the

aforementioned task and discuss implications of the same.

iii



Thesis Committee

Primary Readers

Jonathan Flombaum (Primary Advisor)
Assistant Professor
Department of Psychological and Brain Sciences
Johns Hopkins Krieger School of Arts and Sciences

Noah Cowan (Co-advisor)
Professor
Department of Mechanical Engineering
Johns Hopkins Whiting School of Engineering

iv



Acknowledgments

I would like to extend my deepest gratitude towards all those who motivated

me through this research journey and pushed me to perform to the best of my

abilities. Firstly, I sincerely thank my advisor Prof. Jonathan Flombaum who

gave me this opportunity to research in a field that I had no prior experience

in, and my co-advisor Prof. Noah Cowan without whose approval and insight,

this project would not be possible. I draw immense inspiration from their

mentor-ship and shared interest in helping their students learn and grow. I

hope I can emulate the same someday.

I would also like to thank Alison Morrow, the Robotics Academic Manager,

for her relentless patience and assistance throughout my time here at Johns

Hopkins. Finally, I would like to extend my gratitude to all my colleagues

who have always been a source of inspiration and learning. Mohit Singhala,

Disha Sarawgi and Manya Wadhwa's selfless help and valuable advise aided

me to get through several difficulties I faced in the course of this thesis work.

v



Table of Contents

Table of Contents vi

List of Tables vii

List of Figures viii

1 Introduction 1

1.1 The network: . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 Methods 6

2.1 Experiments: . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3 Discussion and Conclusion 40

4 Future Work 45

5 Appendix 47

vi



List of Tables

2.1 Summary of the experiments performed based on features and

datasets used. Details about each of the testing datasets can be

found in the appendix section 5 . . . . . . . . . . . . . . . . . . 8

2.2 Summary of the training data and testing data used in Experi-

ment 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.3 Summary of the training data and testing data used in Experi-

ment 2. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.4 Summary of the training data and testing data used in Experi-

ment 3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.5 Summary of the training data and testing data used in Experi-

ment 4. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.6 Summary of the training, validation and testing data used in

Experiment 5. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

vii



List of Figures

1 Sample images of each shape from Kaggle Four Shapes dataset. 6

2 Sample training images from each class in Experiment 1. . . . 10

3 Sample training images from each class used in Test Phase 3. . 11

4 Sample training images from each class used in Test Phase 3. . 12

5 This diagram shows the network’s predictions against the true

classes (y-axis) as the size of the stimuli in the image (x-axis) is

altered. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

6 Sample training images from each class used in Test Phase 4. . 13

7 This diagram shows the network’s predictions against the true

classes (y-axis) as the size of the stimuli in the image (x-axis) is

altered. Note that the position of the stimuli in each of these

images was randomly assigned. . . . . . . . . . . . . . . . . . . 14

viii



8 The similarity matrix showing the network’s predictions from

Test Phase 5. The two lettered labels follow the format where

the first letter depicts the color and the second letter depicts

the same. So, ’BC’ is the label associated with the true class

’blue circle’ and similarly ’RS’ stands for ’red square’. In this

diagram, we see that irrespective of the stimulus in the image,

the network always classifies the input image as a square. . . 15

9 Sample training images used in Experiment 2 for the target

class ’blue circle’. . . . . . . . . . . . . . . . . . . . . . . . . . . 17

10 The similarity matrix showing the network’s predictions from

Test Phase 1. The diagram shows the network’s inability to

correctly classify the images from TestSet 8. . . . . . . . . . . . 18

11 (a) the similarity matrix showing the network’s top predictions

on the incoming data. The network correctly classifies the 30

images with smaller populations of stimuli in each class. The

network misclassifies 20 images containing 30 or 50 target stim-

uli per image. (b) shows the network’s second best predictions. 19

12 Similarity matrices showing the network’s top predictions (on

the left) and the network’s second best prediction (on the right). 23

13 Sample images from the ’blue circle’ class of the training dataset

used in Training Phase 1. . . . . . . . . . . . . . . . . . . . . . . 25

14 Sample images from the ’blue circle’ class of the training dataset

used in Training Phase 2. . . . . . . . . . . . . . . . . . . . . . . 26

ix



15 The similarity matrix showing the predictions of the network

from Training Phase 1 on the TestSet 5. This is also the matrix

that is produced when the network from Training Phase 2 is

tested against the TestSet 4. In both the cases, the network

determines the target class using distractors instead of the target

stimulus. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

16 Sample images, corresponding to the ’blue circle’ class, from

the training dataset used in Training Phase 1 . . . . . . . . . . 30

17 Sample images, corresponding to the ’blue circle’ class, from

the validation dataset for the network in Training Phase 1 . . . 31

18 Sample images, corresponding to the ’blue circle’ class, from

the testing dataset used in Testing Phase 2. . . . . . . . . . . . 31

19 Similarity matrix showing the predictions made by the network

from Training Phase 1 on testing images in TestSet 6. . . . . . . 32

20 Similarity matrix showing the predictions made by the network

from Training Phase 1 on testing images in TestSet 8. . . . . . . 33

21 Shows the network’s accuracy on the validation dataset (y-

axis) as plotted against the number of training epochs (x-axis).

(a) shows the validation accuracy of the network trained in

Training Phase 2 i.e. where data augmentation was done via

random flipping. (b) shows the validation accuracy of the

network trained in Training Phase 3 i.e. where random resize

cropping was employed as the only means for data augmentation. 37

x



22 Sample images from TestSet 1. . . . . . . . . . . . . . . . . . . . 48

23 Sample images from TestSet 2. . . . . . . . . . . . . . . . . . . . 49

24 Sample images from TestSet 3 for target class ’blue circle’. . . . 49

25 Sample imges from TestSet 4 for target class ’blue circle’. . . . 50

26 Sample images from TestSet 5 for target class ’blue circle’. . . . 50

27 Sample images from TestSet 7 for target class ’blue circle’. . . . 51

28 Images from TestSet 8 for target class ’blue circle’. . . . . . . . 52

xi



Chapter 1

Introduction

The impressive successes of artificial vision systems has reintroduced the

question of what we can learn about our visual systems from artificial ones.

On the one hand, large and obvious differences exist between the two at an

architectural level. For example, popular machine architectures like CNNs

use static images of constant spatial resolution as the input. On the other

hand, the primate eye has an eccentricity dependent spatial resolution and

does not have an input that is a static image either. The features around the

centre of the fovea, i.e. the fixation point, are at a high spatial resolution while

features away from the fixation location become coarser as the resolution falls

off dramatically with increasing eccentricity. CNNs are also generally fully

feedforward architectures - the feedback only occurs during the parameter

optimization stage in training - whereas the visual cortex has more feedback

than feedforward connections while also having extensive recurrent dynamics.

Despite these differences, artificial networks have been incredibly success-

ful in visual recognition tasks of late, achieving human-level performance

(Krizhevsky, Sutskever, and Hinton, 2017) and sometimes even outperforming
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humans (A. Esteva, 2017). They have also been shown to exhibit similarities

with neural patterns in the primate and human brain in the early visual areas

and inferior temporal cortex (Khaligh-Razavi and Kriegeskorte, 2014; Zhang

et al., 2018; Cichy et al., 2016).

So, can neural networks be used to reveal properties of human vision at

a cognitive or physiological level? It is difficult to know if neural networks

perform visual recognition in the same way as humans i.e. with strong equiv-

alence, or if they reflect a case of weaker input-output isomorphism. This

is because it is because it is not obvious how interpret their weights, and

an understanding of the underlying functions they compute has remained

generally out of reach.

While future research will likely develop methods for interpreting the

internal operations of artificial neural networks, here, we suggest a parallel

approach: To test networks on the kinds of tasks that have formed the basis

for experimentation and theorizing around human perception and attention.

In other words, we propose to treat neural networks like human participants,

engaging them in a wider variety of behavioral tasks to support inferences

about their computations at a Marr-like algorithmic level. We wish to evaluate

the scope of such a possibility by investigating the performance of an artificial

neural network in a series of fundamental and well established search-based

psychology experiments.

At the current stage of research, not much has been done around how

attention supports visual search in neural networks. On the other hand,

numerous well established effects in human performance have been observed
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and theorized. For humans, search-based tasks require visual attention that

typically involves an active scan of the visual environment for a particular

object or feature (the target) among other objects or features (the distractors)

(Treisman and Gelade, 1980). Broadly, visual attention can be thought of as a

means to bind together a few select feature(s) in the field of view (Treisman

and Gelade, 1980). The feature integration theory (Treisman and Gelade, 1980;

Treisman and Gormican, 1988) posits that a target can be detected without

any form of attention if it differs from the distractors due to some standout

feature (feature search). But the search for a target defined by a combination

of features (conjunction search) requires attention to the target’s location. The

theory also goes on to describe focal attention as the serial application of a

spotlight to specific coordinates within a master map of locations. Studies

(Treisman, 1988) have shown that a highly distinctive target has the ability to

pop-out, thereby automatically drawing attention to itself for both conjunction

as well as feature based searches. This goes on to show that even for a

relatively trivial task of finding a target among a set of distractors, human

performance, usually measured in terms of reaction time but occasionally also

in terms of error rates, varies based on the relationship between the target

and the distractors. For example, human feature search is rapid and relatively

error free even in cases where many distractors exist in the display. But if the

target happens to share more than one feature with mixed sets of distractors,

the same target becomes difficult to find. A blue circle among red circles is

found trivially, but among a combination of red circles and blue squares it

is challenging. Similarly, certain items are easier to find among a group of

distractors than are the inverted set of the same items. For example a Q among
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Os is found easily, while an O among Qs is slow and error prone. Many of

these effects, at first glance, do not seem like things that a neural network

would exhibit. But the question remains empirical. It would be useful to know

whether display manipulations that affect human performance also affect

network performance. Would a network exhibit similar effects? Answering

these questions requires training networks to not only recognize items, but

also to report targets that are defined in relation to a particular context. The

encoding involved in recognizing an object as, for example, a blue circle may

be completely different from the encoding required to identify an object as a

blue circle and classify it as unique at the same time. Search tasks with human

subjects require the ability to report what is unique i.e. to report the singleton

item relative to the context.

To the best of our knowledge, artificial networks have not been tested (or

trained) for such a task until very recently. One group (Leibo et al., 2018) used

a deep reinforcement learning agent to perform search . In their approach, they

measured the reaction time of the agent as the number of game steps it took

for the agent’s objective function to identify the target. To make a comparison

with human search performance, they recorded the human responses in terms

of the number of frames that had elapsed. So if the frame rate of their display

was changed, their measure of human reaction time would also change. As

a result, their study is only appropriate for a qualitative comparison under

the constraints posed by the engine. As opposed to this, the purpose of this

thesis is to explore discriminative networks that perform the kinds of search

tasks typically used in human experiments. To foreshadow, we ultimately

4



found it difficult to train a network to naturally ’understand’ a game in which

the task was to report the unique item in a display with other repeating item

types. Therefore, the project did not progress to the stage of investigating any

differences in performance between humans and artificial networks in such

tasks. In what follows, we describe our attempts to train a network in the

visual search paradigm, and we discuss the implications of the challenges that

we faced.

1.1 The network:

We used a pre-trained ResNet-18 (He et al., 2015) model in all our experiments.

The network was trained on 1.2 million images from ImageNet containing

representations for a total of 1000 classes. For our use, we replaced the last

layer of the pre-trained network with a new layer of the same size as the

total number of classes involved in the respective experiment. The training

regime employed in each of the experiments was then applied to fine-tune

all layers of this network. The training was continued until the network

either showed an increase in the validation loss (to avoid overfitting) or, it

didn’t show any considerable change in the training loss. Unless exclusively

mentioned, validation data sets for all experiments were similar in construct

to the training dataset, but no validation image was identical to any of the

training images.
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Chapter 2

Methods

All the images used in our experiments were constructed from the [Kaggle 4

Shapes] data set. A total of 16,000 200x200 images of the four shapes, namely

Asterisk, Circle, Square, Triangle, were collected from the aforementioned

data set. Each image in this collection contained a single, centrally positioned,

black patch of the respective shape on a white background. No two images in

this collection were identical as all the shapes within the image either differed

in skew or the degree of rotation or both. If the shape was to be associated

with a color too, the black pixels of the shape were assigned the respective

color. We used the images from this collection, either directly or with slight

modification, as the stimuli for our experiments.

Figure 1: Sample images of each shape from Kaggle Four Shapes dataset.

In each of our experiments, the accuracy of the network on the classification

6



task of identifying the target stimuli in the image was used as a measure

of its ability to discriminate. The network was tested in both the feature

search as well as conjunction search settings. In general, all images used

in our experiments, except one set of feature search images (explained in

TestSet 3 section of 5), contained only one target stimulus (the unique object

- which also determined the class that the image belonged to). In all the

feature search images, the target stimuli differed in color or shape or both

from a group of simultaneously presented distractor stimuli. Additionally,

some images involving feature search were created without any distractors

(these images contained only a single stimulus or several stimuli of the target

object) in them with the aim to check if the network had learned the basic

features associated with the target stimulus. As opposed to this, in the images

involving conjunction search, there were two types of distractors, each sharing

only one primary feature (either colour or shape) with that of the target. Thus

in this setting, a specific combination of colour and shape distinguished the

target stimulus from the distractors. We varied the total number of distractors

in both of the modes - the number of distractors were always between 0 and

50. If an image contained multiple stimuli, we ensured that each stimulus

was unique, in the sense that no two stimuli in an image were made from the

same file of the Kaggle Four Shapes data set. Also, in the case of multiple

stimuli, the positions for all the objects (the target as well as the distractors)

were located such that they did not overlap and were separated by at least 15

pixels.

To understand what the network had learned, we developed several testing
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Exp.
Num Shapes Used Colors Used TestSet Used

1 Circle, Square Blue, Red TestSet (1, 8)
Modified TestSet 1

2 Circle, Square Blue, Red TestSet (3, 8)
3 Circle, Square Blue, Red TestSet (8)
4 Circle, Square Blue, Red TestSet (3, 4, 5, 8)

5 Asterisk, Circle,
Square, Triangle

Blue, Green,
Red, Yellow TestSet (6, 8)

6 Circle, Square Blue, Red TestSet (4, 5)
7 Circle, Square Blue, Red TestSet (1)

Table 2.1: Summary of the experiments performed based on features and datasets
used. Details about each of the testing datasets can be found in the appendix section 5

datas ets each of which are described in the appendix section 5 toward the

end of this document. The images that formed each of these testing data

sets did not necessarily conform to the size requirements of the input layer

of the network. Therefore, if required, the images in these data sets were

independently resized before passing them into the network.
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2.1 Experiments:

In this section we explain all our experiments in detail along with the as-

sociated training procedure, the test sets used and the implications of the

experiment. The Table 2 above provides a brief summary of the classes in-

volved in the discrimination task and the test data sets used to evaluate the

trained networks in each of the experiments.

Experiment 1: Establishing the fundamentals

Shapes used: Circle, Square

Colors used: Blue, Red

Purpose:

This was a preliminary experiment, designed to determine if a network that is

trained on simple individual feature dimensions (shapes and colors) could be

used to recognize conjunctions of such stimuli. The training itself did not have

any ’visual search’ but only involved object recognition and so this experiment

served as a sanity check . Schematic depictions of the training and test sets for

this experiment are shown in Table 2.2.

Training:

The images for training were picked directly from the Kaggle Four Shapes

data set. Each image in training included one of two shapes and one of the

two colors mentioned above. Therefore, and as shown in the figure, there

were four classes of objects in the training, generated from a combination of a
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Experiment 1:

Training Dataset

Test Phase 1

Test Phase 2

Test Phase 3

Test Phase 3

Table 2.2: Summary of the training data and testing data used in Experiment 1.

shape and a color. A total of 150 images for each class were used in training

(600 images total). Put simply, the network was trained to recognize a blue

circle, a red circle, a blue square and a red square from 150 nearly identical

exemplars of each.

Figure 2: Sample training images from each class in Experiment 1.
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Test Phase 1: TestSet 1

Images for this test, much like the training images, also contained a solitary

target stimulus but were images that the network had not seen during training.

Essentially, the network was asked to recognise slightly deformed versions

of the stimuli that it was trained on. Unsurprisingly, the networked showed

100% accuracy on this test set.

Test Phase 2: Modified TestSet 1

The purpose of this test was to determine whether the network acquired basic

size and position invariance. We altered the test images from Test Phase 1 so

that each test image in this phase contained a solitary stimulus that was 10%

of the size of the stimulus that the network was trained on. We also slightly

shifted the center position of each of the stimuli, thus introducing some

position variability in addition to the size variability just described. Figure 3

depicts schematic examples of the test images used here. The network was

unable to classify any image with high confidence. This was initial evidence

that a different training regime would be necessary to prepare a network for a

visual search task.

Figure 3: Sample training images from each class used in Test Phase 3.
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Test Phase 3: Modified TestSet 1

This test was aimed at understanding the extent of scale/rotation invariance in

the network’s classification abilities. This was done by checking the network’s

responses to stratified resizing of the stimuli in the images from the first phase

of testing. We modified the size of the stimuli in the images without altering

position. The sizes of the stimuli ranged from a default size of 100% - of the

size of the stimuli in the training data set - to 10% of the default size.

Figure 4: Sample training images from each class used in Test Phase 3.

The network’s prediction accuracy was 100% for all reduced sizes between

100% and 40% of the size of the stimuli in the training data set. In other words,

the network could recognize objects when they were smaller than what it

was trained on. However, performance declined from size 40% onward and,

it eventually became uniform for objects that were 10% of the default size.

Recall that in Test Phase 2 the network performed poorly as well with objects

that were 10% of their original size.
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Figure 5: This diagram shows the network’s predictions against the true classes
(y-axis) as the size of the stimuli in the image (x-axis) is altered.

Test Phase 4: Modified TestSet 1

Test Phase 4 was intended to focus on the extent of position invariance exhib-

ited by the network. Here, for each of the sizes considered in Test Phase 3,

we also changed the location of the target stimulus in each of the images to a

random position in the otherwise blank image.

Figure 6: Sample training images from each class used in Test Phase 4.

We found that the network produced 100% accuracy for large sizes but the

probability distribution of the output (softmax interpretation) started to be-

come more and more uniform as the size of the stimuli was reduced. The

tipping point, for this change in the network’s accuracy, in this test, came

much earlier than the tipping point seen in Test Phase 3, suggesting some form

of interaction between size and position. The network performed more poorly
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with sizes that it succeeded on in the previous test in which these resized

items were not re-positioned.

Figure 7: This diagram shows the network’s predictions against the true classes
(y-axis) as the size of the stimuli in the image (x-axis) is altered. Note that the position
of the stimuli in each of these images was randomly assigned.

Test Phase 5: TestSet 8

This was our first attempt with an actual search test, in the sense that the

images included a target stimulus intermixed with non-targets. In each test

image, a stimulus from one of the four classes was the target. Additional

exemplars from the two classes that overlapped with each of its features were

added as distractors. For example, a blue circle target was intermixed with

red circles and blue squares, i.e. creating a conjunction search condition.

The network classified all the images as squares, probably because the

images themselves were square shaped. The softmax output of the network

was almost uniformly distributed across red square and blue square; probably

indicative of the distribution of the number of red and blue pixels in the image.
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Figure 8: The similarity matrix showing the network’s predictions from Test Phase
5. The two lettered labels follow the format where the first letter depicts the color
and the second letter depicts the same. So, ’BC’ is the label associated with the true
class ’blue circle’ and similarly ’RS’ stands for ’red square’. In this diagram, we see
that irrespective of the stimulus in the image, the network always classifies the input
image as a square.

Discussion:

In this preliminary experiment, we evaluated the network’s ability to identify

the correct color and shape of the solitary stimuli present in the image. In our

tests, we independently varied the sizes and the locations of the stimuli to

develop an understanding of what the network had learned.

The network showed 100% accuracy in discriminating images that had the

same structure as the training images. This implies that the network recorded

something unique about each class during the training phase. Nevertheless,

it is not obvious whether or not the network learned the geometry of the

stimuli. We demonstrated the network’s robustness to scale and rotation

transformations from the tests conducted in Test Phase 3. The network showed

100% performance for all sizes larger than 40% of the default size. In addition

to this, we found that for sizes less than 40% but larger than 20% of the default
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size, the network continued to predict the correct color. So it seems that this

network is better at encoding the low level feature information (like that of

color) as opposed to the geometric information associated with the shape of

the target stimuli.

When the location of a solitary stimuli was randomized, the network began

producing random results with stimuli for which it otherwise preformed well.

This shows that the network is not very tolerant to translations.

Experiment 2: What does the network really learn?

Shapes used: Circle, Square

Colors used: Blue, Red

Experiment 2: Sample images from target class ’blue circle’

Training Dataset

Test Phase 1

Test Phase 2

Table 2.3: Summary of the training data and testing data used in Experiment 2.

Purpose:

In the previous experiment, all training images included only a single stimulus.

This experiment was motivated by the expectation that a network would need
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training experience that involves differentiating between co-occurring stimuli

if it is to eventually perform a conjunction search task.

Training:

Just like in Experiment 1, the network in this experiment was trained with

four classes of objects generated from a combination of two shapes and two

colors. The images in this experiment contained a target stimulus along with

multiple distractor stimuli. The distractors in a given training image either

shared the shape or the color of the target stimulus. So for example, if the

target was a blue circle, the two types of training images that were constructed

contained either blue distractors or circular (but not blue) distractors (see the

image below).

Figure 9: Sample training images used in Experiment 2 for the target class ’blue
circle’.

Test Phase 1: TestSet 8

This preliminary test was done to simply understand if the new training pro-

cedure had encoded enough information in the network for it to successfully

classify images that involved conjunction search. To recap, images involv-

ing conjunction search contain two sets of distractors, each sharing only one

primary feature (either colour or shape) with that of the target. This seemed
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promising because the two classes of distractor stimuli that the target stimulus

was intermixed with in the test images were exactly the ones the target was

singly coupled with during training. Nevertheless, contrary to our intuition,

the network showed poor classification accuracy on this. The variance in the

predictions across all the classes was found to be small, meaning that the

trained classifier was more or less random.

Figure 10: The similarity matrix showing the network’s predictions from Test Phase
1. The diagram shows the network’s inability to correctly classify the images from
TestSet 8.

Test Phase 2: TestSet 3

The images for this test contained either a single target stimulus or multiple

target stimuli, without any distractors. Note that in the training, the network

always saw the target stimulus with distractors. Two guestions were of

interest: Will the network be able to link the singly present target stimulus

to the target class? As the number of targets in the image increase, will the

network continue to classify the image correctly or will it begin to treat the

target stimuli as distractors to some nonexistent target?
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(a) (b)

Figure 11: (a) the similarity matrix showing the network’s top predictions on the in-
coming data. The network correctly classifies the 30 images with smaller populations
of stimuli in each class. The network misclassifies 20 images containing 30 or 50 target
stimuli per image. (b) shows the network’s second best predictions.

We found that the network correctly predicted the target class for all

images containing small numbers of target stimuli - 1, 5, 10. For more popu-

lous images, containing 30 or 50 targets, the network made interesting high-

confidence predictions. On taking a closer look at these results, we realized

that for these large populations, the network treated the target stimuli as

distractors. During the training process, the network had seen similar pop-

ulations of stimuli, but as distractors on two equally likely instances - one

where the target class was of the same color but different shape as that of the

distractor and again where the target class was of the same shape but different

color as that of the distractor. Therefore, for more populous images in this test,

instead of identifying the target stimuli as classifiers for the target class, the

network reported that target classes from training that had coouccred with

what were now distractors. For example, during training a large number of

red circles could appear as distractors with either a blue circle or a red square,
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the items that would have been the targets in the respective training set. Now,

when the model encountered only a large number of red circles, it would

report either blue circle or red square as the target (with equal probability),

items no present in the relevant test display at all.

Discussion:

The training regime in this experiment was designed to enhance the network’s

ability to learn the properties of the target stimulus. We expected the network

to improve its understanding of the association of the target stimulus with the

target class and thereby perform better on tasks of searching for the unique

stimulus. The results from Test Phase 1 show that the network’s ability to

associate the target stimulus to the target class dramatically reduces with the

introduction of a new form of distractor in the image.

The results from Test Phase 2 indicated that the target stimulus could no

longer be considered as the unique estimator of the target class, given our

training procedure. This effect can be ascribed to the working of the pooling

layers in the network. The pooling operation aggregates information from

the entire image and thereby allows the network to see (and arguably also

search) almost instantaneously. Due to the pooling operations, during training,

the network not only assimilates features that are descriptive of the target

stimulus, but it also learns features of the distractors that tend to appear with

a given target.
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Experiment 3: ...toward identifying the unique object.

Shapes used: Circle, Square

Colors used: Blue, Red

Experiment 3: Sample images from target class ’blue circle’

Training Phase 1

Training Phase 2

Test Phase 1 and 2

Table 2.4: Summary of the training data and testing data used in Experiment 3.

Purpose:

We aimed at identifying new ways of improving the classification accuracy

on conjunction search tasks by developing on the results obtained from Ex-

periment 2. The poor classification performance of the network in Test Phase

1 and 2 of Experiment 2 suggested that the network did not learn enough

about the target stimuli to directly associate it with the target class. This

solicited an augmentation in the network’s training process to naturally make

the relationship between the target stimuli and the target class more obvious.
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Training Phase 1:

To emphasise the target stimulus’s role in determining the target class, we

added the training images from Experiment 1 into the training set of Exper-

iment 2. So now, images containing the target stimuli all by itself were also

shown in addition to the images containing a single target stimulus with

distractors of either the same shape or the same color as that of the target

stimulus.

Test Phase 1: TestSet 8

The network continued to give poor results when tested on the classification

task involving conjunction search. The augmentation that we provided in

Training Phase 1 proved to be insufficient, probably because of the large

difference between the sizes of the target stimuli in the training images from

Experiment 1 and Experiment 2. The sizes of all the stimuli in the images of

Experiment 2 was only 10% of the size of the solitary stimulus present in the

training images of Experiment 1.

Training Phase 2:

Learning from the results obtained from Test Phase 1, instead of directly

adding training images from Experiment 1, the stimuli in all these images

were first resized to 10% of their original size and these altered images were

added into the training set of Experiment 2. So now all stimuli in all the

training images were of the same size. The default pre-trained network was

then trained on these newly constructed exemplars.
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Test Phase 2: TestSet 8

Images involving conjunction search (see TestSet 8) were passed into the

network described in Training Phase 2. The network continued to show poor

accuracy on this classification task. A closer inspection revealed an interesting

detail. When the top prediction was correct, the network’s confidence in its

top prediction was found to be 40% more than its second best prediction. On

the other hand, when the second best prediction was correct, the network’s

confidence on the second best prediction was on average 60% less than that of

its top prediction.

Figure 12: Similarity matrices showing the network’s top predictions (on the left) and
the network’s second best prediction (on the right).

Discussion:

The results from this experiment indicate that the training process brought

the network into some local minima where the network predicted an incorrect

label with strong belief. Alternatively, it is also possible that the network

has the necessary information required for this task encoded somewhere

within its function; but probably our fully-connected approach to retracting
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this information is incorrect. It is possible that the addition of images with

a solitary target stimulus is not sufficient to impose the implication of its

relationship with the target class on the underlying function.

Experiment 4: Is the network partial toward a particular fea-
ture

Shapes used: Circle, Square

Colors used: Blue, Red

Experiment 4: Sample images from target class ’blue circle’

Training Phase 1

Training Phase 2

Test Phase 1

Test Phase 2

Table 2.5: Summary of the training data and testing data used in Experiment 4.
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Purpose:

The results from Experiment 1 suggested that the network was learning low-

level features before the high level features. Therefore in this experiment, we

aim at investigating this in detail. To do this, we divided the training images

from Experiment 2 into two sets based on which of the two features (color,

shape) the target stimulus shared with the distractors. Two groups of training

images were made for each class - one where all the distractors in the training

images were of the same shape but different color as that of the target stimulus

while the other set of training images were made up of distractors that were

of the same color but different shape as that of the target stimulus. Two new

networks were independently trained on each of these two newly created

image sets.

Training Phase 1: Same shape, different color

Figure 13: Sample images from the ’blue circle’ class of the training dataset used in
Training Phase 1.

Training images containing distractors with the same shape but different

color as that of the target were created. The images contained one target

stimulus and the number of distractors in an image was 0, 4, 9 or 14 stimuli

per image. The validation data set was made using the same format as that of
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the training images, but with more distractors - either 39 or 49 distractors per

image. In principle, the structure of these validation images was exactly the

same as the images in TestSet 5 (distractors of the same shape but different

color) but no image in these two data sets were identical.

Training Phase 2: different shape, same color

Training images containing distractors with the same color but a different

shape as that of the target were created. These images contained a total of

[0, 4, 9, 14] distractor stimuli and one target stimulus. The validation data

set for training this network was made using the same format as that of the

training images, but with larger numbers of distractors [40, 50]. In principle,

the structure of these validation images was exactly the same as the images in

TestSet 4 (distractors of the same color but different shape) but no images in

these two datasets were identical.

Figure 14: Sample images from the ’blue circle’ class of the training dataset used in
Training Phase 2.

Test Phase 1: TestSet 4, 5

Images from TestSet 4 (distractors of the same color but different shape) were

passed into the network trained in the Training Phase 2. Unsurprisingly, the

network exhibited 100% accuracy on this classification task. Similarly, the
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network trained in Training Phase 1 showed 100% accuracy on images of

TestSet 5. Interestingly, upon exchanging the test datasets among the two

networks, much like in Test Phase 2 of Experiment 2, the network identified

the target class from the distractors instead of the target stimuli.

Figure 15: The similarity matrix showing the predictions of the network from Training
Phase 1 on the TestSet 5. This is also the matrix that is produced when the network
from Training Phase 2 is tested against the TestSet 4. In both the cases, the network
determines the target class using distractors instead of the target stimulus.

Test Phase 2: TestSet 3, 8

Both the networks trained in this experiment show poor results when tested

on images involving conjunction search. Both the networks also gave similar

results on the TestSet 3, containing images with only the target stimuli in

different populations. Much like in Test Phase 2 of Experiment 2, the small

populations are correctly classified but with the increase in the number of

target stimuli, the network begins to read the many target stimuli as distractors

of some target class that the network was trained on.
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Discussion:

In both the networks, the training sufficiently optimized the weights to pro-

duce similar, high confidence results on all the specified tests. As a result, we

were unable to empirically prove if the network learned the low-level feature

of color more readily as compared to the geometric properties of the stimulus’

shape. Even if we assumed that comparing the rate of change in the overall

loss after each epoch was an astute measure for determining the same, the

difference between these values was minimal.

Experiment 5:

Shapes used: Astrix, Circle, Square, Triangle

Colors used: Blue, Green, Red, Yellow

Experiment 5: Sample images from target class ’blue circle’

Training Phase 1

Validation Phase 1

Test Phase 1 and 2

Table 2.6: Summary of the training, validation and testing data used in Experiment 5.
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Purpose:

The results from the previous experiments indicated that for a network to

perform above chance in tasks involving conjunction search, alteration in

the training paradigm had to be made. To be able to learn the properties of

the target stimuli that lead to better conjunction search, we had to ensure

two things: 1) minimal intervention from the distractors was crucial 2) The

complete absence of distractors was not an option as the network would have

to encounter distractors to, at the very least, anticipate such a task involving

discrimination.

Training Phase 1:

In all the previous experiments, we identified each stimuli via two modifiable

features - color and shape. Training images were constructed using two colors

(red and blue) and two shapes (circle and square). In this experiment, to build

on the results obtained from the previous experiments, we had to construct

images in a way that the features associated with the target stimulus were

independent of those associated with the distractor stimuli. To implement this

decoupling using only the two colors and two shapes mentioned above would

not be beneficial. Therefore, while keeping the modifiable feature space as it

is (shape, color), we increased the number of samples in each of these features

to 4, thereby resulting in a total of 16 distinct classes (each class is uniquely

described by one shape and one color). The training dataset for each of these

16 classes contained a single target stimulus with [0, 4, 9, 14] distractors (all

belonging to the same class) that had a different shape and color as that of the
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target stimulus. Thus, if the target stimulus was blue circle, no distractor for

this class was blue or a circle. With a choice of three colors and three shapes, a

total of 9 such distractors per class could be used. In this experiment we used

seven of these distractor types to build the training images and the other two

types were used in the construction of the validation dataset.

Figure 16: Sample images, corresponding to the ’blue circle’ class, from the training
dataset used in Training Phase 1

Validation for Training Phase 1:

As mentioned above, the testing images were made using the two distractor

types that were left out of the training dataset. The other specifications of the

images remained the same as that in the training - each image contained one

target stimulus that also demarcated the target class and was accompanied

with [0, 4, 9, 14] distractors (all distractors in an image were of the same type).
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Figure 17: Sample images, corresponding to the ’blue circle’ class, from the validation
dataset for the network in Training Phase 1

Testing Phase 2: TestSet 6

30 testing images containing [29, 39, 49] distractors (all of one type) that

differed in shape and color from the singly present target stimulus (which

determined the target class) were constructed. Therefore, in this test set, each

class was represented by a total of 90 images.

Figure 18: Sample images, corresponding to the ’blue circle’ class, from the testing
dataset used in Testing Phase 2.

The network showed above chance accuracy on this testing dataset.

Testing Phase 1: TestSet 8

A testing dataset, based off of TestSet 8 but appropriate for a 16 class classi-

fication task, was prepared. The images in this dataset contained two types

of distractors, both of which did not share the color or the shape with the

solitary target stimulus in the image. A total of 80 images were constructed

31



Figure 19: Similarity matrix showing the predictions made by the network from
Training Phase 1 on testing images in TestSet 6.

for each class with 20 images having [4, 14, 34, 44] distractors. We hoped that

by avoiding the overlapping of features in training, the network would better

understand the relation between the target stimuli and the target class. Our

intuition therefore was that, given our training paradigm, the network would

show higher accuracy when tested against images containing two types of dis-

tractors (images involving conjunctions search). Nevertheless, we found that

the network continued to show poor results on this task. Our results showed

that the network was able to predict the correct answers in approximately
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26% of the total test images. The second best prediction had an accuracy rate

of 34%, and on average, when the second best prediction was correct, the

network’s confidence in its top prediction was higher by almost 85%.

Figure 20: Similarity matrix showing the predictions made by the network from
Training Phase 1 on testing images in TestSet 8.
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Experiment 6: Investigate the role of data augmentation on
generalization

Purpose:

Data augmentation is a form of regularization used as a means to avoid over-

fitting, especially in cases where there are more parameters than data points.

With the application of such a technique, the network can essentially be shown

a new version of the same image thereby helping in escaping over-fitting and

assisting generalization. In this experiment, we tried several different data

augmentation techniques - random horizontal flipping, random crop followed

by resizing and simply random cropping in the training process carried out in

Experiment 2.

The images used in training the network in Experiment 2 were used in

the this experiment too. The images therefore contained a solitary target

stimulus with distractors that either shared the color or the shape with the

target stimulus. The only difference between the training procedure in this

experiment and that of Experiment 2 was the kind of data augmentation

technique employed. Please note that by default, in all training routines

described in other Experiments, we only used random horizontal flipping on

the respective training data.

Training Phase 1:

We switched off all the data augmentation techniques in this iteration of

training.
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Training Phase 2:

Here, we randomly flipped certain images in the training dataset horizon-

tally. This was the default data augmentation technique used in all other

Experiments.

Training Phase 3:

For all the training images, we randomly cropped out a section of that image

with an aspect ratio of 3/4. As a result, we obtained images whose sizes

ranged from 20% to 100% the size of the original input image. These were then

transformed this into 4/3 images and were then resized to fit the requirements

of the input layer of our network.

Training Phase 4:

A random location in the input image was picked and a section of the image

meeting the input requirements of the network was cropped out.

Test Phase 1: TestSet 4, 5

A test dataset containing images from both TestSet 4 and 5 was created -

the images with the same labels were grouped as test images for that class.

Thus, the images that the network was tested against met the description

of the training dataset but the only difference was that these testing images

contained more number of distractors. Upon testing the network on this

dataset, we observed a drop in the classification accuracy going from Training

Phase 1 to the Training Phase 4. A top-1 accuracy drop of 4% was observed
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in network from Training Phase 1 as compared to the network in Training

Phase 2. The accuracy dropped by 10% for the network in Training Phase 4 (as

compared to the Training Phase 2 network) and dropped a further 3% for the

network trained in Training Phase 3. Despite its seemingly poor accuracy, the

network in Training Phase 3, the worst performing network, classified well

above chance.

Discussion:

The target stimulus in the training images occupies only a small percentage of

the overall image space. So, unlike random flipping or no data augmentation,

randomly cropping the image might result in missing out on the target entirely

thereby resulting in many misclassifications in the testing stage. This is exactly

what we observe in the results of Test Phase 1.

The validation phase graph from Training Phase 3 provides evidence for the

poor performance of this network in comparison to the network trained in

Training Phase 2. The graph in figure 21 shows an early spike in the network’s

accuracy but as the network begins to assimilate more and more information

from the entire image space, the accuracy drops. This is probably because it

begins to relate the distractors to the target class, more so than relating the

target stimulus to the target class. It is clear that data augmentation does

help in tuning the parameters, and depending on the type of data, might also

improve the test accuracy of the model (for example, the addition of horizontal

flipping improved the accuracy of the model). But, the absence of such data

augmentation techniques does not adversely affect the ability of the network
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(a) (b)

Figure 21: Shows the network’s accuracy on the validation dataset (y-axis) as plotted
against the number of training epochs (x-axis). (a) shows the validation accuracy of
the network trained in Training Phase 2 i.e. where data augmentation was done via
random flipping. (b) shows the validation accuracy of the network trained in Training
Phase 3 i.e. where random resize cropping was employed as the only means for data
augmentation.

to generalize on new, unseen data - as is evident from our experiments.

Experiment 7: Network learns what cannot be learned!

Purpose:

To quantify what the network learned, we computed its statistical significance

measure via the permutation test. This was done by randomly assigning labels

to training images, thereby removing any form of relation between the target

stimulus and the target class. Without any form of correspondence between

an image and its randomized label, ’learning’ of any form of pattern would

ideally not be possible and therefore our intuition suggested that the network

would not be able to converge.
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Training:

We made a copy of the training dataset used in Experiment 1 and then com-

pletely randomized the labeling associated with the images of the dataset.

Note that the training data in Experiment 1 had images that contained only

a solitary target stimulus which also determined the target class (label). In

this experiment, these labels were randomized. Therefore, the ’blue circle’

label, for example, could be assigned to any image irrespective of whether

the stimulus in that image was a blue circle or not. A network was then

trained on this randomized copy using the standard training paradigm - no

parameters associated with the network were changed. Without any form

of correspondence between an image and its randomized label, ’learning’ of

any form of pattern should not be possible. Nevertheless to our surprise, we

found that the network converged by achieving a very small, close to zero,

training error despite the randomized labels.

Test Phase 1: TestSet 1

This network was tested on images of TestSet 1 that were similar to the training

data, in their construction, but the network had not seen these images during

training. This network classified the testing images arbitrarily (almost as per

chance), as would be expected.
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Discussion:

We show here that by simply changing the training data, by randomized

labelling the images in the dataset, without even changing the network archi-

tecture or the training paradigm, the capacity of the network to predict correct

labels reduces drastically. Randomization of the labels implies that there is no

relationship between the input images and the associated labels. Despite this,

the network returned a zero training error meaning that it was able to find

some trend in the data that had no logical correlation. Therefore, interpreting

the network using the training error alone would not a good idea as it might

prove to be misleading.
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Chapter 3

Discussion and Conclusion

The broad long term goal of this project was to begin to consider ways that

artificial neural networks can inform psychological research (and vice-versa)

by testing networks in the kinds of experiments that have been the standard

bearers in cognitive psychology and perception research. There are many

challenges to developing such an approach, including the fact that there is no

obvious corollary of human reaction time in a CNN, whereas reaction time has

long been the typical measure for performance in psychological experiments.

But even before considering how to gauge network performance in ways

that are similar to human reaction time and other such measures, we need to

be able to ask networks the kinds of questions posed to human participants.

Human participants are rarely asked to recognize something in an image but

this is typically the challenge posed to a network designed to analyse visual

imagery.

As a step towards the goal, we attempt to train a network to perform

a well-establish search-based psychology task of finding a target stimulus

among a set of distractors. A key feature of this task is that the target is always
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defined relative to the context i.e. it is always the unique item, the one that

does not share any basic features with any other items in the display. For

example consider the scenario where the an image consists of one blue circle

among a group of red circles. In this case, the correct response is ’blue circle’.

In another case where the image consist of several blue circles surrounding

one blue square, or several blue circles and red squares surrounding a blue

square; the correct answer would be ’blue square’. Thus the response required

in a given trial is determined in relation to the entire composition of the image.

From the preliminary experiments, we found that training a network

to perform such a visual search task is more difficult than we presumed.

Given our pre-trained network’s prowess on real world images, it was our

assumption that performing the aforementioned task would be easy, but we

got results that indicated otherwise. Thus, the purpose of this thesis changed

from building/identifying a CNN architecture that could perform the task of

’searching the unique stimulus in a set of distractors’ to understanding why a

pre-trained network could not perform our task naturally. In the course of our

explorations, we found some shortcomings of the convolutional neural nets

and some interesting insights into what a network learns in training.

From Experiment 1, we found evidence for the scale and rotation invari-

ance of the CNNs. It is well established that the convolution operation alone

does not naturally make classification robust to transformations in stimuli like

scale or rotation. Nonetheless, the addition of other forms of non-linearties in

the CNNs has shown to improve the invariance to such transformations. The

network trained in Experiment 1 showed high tolerance to transformation
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in scale and rotation, and also informed us that the predictive capability of

the network to such transforms was influenced by the nature of the training

data. Additionally, the results from this experiment also suggested that the

network was unable to learn the geometry of the stimulus, nevertheless, it

successfully learned some, presumably abstract, feature that encoded the

shape and the color information to some extent. It seemed as though this

encoding contained encapsulated low-level features like color more efficiently

as compared to higher level features like position or geometry. We attempted

to investigated this further in Experiment 4 but we were unable to produce a

stronger empirical evidence to the phenomenon.

In Experiment 2, we saw that the network did not treat the target stimulus

as the unique identifier of the target class as we would have hoped. The

network aggregated information from the entire image space and as a result

correlated the target class to the features of the target stimulus as well as dis-

tractors. This provided a strong indication that the training data itself greatly

affected the network’s ability to discriminate. Therefore, we tried to correct

this in Experiment 3 by explicitly adding more hints of the association between

the target stimulus and the target class in the training regime. Nevertheless,

this augmentation was not sufficient for the network to identify the unique

target in an image containing two forms of distractors. To ensure minimal

intervention from the distractors, in Experiment 5, we enforced the rule of

complete independence between the features of the target and the distractors.

Despite showing high accuracy and low generalization error, the network

trained on this new dataset also failed on our task. It was not that the network
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was unable to recognize the elements in the images that we presented, but

the network just did not seem to acquire the central objective of the task - to

report the unique item.

What could account for this and what are the implications? Several factors

could be attributed to this failure:

• Maybe the task itself is so complex that the architecture of a CNN, in

general, cannot encode the required function. In Experiment 7, we

showed that by simply changing the training dataset, without altering

the training parameters or the architecture of the network, the network’s

ability to generalize could be dramatically reduced.

• It is possible that our choice of ResNet18 and the training paradigm

we employed was incorrect. To mitigate the uncertainties around this

and to understand if we missed out on something during training, in

Experiment 6, we evaluated the effect of some forms of data augmen-

tation on the overall learning process. To our surprise, we found that

while data augmentation helped in fine tuning the network to improve

the network’s accuracy on the testing data; its effect on the network’s

ability to generalize was found to be minimal. So, it may seem that the

different networks we trained in all our experiments always just (over)fit

its parameters to the training data and converged to something that

did not necessarily encode the relation between the training datum and

its label. But as we always tested the network’s capacity to generalize

by using test sets that were, in principle, similar to the training dataset

and yet deviated sufficiently from it in their construction (for example,
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testing images had more number of distractors than in training images),

it is unlikely that our interpretations of the network are incorrect.

• Networks currently only learn through positive and/or negative re-

inforcement, and it is unlikely that this is the only way that humans

acquire an understanding of the problem in hand. Perhaps to do such

complex tasks, the networks would have to be paired with some form

of symbolic AI or coupled with some modular networks, each trained

independently for different task requirements.

It is important that the innate functioning of the networks is deciphered.

Identifying the shortcomings and building the necessary and sufficient com-

ponents for a network architecture required to perform tasks like visual search

would end up being informative enough to uncover how humans approach

these tasks intuitively.
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Chapter 4

Future Work

In our experiments, we tried many different training paradigms from using

different forms of data augmentation techniques to modifying the training

dataset itself but still, the model never succeeded in learning our task com-

pletely. That is, it never seemed to acquire the understanding that the desired

response was the class that the unique object in the image belonged to. The

network aggregated features from the entire image space and as a result, in

classification tasks involving conjunction search, the network often reported

the class that was indicative of the majority stimuli. The success for the many

deep learning architectures is attributed to this assumption that the high-

dimensional data which is fed into the network clusters in a low-dimensional

manifold. Therefore, it is likely that the network had the necessary infor-

mation, required for this task, encoded somewhere within its function; but

probably our fully-connected approach to retracting this information is incor-

rect. Can a probabilistic approach be employed over the high level features

of the CNN to get the desired response? Can the output of our network be

used as input to a module, made up of additional convolution layers, specially
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trained to identify the unique object?

In most convolutional neural network architectures, the high level features

are correlated with the target class using the fully connected layer. A softmax

interpretation of the output of the fully connected layer is used to obtain

the probability distribution of the network’s confidence in its prediction. It

has been shown that such an assumption, of directly relating the probability

associated with the predicted class label to the ground truth correctness, is

incorrect [Guo et al., 2017][Nguyen, Yosinski, and Clune, 2014]. It is argued

that the region in the high dimensional space that the network associates

with a particular class as a result of training may be different, smaller, from

the actual region for that class. Given the nature of the data we use in our

experiments, unlike real-world images, we have the ability to freely modify

the parameters associated with a stimulus/feature. We plan on harnessing this

to provide empirical evidence to the validity and robustness of the softmax

interpretation.
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Chapter 5

Appendix

Experiment 1:

To converge to an understanding of the extent of scale/rotation invariance,

we reduced the sizes of the shapes in all the training images of Experiment 1

to 10% of their default size and retrained the network on these new images.

Upon testing on the images used in Test Phase 3, quite interestingly, this

network showed a 100% accuracy on the for smaller stimuli and as the sizes of

the stimuli in the image increased, the probability distribution of the output

started to become more and more uniform with the network classifying all

input images as red squares for sizes greater than 70% the default size. This

network was also tested against TestSet 8 and despite the similarity in the size

of the stimuli in the two datasets, the classification results were poor. When

tested against TestSet 3, as the intuition suggests, the network showed a 100%

accuracy.
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Experiment 6:

In addition to the experiments performed on the training dataset from Experi-

ment 2, we also performed all forms of data augmentation techniques on the

training dataset used in Experiment 5. We obtained identical results upon

testing on the images from TestSet 6.

Test Datasets:

A total of 8 datasets are created with an aim of scrutinizing the network’s

ability to discriminate, given a particular training paradigm. Below is a list of

all the datasets that we use in our experiments.

TestSet 1: no distractors, large stimuli

This test dataset contains 100 200x200 images for each class, randomly picked

directly from the Kaggle Four Shapes dataset. There are no distractors in these

images and the solitary shape in the image is assigned the required color.

Figure 22: Sample images from TestSet 1.
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TestSet 2: no distractors, small stimuli

This test dataset contains 25 1000x1000 images for each class containing a

single target from that class. There are no distractors in these images. A

random image of the target stimuli’s shape is selected from the many images of

that shape available in Kaggle Four Shapes dataset and is colored accordingly.

Its then resized to 100x100 before being assigned a random location in a blank

1000x1000 image having a white background. Therefore, ther resulting images

are 1000x1000 with a 100x100 target.

Figure 23: Sample images from TestSet 2.

TestSet 3: no distractors, multiple target stimuli

This test dataset contains a total of 25 1000x1000 images for each class. These

images constitute 5 images with [1, 5, 10, 30, 50] target(s) for the respective

class. There are no distractors in these images.

Figure 24: Sample images from TestSet 3 for target class ’blue circle’.
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TestSet 4: distractors of same color, different shape

This test dataset contains a total of 150 1000x1000 images for each class. These

images constitute 50 images with a total [30, 40, 50] stimuli per image. Each

image contains a single target stimulus and rest are distractors with the same

color as that of the target but different shape. For example, in the Figure 25,

there are 29, 39 and 49 blue squares with a single blue circle target stimulus.

Figure 25: Sample imges from TestSet 4 for target class ’blue circle’.

TestSet 5: distractors of same shape, different color

This test dataset contains a total of 150 1000x1000 images for each class. These

images constitute 50 images with a total [30, 40, 50] stimuli per image. Each

image contains a single target stimulus and rest are distractors with the same

shape as that of the target but different color. For example, in the Figure 26,

there are 29, 39 and 49 red circles with a single blue circle target stimulus.

Figure 26: Sample images from TestSet 5 for target class ’blue circle’.
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TestSet 6: distractors of different shape, different color

This test dataset contains total of 90 1000x1000 images for each class with

a total [30, 40, 50] stimuli per image. Each image contains a single target

stimulus and rest are distractors that are of different shape and different color

as compared to that of the target stimulus. From the total set of colors and

shapes available for the experiment, the color and shape of the target stimulus

is removed and the distractors are assigned a new combination by randomly

sampling from what remains.

TestSet 7: all forms of feature search with fewer dis-
tractors

This test dataset can be thought of as a combination of TestSets 4, 5 and 6 - in

principle - but with fewer stimuli per image. This dataset contains a total of

75 1000x1000 images for each class. 25 images meeting the specifications from

each of the three aforementioned datasets are constructed but with a total of 3

stimuli per image (a single target and two distractors).

Figure 27: Sample images from TestSet 7 for target class ’blue circle’.
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TestSet 8: conjunction search

This test dataset contains a total of 100 1000x1000 images for each class. These

images constitute 50 images with a total [15, 45] stimuli per image. Each image

contains a single target stimulus and rest are 2 different types of distractors

that evenly distributed across the image. Half of the distractors have the same

color but different shape as compared to the target stimulus while the other

half have a different color but same shape as that of the target stimulus.

Figure 28: Images from TestSet 8 for target class ’blue circle’.
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