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Abstract

When given a collection of graphs on over-lapping, but possibly non-identical,

vertex sets, many inference tasks involve learning the across-network alignment. Of-

ten, this task is difficult due to the enormity of the graphs, as network alignment

(that is, graph matching) is NP-hard in its most general form. That being said, of-

ten a partial alignment is known a priori. We leverage the knowledge of this partial

alignment (seeds) to assist the graph matching task. We further present principled

methods of handling non-identical vertex sets and multiple-node alignment for both

the tasks of graph matching and vertex nomination. We demonstrate the applicability

of our methodologies via synthetic and real-data experiments. In particular, we show

a real-time example of network alignment of the left- and right-hemispheres for the

Drosophila larvae connectome and demonstrate that our structure-based algorithm

improves their currently used techniques. Further, inspired by the nuances inherent in

this data, and in particular the presence of neural type-based correlation, we present

a network model which is robust enough to handle this type of data while still being

practical in the sense that statistical theory is still relevant. We compare this model
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to other network models and present relevant existing theory.

Primary Reader: Carey E. Priebe

Secondary Reader: Vince Lyzinski
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Chapter 1

Introduction

It is increasingly common in many scientific disciplines to represent the com-

plex interactions amongst data points via networks, and the statistical and scientific

literature has seen a vast amount of work on the modeling and analysis of this bur-5

geoning network data. Often when working simultaneously with multiple graphs,

there is a need to register vertices to each other across networks. This data process-

ing step, which is often referred to as graph matching, allows for the application of

techniques that use the common, shared labels across networks as known parame-

ters in subsequent inference. For example, estimating parameters for multiple graphs10

simultaneously as was done in [Tang et al., 2017b] and anomaly detection (see for

example [Eberle and Holder, 2007, Hooi, 2019]) tasks both often require graphs to

already be aligned. The field of graph matching has been the subject of a vast

amount of literature in many diverse fields such as pattern recognition [Lu et al.,
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CHAPTER 1. INTRODUCTION

2016,Riesen and Ferrer, 2016, Lerouge et al., 2017], computer vision [Sang and Xu,15

2012,Egozi et al., 2013,Iodice and Petrosino, 2015], social network analysis [Pedarsani

and Grossglauser, 2011, Yartseva and Grossglauser, 2013], and neuroscience [Chen

et al., 2016, Yang and Kruggel, 2009], to name a few; see the following surveys for

a comprehensive overview of the many recent results, advances, and applications of

graph matching: “Thirty Years of Graph Matching in Pattern Recognition” by [Conte20

et al., 2004], “Graph Matching and Learning in Pattern Recognition in the Last 10

Years” by [Foggia et al., 2014], “A Short Survey of Recent Advances in Graph Match-

ing” by [Yan et al., 2016], and ”Fifty years of graph matching, network alignment

and network comparison” by [Emmert-Streib et al., 2016].

Informally, given two graphs of the same order, the graph matching problem25

seeks a bijection between the vertex sets of the two graphs that best preserves the

adjacency structure across networks. More formally, suppose we are given two graphs,

G1 and G2, with respective vertex sets V1 and V2 such that |V1| = |V2|, where |V |

denotes the cardinality of V . For any bijective function ϕ : V1 → V2, two vertices

u, v ∈ V1 are said to have an adjacency disagreement under ϕ if u and v are adjacent30

in G1 but ϕ(u) and ϕ(v) are not adjacent in G2, or vice versa. The graph matching

problem aims to minimize the number of adjacency disagreements induced by ϕ over all

bijective functions ϕ : V1 → V2. In its most general form, the graph matching problem

is equivalent to the NP-hard quadratic assignment problem [Sahni and Gonzalez,

1976]. In fact, even the simpler problem of deciding whether there exists a graph35
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CHAPTER 1. INTRODUCTION

isomorphism, while shown to be of subexponential complexity in [Babai, 2016], is

not known to be solvable in polynomial time and remains intractable, in general, for

large networks. Indeed, there are no known efficient algorithms for graph matching

in general, and the consensus is that none exist.

In many applications when considering two networks, there is a natural correspon-40

dence between the two vertex sets; for example, when looking at an email network and

a social network with the same participants, we might say that a vertex in the email

network corresponds to a vertex in the social network if the two represent the same

participant. In this case, a goal of graph matching would be to recover this natural

correspondence if it is unknown. We can therefore consider the seeded graph match-45

ing problem as an attempt to recover an underlying vertex correspondence when only

a few of these correspondences (seeds with the seeding function) are known a priori.

Knowledge of these seeds can yield a dramatic improvement in approximating the

natural correspondence, as will be illustrated in Chapter 2.

Throughout this dissertation, we will present various methods for aligning the ver-50

tex sets of two graphs on overlapping, possibly non-identical vertex sets, and utilize

the graph matching techniques we present as well as localization procedures based

on known partial alignments of the vertex sets in order to accomplish the task of

across-graph vertex nomination. Similar in spirit to popular network-based informa-

tion retrieval (IR) procedures such as PageRank [Page et al., 1999] and personalized55

recommender systems on graphs, in vertex nomination the goal is as follows: Given

3



CHAPTER 1. INTRODUCTION

vertices of interest in a graph G1, rank the vertices in a second graph G2 based on

how likely they are judged to be interesting; with (ideally) interesting vertices in G2

concentrating at the top of the rank list.

Using vertex nomination and seeded graph matching techniques, we will also60

demonstrate a real-time example of network alignment of the left- and right-hemispheres

for the Drosophila larvae connectome and demonstrate that a combination of our

structure-based algorithm and the NBLAST algorithm of [Costa et al., 2016] pro-

vides a combined structural and morphological method for nominating pairs of across-

hemisphere neurons that is superior to using NBLAST alone. Furthermore, inspired65

by the nuances inherent in this data, and in particular the presence of neural type-

based correlation, we present a network model which is robust enough to handle this

type of data, and compare this model to other network models, presenting relevant

existing theory where applicable.

In Chapter 2, we introduce the seeded graph matching algorithm and demonstrate70

its utility across multiple platforms. Chapter 3, then utilizes the method of seeded

graph matching combined with localization to present a principled methodology for

vertex nomination when graphs are too large for brute-force graph matching meth-

ods to be effective. In Chapter 4, we present a method of graph matching which

applies more explicitly to matching multiple graphs simultaneously while allowing for75

multi-matches across the two graphs (so that a single vertex in one graph can map

to several vertices in the second graph). Throughout the afore-mentioned chapters

4



CHAPTER 1. INTRODUCTION

we compare our methods to existing methods and also present the utility of our al-

gorithms through synthetic and real-data examples. Chapter 5 explores the use of

seeded graph matching and vertex nomination, as presented in Chapters 2 and 3,80

to align the left and right hemispheres of the Drosophila larvae connectome. In this

chapter, we show a real-time example of the utility of seeded graph matching to assist

neuroscientists in aligning the two hemispheres. Inspired by the nuances inherent in

this connectome-data, we then present a statistical model which can handle across

and within-network correlation via the correlated, generalized random dot product85

graph, in Chapter 6. We also compare this model with other network models which

incorporate correlation and discuss relevant theory. Finally, in Chapter 7 we discuss

the implications of our work and future directions.

Remark 1. Regarding Notation: Throughout this manuscript, we will use G = (V,E)

to denote a graph G with vertex set V and edge set E. Furthermore, [n] will denote90

the set of integers {1, 2, . . . , n}, Id will denote the d-dimensional identity matrix, Πn

denotes the set of all n×n permutation matrices, and Dn denotes the set of all n×n

doubly stochastic matrices. Other notes on notation will be introduced as necessary. In

particular, notation in Chapter 3 is a bit more complex and the necessary modifications

are made explicit there-in.95
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Chapter 2

Seeded Graph Matching

Exploration of the seeded graph matching problem is addressed in a number of

settings. The authors of [Zaslavskiy et al., 2009a] and [Fraikin and Van Dooren, 2007]

incorporate constraints that enforce correspondences to be only between vertices of100

the same “type.” Also, in [Shirani et al., 2017, Shirani et al., 2018], the authors dis-

cuss an information theoretic approach to incorporating seeds in the graph matching

task, and while they provide theoretic evidence backing their algorithm, they lack

demonstration of their algorithm and fail to discuss the practical aspects of run-time

and memory use. Other recent advances include: use in semi-supervised learning,105

spectral clustering, and seed-selection processes (see [Ham et al., 2005,Lyzinski et al.,

2015, Li and Campbell, 2015] respectively), exploration of other methods for using

seeds in graph matching (see [Hu et al., 2013,Kazemi et al., 2015a]), along with a few

surveys covering seeded graph matching (see, for example, [Foggia et al., 2014,Yan
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CHAPTER 2. SGM

et al., 2016]).110

Using the notation introduced in Chapter 1, the seeded graph matching problem

can be formulated as follows. Let G1 = (V1, E1) and G2 = (V2, E2) be two graphs.

Suppose that we are also given subsets S1 ⊂ V1, S2 ⊂ V2 such that |S1| = |S2|, and a

fixed bijection ψ : S1 → S2. The seeded graph matching problem is defined to be the

problem of minimizing the number of adjacency disagreements induced by ϕ over all115

bijections ϕ : V1 → V2 that are extensions of ψ — that is, ϕ must agree with ψ on S1

(i.e., for all u ∈ S1, ϕ(u) = ψ(u)). The elements of S1 and S2 are called seeds and ψ

is called a seeding.

In this chapter we modify the Fast Approximate Quadratic Assignment Problem

(FAQ) graph matching algorithm of Vogelstein et al (2015) [Vogelstein et al., 2015],120

so as to

1. Employ the use of seeds — we call this the Seeded Graph Matching Algorithm

“SGM”, and

2. Adapt the use of the SGM algorithm to match graphs which have differently sized

vertex sets, and125

3. Extend the SGM algorithm to provide each vertex with a probability distribution

over potential matches.

While the extension of seeding the FAQ algorithm was previously introduced in an

early version of this work, the extensions to matching graphs on differently sized

7



CHAPTER 2. SGM

vertex sets and extending the algorithm to provide multiple potential matches are130

new to the work published in [Fishkind et al., 2019a], as presented here-in.

The motivation for specifically extending the FAQ algorithm comes from the fact

that the algorithm is both fast and accurate, and also has strong theoretical justifi-

cation. Indeed, in Vogelstein et al. (2015) [Vogelstein et al., 2015] it is shown that

the FAQ algorithm is more accurate than the other graph matching algorithms with135

which it was compared on 94% of the QAPLIB [Burkard et al., 1997] benchmark

problems considered. Also, FAQ was faster than the popular PATH algorithm intro-

duced in [Zaslavskiy et al., 2009b,Liu et al., 2012]. Furthermore, from a theoretical

standpoint, it is shown in [Lyzinski et al., 2016a] that, under mild conditions, the

FAQ algorithm asymptotically almost surely provides the optimal graph matching so-140

lution when solved exactly, in contrast to many of the existing alternative problem

formulations/solutions.

As mentioned in “2” above, we include an extension of graph matching to set-

tings where the vertex sets differ in size; here the goal is to recover a correspondence

between the vertices of the smaller graph and a subset of the vertices of the larger145

graph. In point “3” above we mention that we provide, for each vertex, a probability

distribution over potential matches. This allows (among other things) for ranking of

possible matches, rather than just providing a single proposed match. In particular,

by providing each vertex with a ranked list of candidate matching vertices, a practi-

tioner is given a principled means with which to search for the true match for a given150

8



CHAPTER 2. SGM

vertex, namely, to search the rank list in decreasing likelihood of matching.

In particular, the SGM algorithm would be appropriate to use when two graphs

are isomorphic and we seek the isomorphism, and also when two graphs are not

isomorphic, and we seek the bijection between the their respective vertex sets that is

“closest” to an isomorphism. Furthermore, by Contribution “2” listed above, SGM155

would be appropriate to use when the graphs have differently sized vertex sets, say

G1 has fewer vertices than G2, and we seek the one-to-one injection from the vertex

set of G1 into the vertex set of G2 which provides the “closest” isomorphic-to-G1

induced subgraph of G2. All of these tasks could be used to find a natural, underlying

correspondence between the vertex sets. Also, by Contribution “3” listed above, SGM160

would be appropriate to use when we don’t just want a single bijection between the

vertex sets, but seek backup, alternative possibilities for natural correspondence to

each vertex.

The structure of this chapter is as follows: In Section 2.0.1 we provide the math-

ematical framework and notation. In Section 2.1, we describe the graph matching165

algorithm FAQ of Vogelstein et al (2015) [Vogelstein et al., 2015] and adapt it into

our SGM algorithm for seeded graph matching. We then present an extension of the

SGM algorithm for use on graphs having differently sized vertex sets in Section 2.1.5

and, in Section 2.1.6, we present a version of the SGM algorithm which outputs, for

each pair of nodes in V1 × V2, a confidence of being a match across the two graphs.170

Following, in Section 2.2 we compare SGM to a seeded version of the PATH algorithm

9



CHAPTER 2. SGM

for graph matching, and in Section 2.3 we demonstrate the effectiveness of the SGM

algorithm via three real data experiments.

2.0.1 Notation and Mathematical Framework

For simplicity, all graphs in this chapter are simple; that is, the edges are undi-175

rected, and there are no loops or multiple edges. (However, of note to the reader, all of

our results and algorithms can easily be extended to the matching of directed, multi-

edged, and/or loopy graphs.) Let n and m be positive integers and n = n +m. For

notational simplicity, let G1 and G2 be graphs with vertex sets V1, V2 = {1, 2, . . . , n}.

We will take seed sets S1, S2 = {1, . . . ,m} with seeding ψ : S1 → S2 as the iden-180

tity function. (When m = 0 we have the (unseeded) graph matching problem.) Let

A,B ∈ Rn×n be the adjacency matrices for G1 and G2, respectively; this means that

for all i, j ∈ {1, 2, . . . , n} it holds that aij = 1 or 0 according as vertices i, j ∈ V1 are

adjacent in G1 or not, and bij = 1 or 0 according as i, j ∈ V2 are adjacent in G2 or

not. It will be useful to let A and B be partitioned as185

A =

⎡⎢⎢⎣ A11 A12

A21 A22

⎤⎥⎥⎦ B =

⎡⎢⎢⎣ B11 B12

B21 B22

⎤⎥⎥⎦

10



CHAPTER 2. SGM

where A11, B11 ∈ Rm×m, A12, B12 ∈ Rm×n, A21, B21 ∈ Rn×m, and A22, B22 ∈ Rn×n.

The seeded graph matching problem can be expressed as

min
P∈Πn

∥A− (Im ⊕ P )B(Im ⊕ P )T∥2F ,

where Πn denotes the set of n × n permutation matrices, Im is the m-by-m identity

matrix, ⊕ is the direct sum of matrices, and ∥ · ∥F is the Frobenius norm on matrices.

For a given permutation matrix P , the corresponding bijection ϕP : {1, 2, . . . , n} →190

{1, 2, . . . , n} is defined as, for all i, j ∈ {1, 2, . . . , n}, ϕP (i) = j precisely when [Im ⊕

P ]ij = 1.

Often, the aim of graph matching is to uncover a natural underlying correspon-

dence function Ψ : V1 → V2 between entities represented by V1 and V2. In order to

model a setting where vertices in G1 naturally correspond to vertices in G2 via Ψ,195

in our simulations of Sections 2.1.3, 2.1.4, 2.1.5, and 2.1.6, we take G1 and G2 to

be realizations from a ρ-correlated Stochastic Block Model, (or “SBM”). The SBM

model is introduced in [Holland et al., 1983], and the ρ-SBM described below is used

in [Lyzinski et al., 2015].

Definition 2. Suppose that we are given: number of vertices n, number of blocks200

k ∈ Z > 0, vertex set V = {1, 2, . . . , n}, edge probability matrix Λ ∈ [0, 1]k×k, block

membership function b : V → {1, . . . , k}, and correlation ρ ∈ [0, 1]. Random graphs

G1 and G2, each having vertex set V with respective adjacency matrices A and B,

11



CHAPTER 2. SGM

have a ρ-correlated Stochastic Block Model distribution with parameters k, b, and Λ,

denoted (G1, G2) ∼ ρ-SBM(k, b,Λ), if205

1. Each of G1 and G2 is marginally distributed as a Stochastic Block Model with

parameters k, b,Λ, denoted G1, G2 ∼ SBM(k, b,Λ). That is, for all i < j ∈

{1, . . . , n}, Aij
ind.∼ Bernoulli(Λb(i),b(j)) and Bij

ind.∼ Bernoulli(Λb(i),b(j));

2. For all i < j and k < ℓ, the random variables Aij and Bkℓ have Pearson correla-

tion coefficient ρ if i = k and j = ℓ, and are otherwise collectively independent.210

The last sentence in Definition 6 imbues (G1, G2) with a natural vertex correspondence

between graphs, the identity map. In this setting, ρ = 0 implies that edge presence is

independent across the two random graphs and ρ = 1 implies that the two graphs are

almost surely isomorphic via identity. Note that the ρ-correlated Erdös-Rènyi Model

“ρ-ER(p)” of [Lyzinski et al., 2014a] is a special case of the ρ-SBM(k, b,Λ) in which215

the number of blocks is effectively k = 1, and the more general ρ-correlated Bernoulli

random graph model “ρ-Bernoulli(Λ)” of [Lyzinski et al., 2016a] is a special case of

the ρ-SBM(k, b,Λ) in which the number of blocks is k = n.

In addition to providing a rich model for exploring the effectiveness of our SGM al-

gorithm in recovering an unknown underlying correspondence, sampling (G1, G2) from220

the ρ-SBM(k, b,Λ) model can be easily achieved. First, sample G1 ∼ SBM(k, b,Λ);

then, conditioned on G1, sample G2 as follows: letting A and B denote the adja-

cency matrices for G1 and G2, respectively, independently sample, for i < j, the ijth

12



CHAPTER 2. SGM

element of B via Bij ∼Bernoulli((1− ρ)Λb(i),b(j) + ρAij).

2.1 Seeded-FAQ for approximate seeded225

graph matching

Since the seeded graph matching problem is intractable, we seek an approximate

solution that can be efficiently computed. To this end, in Section 2.1.1 we express

the seeded graph matching problem as an optimization problem with integrality con-

straints, and then relax the integrality constraints by replacing them with nonnega-230

tivity constraints. In Section 2.1.2 we modify the FAQ algorithm of Vogelstein et al

(2015) [Vogelstein et al., 2015] into an algorithm called SGM that approximately solves

the seeded graph matching problem; it first approximately solves the relaxed problem

and then projects the solution to restore integrality. Following, in Section 2.1.5 we

generalize SGM to include the matching of graphs on differently sized vertex sets, and235

in Section 2.1.6 we extend SGM to create for each vertex a probability distribution

over likely matches.

2.1.1 The relaxation

Suppose G1, G2 are graphs with respective adjacency matrices A,B ∈ Rn×n, as

described in Section 2.0.1. As mentioned in Section 2.0.1, the seeded graph matching240

13
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problem can be formulated as

min
P∈Πn

∥A− (Im ⊕ P )B(Im ⊕ P )T∥2F . (2.1)

Expanding, we have

∥A−(Im⊕P )B(Im⊕P )T∥2F = ∥A∥2F +∥B∥2F −2 ·traceAT (Im⊕P )B(Im⊕P T ), (2.2)

from which we see that this optimization problem is equivalent to 1

max
P∈Πn

trace
(
AT (Im ⊕ P )B(Im ⊕ P T )

)
. (2.3)

To approximately solve the seeded graph matching problem it will be useful to

first relax the feasible region from Πn, the set of permutation matrices, to the set of245

n × n doubly stochastic matrices, Dn; by the Birkhoff-von Neumann Theorem, Dn

is the convex hull of Πn. Recall that a doubly stochastic matrix is a non-negative

matrix such that all row sums and column sums equal 1. Thus, the relaxed seeded

graph matching problem becomes

max
P∈Dn

trace
(
AT (Im ⊕ P )B(Im ⊕ P T )

)
. (2.4)

1Note that, although A and B are symmetric matrices, we nonetheless keep transposes in place
wherever they are present to enable further generalization; our analysis will not change if we instead
were in a broader setting where A and B are generic (asymmetric, non-hollow, and/or non-integral)
matrices in Rn×n.

14
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Indeed, this is a relaxation of seeded graph matching in the sense that if we were to add250

integrality constraints — that P is integer-valued — then we would precisely return to

the constraint that P is a permutation matrix, hence we would have returned to the

seeded graph matching problem. This relaxation enables the machinery of continuous

optimization (gradient descent, ADMM, etc.) to be employed on the relaxed seeded

graph matching problem. Note that while the solutions of Eq. (2.1) and (3.1) are255

equivalent, the solutions of the relaxations of Eq. (2.1) and (3.1) are not equivalent

in general, with the indefinite relaxation, Eq. (2.4), preferable under the model

assumptions we will consider throughout the bulk of this dissertation [Lyzinski et al.,

2016a]. The relaxed problem formulated in Equation (2.4) is a quadratic program

with an indefinite Hessian, and thus cannot be efficiently solved exactly. In the next260

session we will obtain an approximate solution using Frank-Wolfe methodology.

2.1.2 From FAQ to SGM

The SGM algorithm is a modification of the state-of-the-art graph matching algo-

rithm, FAQ, of Vogelstein et al (2015) [Vogelstein et al., 2015] to allow for the use

of seeds. SGM first approximately solves the relaxed seeded graph matching problem265

— maximize trace
(
AT (Im ⊕ P )B(Im ⊕ P T )

)
subject to P being a doubly stochastic

matrix — by using the Frank-Wolfe Method [Frank and Wolfe, 1956], an iterative

procedure that involves successively solving linearizations of the quadratic objective

function. These linearizations, it turns out, can be here cast as linear assignment prob-
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lems that can be efficiently solved with the Hungarian Algorithm of [Kuhn, 1955]. At270

the conclusion of Frank-Wolfe, the doubly stochastic solution obtained is projected

back to the set of permutation matrices; note that this projection step can again be

cast as a linear assignment problem solvable via the Hungarian Algorithm.

We first briefly review the Frank-Wolfe Method before proceeding to apply it. The

general kind of optimization problem for which the Frank-Wolfe Method is used is275

(FWP) maximize f(x) such that x ∈ S, (2.5)

where S is a polyhedral set (i.e., is described by linear constraints) in a Euclidean

space, and the function f : S → R is continuously differentiable. A starting point

x(0) ∈ S is chosen in some fashion, perhaps arbitrarily. For i = 1, 2, 3, . . ., the following

is done. The function f̃ (i−1) : S → R is defined to be the first order (i.e., linear)

approximation to f at x(i−1) — that is, f̃ (i−1)(x) := f(x(i−1))+∇f(x(i−1))T (x−x(i−1));280

then solve the linear program: maximize f̃ (i−1)(x) such that x ∈ S. This can be done

efficiently since f̃ (i−1)(x) is a linear objective function with linear constraints, and

note that, by ignoring additive constants, the objective function of this subproblem

can be abbreviated as: maximize ∇f(x(i−1))Tx such that x ∈ S. Given a solution

x̃(i−1) ∈ S to this linear approximation, the point x(i) ∈ S is defined as the solution285

to: maximize f(x) such that x is on the line segment from x(i−1) to x̃(i−1) in S. This

is a just a one dimensional optimization problem; in the case where f is quadratic
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this can be exactly solved analytically. Go to the next i, and terminate this iterative

procedure when the sequence of iterates x(0), x(1), x(2), . . . stops changing beyond a

predefined threshold or develops a gradient close enough to zero.290

We now describe how SGM employs the Frank-Wolfe Method to solve the relaxed

seeded graph matching problem. The objective function to be maximized in Eq. (3.1)

here is

f(P ) = trace

⎛⎜⎜⎝
⎡⎢⎢⎣ AT11 AT21

AT12 AT22

⎤⎥⎥⎦
⎡⎢⎢⎣ Im 0m×n

0n×m P

⎤⎥⎥⎦
⎡⎢⎢⎣ B11 B12

B21 B22

⎤⎥⎥⎦
⎡⎢⎢⎣ Im 0m×n

0n×m P T

⎤⎥⎥⎦
⎞⎟⎟⎠

= trace

⎛⎜⎜⎝
⎡⎢⎢⎣ AT11 AT21

AT12 AT22

⎤⎥⎥⎦
⎡⎢⎢⎣ B11 B12P

T

PB21 PB22P
T

⎤⎥⎥⎦
⎞⎟⎟⎠

= trace(AT11B11) + trace(AT21PB21) + trace(AT12B12P
T ) + trace(AT22PB22P

T )

= trace(AT11B11) + trace(P TA21B
T
21) + trace(P TAT12B12) + trace(AT22PB22P

T )

which has gradient

∇f(P ) := A21B
T
21 + AT12B12 + A22PB

T
22 + AT22PB22. (2.6)

We start the Frank-Wolfe Algorithm at the barycenter doubly stochastic matrix295

P̃ = (1/n) 1⃗n1⃗
T
n , unless otherwise specified, where 1⃗n denotes the n-vector of all

1’s. In the next paragraph we describe a single step in the Frank-Wolfe algorithm.

Such steps are repeated iteratively until the iterates empirically converge or a certain
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pre-selected, fixed bound (we use 20 iterations in our examples) on the number of

iterations is reached.300

Given any particular doubly stochastic matrix P̃ ∈ Rn×n at which the Frank-Wolfe

algorithm currently resides, the Frank-Wolfe-step linearization involves maximizing

trace(QT∇f(P̃ )) over all of the doubly stochastic matrices Q ∈ Dn. This is precisely

the linear assignment problem (since it is not hard to show that the optimal doubly

stochastic Q can in fact be selected to be a permutation matrix) and so the Hungarian305

Algorithm will in fact find the optimal Q, call it Q̃, in O(n3) time, as shown in

[Burkard et al., 2012].

The next task in the Frank-Wolfe algorithm step will be maximizing the objective

function over the line segment from P̃ to Q̃; i.e., maximizing g(α) := f(αP̃ + (1 −

α)Q̃) over α ∈ [0, 1]. Denote c := trace(AT22P̃B22P̃
T ) and d := trace(AT22P̃B22Q̃

T +310

AT22Q̃B22P̃
T ) and e := trace(AT22Q̃B22Q̃

T ) and

u := trace(P̃ TA21B
T
21 + P̃ TAT12B12) and v := trace(Q̃TA21B

T
21 + Q̃TAT12B12). Then

(ignoring the additive constant trace(AT11B11) without loss of generality, since it will

not affect the maximization) we have g(α) = cα2+dα(1−α)+e(1−α)2+uα+v(1−α)

which simplifies to g(α) = (c−d+e)α2+(d−2e+u−v)α+(e+v). Setting the derivative315

of g to zero yields potential critical point α̃ := −(d−2e+u−v)
2(c−d+e) (if indeed 0 ≤ α̃ ≤ 1); thus

the next Frank-Wolfe algorithm iterate will either be P̃ (in which case the algorithm

would halt) or Q̃ or α̃P̃ + (1− α̃)Q̃, and the objective functions can be compared to

decide which of these three matrices will be the P̃ of the next Frank-Wolfe iterate.
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Algorithm 1 SGM

Input: Graphs G1, G2, each with vertex set {1, . . . ,m + n}, with respective adja-
cency matrices A,B,
assuming vertices {1, . . . ,m} are seeds.
Initialize: Select P (0) ∈ Dn, which is P (0) := 1

n
1⃗n1⃗

T
n unless otherwise specified

for i = 1, 2, 3, . . ., ⟨while stopping criteria not met⟩ do
Step 1: Compute ∇f(P (i−1)) = A21B

T
21+A

T
12B12+A22P

(i−1)BT
22+A

T
22P

(i−1)B22;
Step 2: Compute Q(i−1) ∈ argmax trace(QT∇f(P (i−1))) over Q ∈ Dn via the
Hungarian Algorithm;
Step 3: Compute step size α(i−1) ∈ argmax f(αP (i−1) + (1 − α)Q(i−1)) over
α ∈ [0, 1];
Step 4: Set next iterate P (i) := α(i−1)P (i−1) + (1− α(i−1))Q(i−1);

end for
Step 5: Compute Q̃ ∈ argmax trace(QTP (i)) over Q ∈ Πn via the Hungarian
Algorithm;
return ϕQ̃.

At the termination of the Frank-Wolfe Algorithm, we have an approximate solu-320

tion, say P̃ ∈ Dn, to the problem maximize trace(AT (Im ⊕ P )B(Im ⊕ P T )) subject

to P ∈ Dn.

We then find the permutation matrix Q̃ which solves the optimization problem

min ∥Q− P̃∥2F subject to Q ∈ Πn, and finally ϕQ̃ is our approximate solution to the

seeded graph matching problem. This minimization of ∥Q − P̃∥2F is equivalent to325

maximizing trace(QT P̃ ) subject to Q ∈ Πn, where the latter is, again, a formulation

of the linear assignment problem solvable with the Hungarian Algorithm [Burkard

et al., 2012].

See Algorithm 1 for pseudocode of SGM.
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2.1.3 Time and space complexity of SGM330

Regarding the time complexity of the SGM algorithm, the primary computational

expenses are the Hungarian algorithm, which runs inO(n3) time [Burkard et al., 2012],

where n is the number of non-seed vertices in the graphs, and matrix multiplication,

which naively runs in O(n3) time (assuming that the number of seeds m is O(n)),

although there are faster implementations of matrix multiplication [Coppersmith and335

Winograd, 1990]. Thus, given a pre-selected maximum number of Frank-Wolfe iter-

ates, SGM approximately solves the graph matching problem in O(n3) time.

Unless the number of seeds is excessive, they have little practical impact on SGM

runtime, since the input to the Hungarian algorithm is an n × n matrix—regardless

of the number of seeds—and, regarding matrix multiplication, matrices A21B
T
21 and340

AT12B12 can be computed just once at the beginning of the algorithm, and they are

n × n matrices—regardless of the number of seeds—so the number of seeds has no

subsequent impact on the runtime. Even the one computation of A21B
T
21 and A

T
12B12

requires relatively little time if there aren’t an excessive number of seeds. The runtime

of SGM is thus basically a function of n and the correlation of the graphs G1 and345

G2. For each number of non-seeds n = 150, 300, . . . , 900, and each correlation value

ρ = 0.3, 0.8, we ran the SGM algorithm on 25 random instantiations of the model used

in Section 2.1.4, with 9 seeds; three seeds randomly selected from each of the three

blocks. The average runtimes are illustrated in Figure 2.1; the runtimes indeed appear

to be approximately cubic in n. (Our computations were performed on Maryland350
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Figure 2.1: The average runtime (sec) plotted against the number of non-seed
vertices n

Advanced Research Computing Center’s system (MARCC) using standard compute

nodes with Intel Haswell dual socket 12-core processors @ 2.5GHz.)

The space demands of SGM are modest. Besides the obviously needed storage

of A and B which, in general, requires Θ(n2) space, the Frank-Wolfe steps do not

require any history beyond the current doubly stochastic matrix P̃ and its associated355

gradient (which is computed by matrix multiplication). The Hungarian Algorithm

also requires just O(n2) space, as does the subsequent one dimensional optimization

(since there are three critical points to be tested, with a fixed number of matrix

multiplications). Thus, the space requirements of SGM are just O(n2), in total. (Note

that even if the graphs are sparse, the gradients used in the Frank-Wolfe steps will360

not be sparse, in general, so that sparse implementations of the Hungarian Algorithm
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will not be helpful.)

2.1.4 Effectiveness of the SGM algorithm

Our main inference task is to recover an underlying, existing correspondence be-

tween the vertices of the two graphs —utilizing seeded graph matching, and we will365

soon focus on using the SGM algorithm for this purpose.

However, our first simulation experiment is instead narrowly focussed on the op-

timization task, which is to check if the SGM algorithm achieves the global optimum

of the seeded graph matching problem that it approximates/tries to solve. As men-

tioned, there is no efficient algorithm for solving seeded graph matching, and SGM370

is an efficient algorithm, thus we have no hope of SGM consistently achieving the

global optimum; indeed, in general, the most we can hope to obtain from SGM is a

good approximate solution. However, we found that SGM does an excellent job of

finding the global optimum for instances where we can compute the global optimum

(with great effort!). Indeed, for small graphs we can compute the global optimum for375

seeded graph matching by expressing the problem as a linear integer programming

problem, and then finding the exact solution using the discrete optimization solver

GUROBI Optimizer [Gurobi Optimization, 2016]. We independently realized 50 pairs

of graphs G1, G2 from a .9-SBM(3, b,Λ) distribution with n = 30 vertices, block as-

signment function b such that each of the k = 3 blocks has 10 vertices, m = 2 seeds380
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discrete-uniformly randomly selected from the 30 vertices, and

Λ =

⎡⎢⎢⎢⎢⎢⎢⎣
0.7 0.3 0.4

0.3 0.7 0.3

0.4 0.3 0.7

⎤⎥⎥⎥⎥⎥⎥⎦ . (2.7)

Running the SGM algorithm —as well as exactly solving seeded graph matching via

GUROBI— on these 50 pairs of graphs that we instantiated, we found that all 50

were solved to global optimality by SGM. By contrast, when we repeated all of the

above except without any seeds—in which case SGM is just FAQ—we found that only385

23 of the 50 instantiations had FAQ achieving the global optimum.

Next, we return to the main inferential task, the estimation of an underlying corre-

spondence. To demonstrate the effectiveness of the SGM algorithm, we independently

realized 150 pairs of graphs G1, G2 for each value of m = 0, 1, . . . , 20 and each value of

ρ = 0, 0.1, 0.2, . . . , 1, on n = n+m = 300 vertices from a ρ-SBM(k, b,Λ) distribution,390

where k = 3, b is such that n/3 = 100 vertices belonged to each of the three blocks,

and Λ is as defined in Equation (2.7). The specific m seeds used in each simulation

were uniformly randomly selected from among the n vertices.

For each pair of graphs, G1, G2, we ran the SGM algorithm, and measured perfor-

mance of the SGM algorithm in terms of the match ratio,395

δ :=
|{v ∈ V1\S1 : ϕ(v) = Ψ(v)}|

n
, (2.8)
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that is, the fraction of unseeded vertices of G1 that are correctly matched. For any

particular values of m and ρ, let δ denote the average match ratio taken over the 150

realizations.

For each ρ = 0, 0.1, 0.2, . . . , 1.0, we plot in Figure 2.2 the average match ratio, δ,

along with a confidence interval, as a function of the number of seeds,m = 0, 1, . . . , 20.400

(All confidence intervals used in this chapter are of the form: mean ± twice the

standard error, unless otherwise specified.) The expected number of vertices for

which a discrete-uniformly randomly chosen bijection V1 → V2 agrees with Ψ is 1;

thus, for a chance bijection, the mean of δ would be 1/n = 1/(n−m). As expected,

δ increases as m increases and also as ρ increases. Perfect performance when ρ = 1405

indicates that the SGM algorithm finds the isomorphism between graphs when it exists,

while δ ≈ 1/n =chance when ρ = 0, since the natural alignment is then meaningless.

2.1.5 Graph matching when the vertex sets are dif-

ferent sizes

Until this section, the vertex sets V1 = {1, 2, . . . , n} and V2 = {1, 2, . . . , n} have410

been assumed to be of the same cardinality as, indeed, there is assumed to be a

natural correspondence between them in the form of a bijection Ψ : V1 → V2. For

this section, suppose that V1 = {1, 2, . . . , n1} and V2 = {1, 2, . . . , n2} are such that

n1 < n2, and the underlying correspondence Ψ : V1 → V2 is merely injective (one-to-
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Figure 2.2: Average match ratio δ±2s.e. as a function of the number of seeds m, for
different correlation values ρ, in the ρ-SBM simulations of Section 2.1.4 on n = 300
vertices.

one), rather than bijective. We will use the expression “core vertices” for V1 and its415

image through Ψ; the other n2−n1 vertices in V2 will be called “extraneous vertices.”

As before, the seeds are taken as S1, S2 = {1, 2, . . . ,m} with the identity seeding

function, for some m < n1

The most straightforward way to treat this seeded graph matching setting is to pad

G1 in some fashion with additional vertices to bring the number of vertices associated420

with G1 up to n2, and then apply SGM as before. The vertices in V2 matched to

the padding are then identified as the extraneous vertices, and the remainder of

the matching would approximate the natural correspondence Ψ between G1 and the

matching subgraph of G2. It would further seem that an innocuous choice of padding

is to take the adjacency matrix A for G1 and append zeros to make the new adjacency425
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matrix A⊕ 0(n2−n1)×(n2−n1); this consists of adding n2 − n1 isolated vertices to G1.

Unfortunately, this choice is not innocuous. The effect of this padding scheme

is to match G1 to the best fitting subgraph of G2, as opposed to the desired best

fitting induced subgraph. Indeed, these isolated vertices of the padding will have an

affinity to be matched to low-density subgraphs in G2, even if these vertices in G2 are430

core vertices. In this case, the correct correspondences for these G2 vertices will not

be correctly recovered by the matching. Indeed, in this manner the isolated vertices

of the padding carry a lot of false signal—and are not merely the absence of signal

that is desired to promote the (default) matching of the padded vertices in G1 to the

extraneous vertices of G2.435

Going back to the previous situation where G1 and G2 each have n vertices and

respective adjacency matrices A,B, define Ã := 2A − 1⃗n1⃗
T
n and B̃ := 2B − 1⃗n1⃗

T
n ;

these are effectively adjacency matrices, except that 1 or −1 indicate adjacency or

non-adjacency, respectively, instead of the usual 1 or 0. It is clear that substituting Ã

and B̃ in place of A and B, respectively, in the seeded graph matching formulation of440

Equation (2.1) yields an equivalent optimization problem. It is then immediate that

substituting Ã and B̃ in place of A and B, respectively, into the trace formulation of

Equation (3.1) yields an equivalent optimization problem as well.

However, in our present setting where G1 and G2 respectively have n1 and n2

vertices and n1 < n2, let us consider the effect of substituting Ã ⊕ 0(n2−n1)×(n2−n1)445

and B̃ in place of A and B, respectively, in the seeded graph matching formulation
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in Equation (3.1). Indeed, for any particular permutation matrix Im ⊕ P in that

expression, consider the associated matching. The padded vertices in G1 and the

vertices which they are matched to in G2 collectively add 0 to the objective function,

and the objective function is just 2 times the difference between the number of edge450

agreements and the number of edge disagreements across the matching between the

original vertices of G1 and the vertices they are matched to in G2. In summary,

substituting Ã⊕0(n2−n1)×(n2−n1) and B̃ in place of A and B, respectively, in the seeded

graph matching formulation in Equation (3.1) is equivalent to minimizing the number

of edge disagreements under bijection ϕ from the vertices of G1 to the vertices of an455

induced subgraph of G2 with n1 vertices, where the optimization variables are the

possible n1-vertex induced subgraphs of G2 as well as the possible bijections between

G1 and the induced subgraph, also restricting that ϕ adheres to the seeding function

for the seeds.

This formulation is ideal, in that the padding plays exactly the desired role. We460

therefore adopt this formulation for graph matching in the current setting where

the number of vertices in G1 and G2 are different. The SGM algorithm applied to

Ã⊕ 0(n2−n1)×(n2−n1) and B̃ will be referred to as the adopted padding scheme, whereas

applying SGM algorithm to A⊕ 0(n2−n1)×(n2−n1) and B will be referred to as the näıve

padding scheme.465

To pictorially demonstrate the stark difference between these two padding schemes,

we realized two graphs, G′
1 and G2, each having 400 vertices, from a 0.5-SBM(4, b,Λ),
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(a) (b) (c)

(d) (e) (f)

Figure 2.3: Section 2.1.5 illustration of näıve padding vs adopted padding:
a) Adjacency matrix for G′

1; adjacency in black, non-adjacency in white. Four blocks
of 100 vertices each, 400 vertices total, and the fourth block is less dense than the
other three blocks.
b) Adjacency matrix for G2; adjacency in black, non-adjacency in white. Four blocks
of 100 vertices each, 400 vertices total, and the fourth block is less dense than the
other three blocks.
c) Graph G1 is obtained from G′

1 by deleting 25 vertices from each block (deleted
vertices’ rows and columns in purple).
d) Adjacency matrix of G1 (which has 300 vertices) is (consolidated to) the upper
left corner, then padding is added (100 green rows and columns at bottom and right).
e) Näıve padding; black, white, green in all these figures have respective values 1, 0, 0.
Pictured here is the adjacency matrix of padded-G1, permuted by SGM to match G2.
Padded vertices were incorrectly paired to the fourth block in G2, which has 75 core
vertices.
f) Adopted padding; black, white, green in all these figures have respective values
1,−1, 0. Pictured here is the adjacency matrix of padded-G1, permuted by SGM to
match G2. SGM recovered the correct correspondences; padding was matched to the
extraneous vertices.
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where b assigns 100 vertices to each of the k = 4 blocks, and

Λ =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

.9 .4 .3 .2

.4 .9 .4 .3

.3 .4 .9 .4

.2 .3 .4 .7

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
.

Note that the fourth block is less dense than the other three blocks. The adjacency

matrices of G′
1 and G2 are respectively pictured in Figures 2.3a, 2.3b. We obtained470

G1 from G′
1 by deleting 25 uniformly randomly chosen vertices from each block of G′

1;

in Figure 2.3c the deleted vertices from G′
1 are in purple. In Figure 2.3d the adja-

cency matrix of G1 is in the upper left corner, and the padding is pictured in green.

After selecting 10 vertices uniformly at random from G1 to be seeds, we applied the

näıve padding scheme (wherein black, white, green in these figures have respective475

values 1, 0, 0), as well as the adopted padding scheme (wherein black, white, green in

these figures have respective values 1,−1, 0). In Figure 2.3e, we see that the näıve

padding scheme maps the padding of G1 to the fourth block of G2, even though 75

of the vertices in the fourth block of G2 are core vertices, not extraneous vertices.

By contrast, in Figure 2.3f we see that the adopted padding scheme preserves the480

common community structure between G1 and G2, and the padding of G1 is mapped

to the extraneous vertices of G2. Indeed, henceforth, we proceed to use the adopted

padding scheme and call it Padded SGM; see Algorithm 2 for pseudocode.
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Algorithm 2 Padded SGM

Input: Graphs G1 and G2 with respective vertex sets {1, . . . , n1} and {1, . . . , n2}
and with respective adjacency matrices A and B, assuming vertices {1, 2, . . . ,m}
are seeds and assuming n1 < n2
Step 1: Compute Ã := 2A− Jn1 and B̃ := 2B − Jn2 ;
Step 2: Apply SGM Algorithm 1 to Ã⊕ 0(n2−n1)×(n2−n1) and B̃ to obtain ϕP̂ ;

return ϕ̂r, the restriction of ϕP̂ to the vertices of G1.
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Figure 2.4: The average match ratio δ plotted against the ratio r = |V1|/|V2| =
n1/300 for the simulation experiment in Section 2.1.5.

We next proceed to utilize Algorithm 2 Padded SGM when matching graphs on485

differently sized vertex sets. For each value of r = 0.25, 0.30, . . . , 1, we realized 300

pairs of graphs G′
1 and G2 from a 0.7-SBM(3, b,Λ), where there are 300 vertices evenly

divided among the three blocks and where Λ is given in Equation (2.7). G1 is created

by deleting vertices in G′
1 in such a way that G1 has r · 300 vertices and an equal

number of vertices in each block. In Figure 3.3b, we apply Algorithm 2 to G1 and G2490

using a randomly selected seed set of size m = 3, and plot the mean (with confidence

interval) of the average match ratio δ against the ratio r = n1/n2. We note that in

30



CHAPTER 2. SGM

the small r settings, Padded SGM poorly recovers the true correspondence between

the smaller graph and the core of the larger network.

While this seems an indictment on our padding approach, we have observed that495

the matching obtained via Algorithm 2 can be better in terms of the objective function

being evaluated than the true permutation in low r settings. In these cases, graph

matching methods are not suited for finding the true correspondence. Understanding

this phenomena further is the subject of future research.

2.1.6 SoftSGM500

As mentioned, seeded graph matching is an intractable problem. Thus, because

the SGM algorithm is an efficient algorithm, SGM will not in general find the global

optimal solution; indeed, the realistic goal of SGM is to find a local optimum that is

not too far from the global optimal solution. Ironically, this shortcoming has a very

profitable silver lining, as we next explain.505

Even if we could compute the global optimal solution for seeded graph matching,

there is still a not-insignificant chance that the global optimal solution is not equal

to the natural correspondence function Ψ. In light of this, it may be quite helpful for

a practitioner to have available several other near-optimal seeded graph matchings

that would provide alternative possibilities, just in case the practitioner happens to510

learn through other means that the global optimal match—or a single highly-touted

local optimal match—for a particular vertex is actually mistaken. It would be even
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Algorithm 3 SoftSGM

Input: Graphs G1, G2 each with vertex set {1, 2, . . . ,m + n}, assuming vertices
{1, 2, . . . ,m} are seeds
R ∈ N; number of restarts of SGM algorithm,
γ ∈ [0, 1]; random initialization step size
for i = 1 : R do
Step 1: Select Qi uniformly at random from the set of n × n permutation
matrices;
Step 2: Realize βi from a Uniform(0, γ);

Step 3: P
(0)
i := βiQi + (1− βi)

1
n
1⃗n1⃗

T
n ;

Step 4: Apply SGM Algorithm 1 to G1, G2 initialized at P
(0)
i to obtain ϕP̂

Step 5: Set Pi := P̂ ;
end for
Step 6: Set T := Im ⊕

(
1
R

∑R
i=1 Pi

)
.

return T

more valuable to be able to create, for each vertex in one of the graphs, a ranked list

of the vertices in the other graph, ranked by a confidence of being a match. This can

be achieved through sampling local optima near the seeded graph matching global515

optimum, and then creating rankings based on the fraction of time in the sample that

pairs of vertices are matched via a local optimum in the sample.

Specifically, in our setting of Section 2.0.1, given graphs G1 and G2 each with

vertex set V = {1, 2, . . . , n}, the Soft Match SGM Algorithm (or SoftSGM) consists of

running SGM repeatedly on G1,G2 from randomly sampled starting doubly stochastic520

matrices P (0) ∈ Dn (where n is the number of non-seeds), with R denoting the number

of such “restarts.” Indeed, precisely because SGM will not, in general, solve the seeded

graph matching problem to global optimality, we will typically obtain a sample of

seeded graph matching approximate solutions, many of which being different from
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Figure 2.5: SoftSGM simulations; effects of number of restarts R and depth K on
average match ratio δ.

each other. For each i, j ∈ V , we will define Tij to be the number of sample instances525

in which vertex i in G1 was matched to vertex j in G2, divided by (R) the total number

of sample instances; this fraction will serve as a confidence for the pair i, j being a

match, and these values create, for each vertex in G1, a probability distribution over

possible matches. For each vertex in G1, ordering the vertices of G2 by decreasing

match probability then creates a ranked list of possible matches to the vertices of G2.530

See Algorithm 3 for pseudocode of the SoftSGM algorithm.

As a first experiment, we independently realized 50 pairs of graphsG1,G2 from a .7-

SBM(3, b,Λ) distribution with n = 30 vertices, block assignment function b such that

each of the k = 3 blocks has 10 vertices, m = 4 seeds discrete-uniformly randomly

selected from the 30 vertices, and Λ as defined in Equation (2.7). As mentioned535

before, for such small graphs we can compute the global optimum for seeded graph
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matching by expressing it as a linear integer programming problem, and then solving

it exactly with the very powerful software package GUROBI Optimizer. Among all

of the 50 · 30 = 1500 vertices involved, all but two were matched (through global

optimum from GUROBI) to their correct corresponding vertex. However, even the540

two remaining vertices that were not correctly matched had their corresponding vertex

appear in second place in their respective ranked lists provided by SoftSGM with

R = 50 restarts. In summary, even optimal graph matching might not match a vertex

to its corresponding vertex, and it is useful for a practitioner to have the ranked list

provided by SoftSGM as a recourse. In the next experiments, the sizes of the graphs545

are larger, and computing the global minimum seeded graph match solution is not

remotely practical.

Since SoftSGM provides each vertex with a ranked list of possible matches (rather

than a single proposed matched vertex), we need to tweak the definition of “match

ratio” when we want to measure the effectiveness of SoftSGM. Let K ∈ N be fixed;550

K will be called the match ratio depth. In a single SoftSGM simulation, each vertex

i in G1 is called successfully matched at depth K if its corresponding vertex Ψ(i) is

one of the top K vertices in the ranked list associated with i. The match ratio δ

for the simulation is defined to be the fraction of the non-seed vertices of G1 which

are successfully matched at depth K. If multiple simulations are done, then the555

average match ratio δ is defined to be the average of the match ratios over all of the

simulations.
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To demonstrate how the number of restarts, R, impacts the SoftSGM algorithm,

for each R = 1, 5, 10, . . . , 50, we independently realize 100 pairs of graphs from 0.6-

SBM(3, b,Λ) where there are n = 300 vertices divided evenly into 3 blocks, with Λ560

given in Equation (2.7). We then apply Algorithm 3, SoftSGM, to each pair of graphs

using m = 3 uniformly randomly selected seeds, and using depth K = 1. We plot

the average match ratio δ against the number of restarts R in Figure 2.5a. Note

that increasing R yields dramatic improvement. Of course, when R = 1 the SoftSGM

algorithm is just implementing Algorithm 1, since K = 1 here.565

Next, for correlation values ρ = 0.5 and ρ = 0.8 we apply the SoftSGM algorithm

with R = 50 restarts and no seeds to 50 pairs of graphs independently realized from

ρ− SBM(3, b,Λ) where the n = 300 vertices are evenly divided into 3 blocks and Λ

is as given in Equation (2.7). In Figure 2.5b we plot, for each of ρ = 0.5 (red curve)

and ρ = 0.8 (blue curve), the average match ratio δ as a function of the depth K.570

This experiment points to the utility of SoftSGM in the limited seeding regime: while

SGM alone may not recover the true correspondences, SoftSGM can greatly increase

precision at even modest depth, allowing practitioners the chance to identify the

correct correspondences without having to search the entire vertex set.
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2.2 Comparing SGM to seeded PATH on575

QAPLIB

As mentioned at the beginning of this chapter, the PATH Algorithm [Zaslavskiy

et al., 2009b] is a popular graph matching algorithm that is used in practice. The al-

gorithm consists of considering a sequence of formulations of the underlying problem,

starting with a convex formulation, and ending at a concave formulation, and the se-580

quence of intermediate formulations traverse a “path” along the convex combination

of the initial and final formulation. Approximate solutions to one formulation serve

as the starting point for the next formulation, and Frank-Wolfe methodology is used

on each formulation.

We converted the PATH algorithm to a seeded version, which we call sPATH, by585

fixing the alignment variables that correspond to the seeds so that they always reflect

the seed correspondences, and the fixed values of these variables are then propagated

through the algorithm.

In this section we compare SGM to sPATH on test problems from QAPLIB, a li-

brary of 137 quadratic assignment problem instances [Burkard et al., 1997]. Sixteen590

of these benchmark quadratic assignment problem instances were deemed particu-

larly challenging, and were therefore used in [Vogelstein et al., 2015,Zaslavskiy et al.,

2009b, Lyzinski et al., 2016a] to compare the performance of graph matching algo-

rithms. For fifteen of the sixteen we were able to access the optimal permutation,
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and not just the optimal objective function value; of course, for seeding we want this595

optimal permutation. Note that the quadratic assignment problem is precisely the

optimization problem in Eq. (3.1), except that the maximization is, instead, mini-

mization, and the matrices A and B are not necessarily adjacency matrices, but can

have any real values as entries. The orders of the matrices in these fifteen problem in-

stances range from 12 to 40. Of course, modifying the algorithms from maximization600

to minimization is trivially accomplished by appropriate negations.

For each of the fifteen benchmark quadratic assignment problem instances, and

for each value of m = 1, 2, 3, 4, we did 30 independent experiments of randomly se-

lecting m seeds, and we compared the average (over the thirty experiments) objective

function values of SGM to sPATH and to the optimal solution, see Table 2.1 for these605

results. On these benchmarks, SGM was more effective than sPATH.

The PATH algorithm code we accessed [Zaslavskiy et al., 2009b] was written in

C++, and we seeded it directly in its native C++, writing the adjustments into the

original code, whereas our SGM algorithm is written in R. (Also, while SGM was run

on a laptop with Intel Core i5 @ 1.6 GHz, sPATH was run on the MARCC computer610

with specs as given in subsection 2.1.3.) The average runtimes for the experiments

on the larger benchmarks were on the order of 0.01 seconds for SGM and 0.14 seconds

for PATH. Because the runtimes for sPATH are an order of magnitude greater than

for SGM (and are indeed so, more generally), sPATH is not comparable more broadly

to SGM, and we therefore do not include more comparison.615
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QAP OPT m = 1 m = 2 m = 3 m = 4
SGM sPATH SGM sPATH SGM sPATH SGM sPATH

chr12c 11156 18770 31858 16298 30889 16221 27031 14504 25073
chr15a 9896 15813 49522 16280 42959 15861 35591 14399 32041
chr15c 9504 18230 45144 15649 40329 15494 36909 14027 35654
chr20b 2298 3555 9411 3585 8991 3540 8091 3556 7521
chr22b 6194 8359 14075 8184 13503 8021 13126 7673 12475
esc16b 292 293 308 295 304 294 301 293 301
rou12 235528 250799 285085 242999 276292 236993 268722 236432 264059
rou15 354210 369198 449821 361721 439908 357969 415076 356537 402067
rou20 725522 748128 863811 753645 886876 746137 855938 743474 850498
tai15a 388214 403314 463836 402760 461114 398765 449411 396544 438072
tai17a 491812 518678 590697 506259 596524 506159 575686 502410 563565
tai20a 703482 736797 855532 739771 852671 735472 850778 716565 828659
tai30a 1818146 1888526 2141265 1878886 2123362 1874521 2119654 1865151 2109946
tai35a 2422002 2515301 2876351 2505556 2838981 2504548 2812018 2493860 2800284
tai40a 3139370 3255807 3716363 3261394 3662562 3246184 3630483 3249476 3611428

Table 2.1: Average objective function from minimization via SGM and sPATH (as
well as the optimal solution) on 15 benchmark examples of the QAPLIB library, with
m = 1, 2, 3, 4 seeds.

2.3 Real-Data Demonstrations

Thus far we have seen the applicability of the SGM algorithm in simulated exam-

ples involving graphs realized from a ρ-correlated stochastic block model. We now

illustrate performance of the SGM algorithm on three real-data network pairs.2

2.3.1 Wikipedia620

Wikipedia is an online editable encyclopedia with (as of April 2017) 40 million

articles (more than 5.3 million articles in English) in 293 languages. A collection of

n = 1382 English articles were collected3 by crawling the (directed) 2-neighborhood

of the document “Algebraic Geometry” using hyperlinks to traverse from one English

article to another. The vertices in this network are the webpages, with an edge625

adjoining one vertex to the next if the first webpage contains a hyperlink to the

2The adjacency matrices for our three real-data experiments are available at http://www.cis.
jhu.edu/~parky/SGM.

3This data set was collected by Dr. David J. Marchette in 2009.
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second. This first graph was made into a simple undirected graph by symmetrizing

its adjacency matrix. In Wikipedia, inter-language links between articles of the same

topic in different languages are available; thus, there is a one-to-one correspondence

between the vertices of this English Wikipedia subgraph and associated vertices of the630

French Wikipedia graph. Corresponding articles in French were collected and their

intra-language hyperlink structure yielded a second graph (not necessarily connected)

which was also symmetrized. The English Wikipedia subgraph is denoted G2 and the

French Wikipedia subgraph induced by the correspondents of the English Wikipedia

articles is denoted G1; thus G1 and G2 both have 1382 vertices representing webpages,635

and each webpage in the English graph has a naturally corresponding webpage in the

French graph.
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Figure 2.6: Average match ratio δ as a function of number of seeds m for the
Wikipedia graph; SGM is red, SGM with no seeds (seeds deleted) is blue, chance is
black.

We perform 100 independent replicates of the following. For each value of m =

0, 5, 50, 150, 250, 382, 500, we discrete-uniformly randomly selectm seeds and use these

seeds for seeded graph matching of the French and English Wikipedia subgraphs G1640
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and G2 using the SGM algorithm. Figure 2.6 depicts, in red, the average match ratio δ

(along with one standard error) as a function of the number of seeds m and, in black,

the expected average match ratio of chance (i.e. if vertices were paired uniformly at

random), which is 1/(1382 − m). We see dramatic performance improvement from

incorporating just a few seeds: with no seeds δ ≈ 1/100 (chance is 1/1382), while645

with just m = 50 seeds δ > 1/2 (chance is 1/1332). The blue curve in Figure 2.6

shows the average match ratio δ for the unseeded problem on n−m vertices (i.e. with

the selected m seeds removed from the two graphs and then applying SGM with no

seeds). While the problem becomes smaller as m increases, performance does not

improve appreciably. Of note, when using m = 50 seeds and using the Padded SGM650

algorithm to match the English network with the largest connected component of the

French network (which has 1323 vertices), the match ratio was approximately 0.203.
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Figure 2.7: SoftSGM applied to French and English Wikipedia graphs. Average
match ratio δ at depth K plotted using m = 40 seeds and R = 25 restarts. Chance
is plotted in black.

The next experiment consists of discrete-uniformly randomly selecting m = 40
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seeds in G1, G2 and applying Algorithm 3: SoftSGM using R = 25 restarts. We did 25

independent realizations of this experiment, and Figure 2.7 shows the average match655

ratio vs depthK forK = 1, 2, . . . , 10. Note the improvement brought about by having

the ranked list rather than just a single match for each vertex. In Figure 2.7, plotted

in black is K/(1382 − 40) for each value of K, which is the expected average match

ratio of chance at depth K (i.e. if the vertices were ordered by uniformly random

permutation).660

2.3.2 Enron

As reported in [Wikipedia, 2017], “Enron Corporation was an American energy,

commodities, and services company. Before its bankruptcy on December 2, 2001, En-

ron was one of the world’s major electricity, natural gas, communications, and pulp

and paper companies, with claimed revenues of nearly $101 billion during 2000. For-665

tune named Enron America’s Most Innovative Company for six consecutive years. At

the end of 2001, it was revealed that its reported financial condition was sustained by

institutionalized, systematic, and creatively planned accounting fraud, known since

as the Enron scandal. Enron has since become a well-known example of willful cor-

porate fraud and corruption. The scandal also brought into question the accounting670

practices and activities of many corporations in the United States and was a factor

in the enactment of the Sarbanes-Oxley Act of 2002. The scandal also affected the

greater business world by causing the dissolution of the Arthur Andersen accounting
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firm.”

In the wake of the Enron Scandal, the Justice Department released a vast collection675

of email messages which have been posted online for academic use; since privacy

constraints usually keep large collections of email out of reach, this data set is both

unique and valuable to the research community [Markoff, 2011]. The Enron email

corpus4 consists of messages amongst n = 184 employees of the Enron Corporation.

Publicly available emails5 are used to compute a time series of graphs {Gt : t =680

1, . . . , T} where each graph represents one week of emails in which a node represents

an email address and an edge represents an email sent between the two addresses

during the given week. An important inference task is to identify “chatter” anomalies

— small groups of actors whose activity amongst themselves increases significantly for

some week t — since this could potentially indicate conspiratorial activity amongst685

the actors. Previous work has identified such an anomaly at week t = 132 (see [Priebe

et al., 2005a]).

The Enron email graphs for consecutive weeks t = 130, 131, 132 are matched,

one pair at a time, using SGM, for each of 100 randomly chosen seed sets of size m,

for each of m = 0, 1, 5, 10, 20, 50, 60, 90, 100, 140. Figure 2.8 plots, for each pair of690

graphs, the average match ratio, δ, along with one standard error, against the number

of seeds m. (Chance is plotted in black.) The results are consistent with the finding

4See https://en.wikipedia.org/wiki/Enron_Corpus#cite_note-1 for details and references
regarding this data set and other variants.

5The data we use is available at http://www.cis.jhu.edu/~parky/SGM and http://www.cis.

jhu.edu/~parky/Enron/, and was obtained from http://www.cs.cmu.edu/~./enron/ in 2004.
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Figure 2.8: For each pair of graphs from {Gt : t = 130, 131, 132}, the average match
ratio δ is plotted against the number of seeds m.

reported in [Priebe et al., 2005a]; indeed, the average match ratio δ is much higher

between the graphs for weeks t = 130, 131, where there was no significant change,

compared to matching across the change between the graphs for weeks t = 131, 132695

and between the graphs for weeks t = 130, 132. Investigation shows that the difference

in performance is largely attributable to the vertices participating in the anomaly, as

reported in [Priebe et al., 2005a].
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Figure 2.9: SoftSGM applied to G130 and G132. Average match ratio δ at depth K
plotted using m = 5 seeds and R = 50 restarts. Chance is plotted in black.
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Next, we do 250 independent replicates of the following experiment. SoftSGM

is performed on G130, G132 with m = 5 discrete-uniformly randomly chosen seeds700

and R = 50 restarts. Figure 2.9 plots the average match ratio δ against depth

K = 1, 2, . . . , 20. Note that SGM — without restarts — had average match ratio

δ ≈ 0.65 when using m = 140 seeds, but with R = 50 restarts and depth K = 20 the

average match ratio is δ ≈ 0.80 with only m = 5 seeds.

2.3.3 C. elegans705

C. elegans is a roundworm that has been extensively studied (see for example [Lall

et al., 2006,Singh et al., 2008,Valouev et al., 2008,Varshney et al., 2011a]). We con-

sider n = 279 neurons in its simple nervous system, and the connections have been

fully mapped in [Varshney et al., 2011a]; this mapping was a very important mile-

stone in connectomics. There are two types of connections between neurons: chemical710

synapses and electrical synapses. We denote by G1 and G2 the graphs for which ver-

tices represent neurons and edges represent electrical synapses and chemical synapses,

respectively. While these graphs are often weighted and directed, for simplicity and

uniformity with our other examples we take G1 and G2 as unweighted and undirected.

For each m = 0, 1, 5, 10, 20, 50, 75, 100, 150, 200, we discrete-uniformly randomly715

select 100 sets of m seeds from the vertex set and, for each set of seeds in turn, we

apply Algorithm 1: SGM to the C. elegans connectivity graphs. In Figure 2.10 we plot

the average match ratio δ and one standard error (red) against the number of seedsm.
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Figure 2.10: The average match ratio δ plotted (in red) against number of seeds m
when matching the Electrical and Chemical connectivity graphs of C. elegans nervous
system. (Chance is in black.)

(Chance is plotted in black.) Using Padded SGM to match the chemical synapse net-

work with the largest connected component of the electrical synapse network (which720

has 248 vertices), the match ratio was approximately 0.028 using m = 50 seeds.
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(a) Using Algorithm 3:
SoftSGM with m = 20 seeds and
R = 50 restarts for increasing
K.
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Figure 2.11: Matching the chemical and electrical networks of the C. elegans worm
and plotting performance in terms of the average match ratio δ.

Next, we do 150 independent replicates of the following experiment. Algorithm 3:

SoftSGM is used to match the chemical and electrical networks using m = 20 seeds
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and R = 50 restarts. Figure 2.11a plots the average match ratio δ against depth

K = 1, 2, . . . , 20. While only approximately 16% of the vertices can be correctly725

matched across the two networks even when using m = 200 seeds (that is, more than

2/3 of the correspondences are already known), nearly 20% of the vertices can be

correctly matched at depth K = 20 when using only m = 20 seeds.

Each of the neurons in C. elegans is classified as being either a motor neuron,

interneuron, or a sensory neuron. For our next experiment we explore what pro-730

portion of the C. elegans vertices/neurons are matched by SGM to a vertex/neuron

from the same class (ie., a motor neuron to a motor neuron, etc.). For each m =

0, 1, 5, 10, 25, 50, 75, 100, 150, 200, we discrete-uniformly randomly generate 100 sets

of m seeds and, for each of these seed sets, we apply SGM to G1, G2. In this context,

we consider a vertex to be correctly matched if it is matched to a vertex with the735

same class, and average match ratio δ is define accordingly. In Figure 2.11b we plot

δ as a function of the number of seeds. While SGM performs relatively poorly in re-

covering the exact correspondence between neurons, it performs significantly better

in recovering neural classes across networks. This suggests that the correlation across

networks is not at the vertex level, rather at the neuronal class level, with neurons of740

the same type behaving similarly across network modalities.
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Vertex Nomination

For the duration of this chapter, we deviate slightly from the notation used thus-

far. To avoid abuse of subscripts, instead of enumerating graphs, we will simply write745

G for G1 and G′ for G2. We will resume the notation introduced in Chapter 1 in

subsequent chapters.

Now that we have a working knowledge of the SGM algorithm and how it works, we

next discuss its utility in the task of vertex nomination. As it pertains in this chapter,

the task of vertex nomination aims to solve the following problem: Given vertices of750

interest (VOIs) in a network G = (V,E), our task is to identify the corresponding

vertices of interest, if they exist, in a second network G = (V,E). Our methods will

leverage vertices in the neighborhood of the VOIs in G that have verifiable matches

in G to (ideally) create local neighborhoods of the VOIs in both G and G. These

neighborhoods are then soft-matched (see Algorithm 3 from Chapter 2) across net-755
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works, yielding a nomination list for each VOI in G; i.e., a ranking of the vertices

in the local neighborhood of the seeds in G, ideally with the corresponding VOIs in

G concentrating at the top of the list. While global methods can (and have been)

applied to identify the VOIs in G directly, performance of these methods can suffer

from the noise induced by vertices without correspondences across networks [Li and760

Campbell, 2015]. Localization is a prominent tool used across various fields such as

machine learning (see for example [Priebe et al., 2005b,Wang et al., 2013] on using

locality based anomaly detection in time series of graphs and [Gönen and Alpaydin,

2008] on localized multiple kernel learning), pattern recognition (this includes clus-

tering algorithms which have been using localization for many years — for example765

k-nearest neighbor based classification rules — see for example [Stone, 1977,Fukunage

and Narendra, 1975,Keller et al., 1985,Muja and Lowe, 2009,Devroye et al., 2013]),

and object recognition (see for example [Sermanet et al., 2013] on using convolu-

tional networks for localization and object boundary detection and [Beveridge, 1994]

on local algorithms for geometric object recognition). Inspired by the many successes770

localization has seen in other fields of research, we bring the concept of localization

to the fore-front of network alignment. Our methods are inherently local, leveraging

recent advancements in both graph matching [Fishkind et al., 2019a,Lyzinski et al.,

2016a] and vertex nomination [Coppersmith and Priebe, 2012,Fishkind et al., 2015]

to nominate across essentially arbitrarily large networks.775

Formally, suppose we are given two networks G = (V,E) and G′ = (V ′, E ′)
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on overlapping but not necessarily identical vertex sets V and V ′ respectively. For

simplicity, we will presently restrict our attention to the case of a single VOI in G (as

the case of multiple VOIs is an immediate extension of our methodology for a single

VOI), and we write

V = {x} ∪ S ∪W ∪ J, V ′ = {x′} ∪ S ′ ∪W ′ ∪ J ′,

where x and x′ represent the VOI in G and G′ resp.; S and S ′ represent the seeded

vertices across networks—those vertices that appear in both vertex sets whose corre-

spondence across networks (i.e., the seeding S ↔ S ′) is known a priori—and necessar-

ily satisfy s := |S| = |S ′|; W and W ′ are the shared non-seed vertices—those vertices

that appear in both vertex sets whose correspondence across networks is unknown

a priori—with |W | = |W ′| = n; and J and J ′ are the unshared vertices—those ver-

tices that appear in only one or the other vertex set without correspondences across

networks—with |J | = m and |J ′| = m′. Thus, we can write

η := |V | = 1 + s+ n+m, and η′ = |V ′| = 1 + s+ n+m′.

While the correspondence between vertices in W and W ′ is unknown a priori, we will

further assume that it is unknown which vertices in G \ {x, S} are in W versus J ,

as are the values of n,m and m′. Our inference task is to identify x′ ∈ V ′ \ S ′ (i.e.,

the corresponding VOI in G′) using only the knowledge of the graph structures and
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the correspondence S ↔ S ′. For the purposes of this paper, we will assume that the780

corresponding vertex x′ does exist in G′, else our task is impossible. Our goal will be

to nominate vertices in G′ in a principled manner so that the true match is high in

the nomination list, thus saving the end-user time in searching for this true match.

While this core-junk network framework has appeared often in the literature (see,

for example, [Kazemi et al., 2015b]), herein we will consider a more general random785

graph model that allows for heterogeneity in vertex degree and behavior (see, Section

3.2).

Our approach to this inference task lies on the boundary between Graph Match-

ing and Vertex Nomination. Stated simply, the formulation of the graph matching

problem (GMP) considered herein seeks to align the vertices in two networks so as to790

minimize the number of induced edge disagreements between the aligned networks.

Graph matching has been been extensively studied in the literature (for an excellent

survey of the literature, see [Conte et al., 2004,Foggia et al., 2014]) with applications

across various fields including pattern recognition (see, for example, [Berg et al.,

2005,Wiskott et al., 1997, Zhou and De la Torre, 2012]), computer vision (see, for795

example, [Zass and Shashua, 2008,Leordeanu et al., 2012,Yan et al., 2013]), and biol-

ogy (see, for example, [Zaslavskiy et al., 2009a,Milenkovic et al., 2010,Kuchaiev and

Pržulj, 2011]), among others. The seeded graph matching SGM algorithm on which we

base our primary algorithm has run-time O(n3) at worst, which has been shown to

be reasonable in comparison to other state-of-the-art algorithms (such as the PATH800
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algorithm of [Zaslavskiy et al., 2009b] – see [Vogelstein et al., 2015] and [Fishkind

et al., 2019a] for more information on the computational complexity of this algo-

rithm). Furthermore, the authors of [Lyzinski et al., 2014a, Lyzinski et al., 2016a]

show that it has theoretical guarantees for converging to the correct solution under

reasonable model assumptions.805

The classical formulation of the vertex nomination (VN) inference task [Marchette

et al., 2011,Coppersmith, 2014, Sun et al., 2012, Suwan et al., 2015, Fishkind et al.,

2015, Lyzinski et al., 2016b] can be stated as follows: given a network with latent

community structure in which one of the communities is of particular interest and

given a few vertices from the community of interest, the task in vertex nomination is810

to order the remaining vertices in the network into a nomination list, with the aim of

having vertices from the community of interest concentrate at the top of the list. Thus,

vertex nomination can also be thought of as a method for inferring missing vertex

labels, and is related to the class/labeled instances acquisition task and collective

classification methods of [Bergsma and Van Durme, 2013,Talukdar and Pereira, 2010,815

Sen et al., 2008]. The goal of vertex nomination is similar in spirit to popular network-

based information retrieval (IR) procedures such as PageRank [Page et al., 1999] and

personalized recommender systems on graphs [Huang et al., 2004]. However, this

formulation of VN is distinguished from other supervised network mining tasks in

both the generality of what defines a vertex of interest [Rastogi et al., 2017,Lyzinski820

et al., 2019] and the (often) limited nature of the available training data (i.e., known
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vertices of interest) in G. Our present task can be viewed as vertex nomination across

networks: for a vertex of interest in G, we use graph matching methodologies to order

the vertices in G′ into a nomination list, with the aim of having the corresponding

vertex of interest in G′ near the top of the list.825

In summary, this chapter focuses on the following.

• Leveraging the idea of principled sub-sampling of a graph, we reduce time-

complexity for matching two graphs via localization.

•

• Extending the SoftSGM algorithm introduced in Section 2.1.6, we are able to830

extend the task of vertex nomination to across graph nomination tasks.

• Demonstrating via two real world graph data-sets, we conduct an out-of-the-box

large-scale evaluation of our VNmatch algorithm.

The remainder of this chapter is laid out as follows: In Section 3.1, we give an

overview of some related work, after which, in Section 3.2, we introduce a formal835

definition of what we mean by ”corresponding vertices.” Following, in Section 3.3,

we introduce our across graph VN scheme, VNmatch, along with a brief mathemati-

cal description of the utilized subroutines including the soft seeded graph matching

algorithm (SoftSGM, Algorithm 3), introduced in [Fishkind et al., 2019a]. In Sec-

tions 3.4.1 and 3.4.2, we explore applications of VNmatch on both synthetic and real840
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data, including a pair of high school friendship networks and a pair of online social

networks.

We employ the SoftSGM Algorithm of Section 2.1.6 as a means by which to nom-

inate vertices in the VNmatch algorithm so as to introduce this algorithm as a useful

tool in the across graph vertex nomination task. However, other vertex nomination845

schemes exist which could also be adapted and utilized in the VNmatch algorithm

(in particular Steps 3 and 4). For example, the use of spectral methods, which tend

to work well for matching larger graphs, may be desirable when the original graphs

are on the order of millions of vertices and localization trims the networks down to

only thousands of vertices. For details regarding adjacency or Laplacian spectral850

embedding, see [Priebe et al., 2019].

To aid the reader, we have collected this chapter’s frequently used notation into

Table 3.1 for ease of reference. For ease, we provide notation without regard for G or

G′; for any notation involving G′ the notation is analogous. Also, in what follows, we

assume for simplicity that all graphs are simple (that is, edges are undirected, there855

are no multi-edges, and there are no loops).

3.1 Related Work

A number of inexact graph matching algorithms have been extended/developed

recently to match graphs with overlapping, non-identical vertex sets. Two such
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Table 3.1: Table of frequently used notation

Symbol Description

G = (V,E) A graph with vertex set, V , and edge set, E
G[T ] For T ⊂ V , this is the induced subgraph of G on T
η Number of vertices in V
S Set of s seed vertices in G
x Vertex of interest in G
W Set of all n shared non-seed/non-VOI vertices in G
U Set of all shared vertices, including seeds and VOI in G
J Set of m unshared vertices in G
H G[U ]
Nt(T ) Set of all vertices within t-length path of T ⊂ V (including T )
In(0n) The n× n identity (zeroes) matrix
⊮ Appropriately sized vector of all ones
Πk Set of all k × k permutation matrices
Dk Set of all k × k doubly stochastic matrices
h Maximum considered path length from seeds to VOI, x ∈ V
Sx and S ′

x Sx = S ∩Nh(x) with corresponding seeds S ′
x in V ′

ℓ Maximum path length for neighborhood around Sx
Gx = (Vx, Ex) G[Nℓ(Sx)]
C ′
x The set of candidate matches for x in V ′

x; C
′
x = V ′

x \ S ′
x

Φx Nomination list output from Algorithm 4
τ(x′) Normalized expected location of x′ in Φx

|T | Cardinality of set T
∥A∥F Frobenius norm of matrix A
⊕ direct sum

algorithms include percolation based algorithms (see for example [Kazemi et al.,860

2015b, Fabiana et al., 2015, Kazemi et al., 2015a]) and Bayesian based algorithms

(see for example [Pedarsani et al., 2013]).

In [Kazemi et al., 2015b] and [Kazemi et al., 2015a], the authors focus their efforts

on proving that under the independent-edge-sampling model G(n, p; t.s), where a

graph, G, is generated from an Erdös-Rènyi (n, p) model and two subgraphs of G,865

namelyG1 andG2, are generated so that the probability of a node fromG belonging to
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Gi is s, independently for i = 1, 2, and similarly for edges (with probability t). Under

the independent-edge-sampling model, it is shown in [Kazemi et al., 2015b] that for

sufficiently large p the true partial matching is recoverable under particular model

assumptions and for some formulation of their objective; however, as the authors870

admit, the optimization formulation proposed is not scalable, and there is no mention

of how the correct formulation of the objective is to be obtained.

Using the same independent-edge-sampling model, the authors of [Kazemi et al.,

2015a] introduce an iterative percolation based graph matching method for seed-based

graph matching, demonstrating that their method (under this model and particular875

assumptions) matches nearly all overlapping nodes correctly. In [Fabiana et al., 2015],

the authors introduce a degree-driven percolation based graph matching algorithm

which uses an iterative approach to match nodes with higher degree to lower degree

using percolation based graph matching. For scale-free networks, the authors show

that, under particular model assumptions, their method, which does not aim to match880

all nodes, but to match subsets of nodes from the two graphs, matches nearly all

vertices which have a match correctly and that the algorithm does not match any

nodes incorrectly. While this works well for scale-free networks, the advantages of

this method would be more limited on graphs with more block structure and without

having higher-degree nodes which help seed the rest of the algorithm. The authors885

point out that when seeds are chosen uniformly at random o(n1/2+ϵ) seeds are needed

to match most vertices correctly, but allowing for more intelligent seed-selection based
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on vertex degree, as few as nϵ seeds may be sufficient, for some arbitrarily small ϵ.

Each of the above approaches is theoretically based in relatively simple random

graph models (ER for [Kazemi et al., 2015b] and the Chung-Lu model in [Fabiana890

et al., 2015]), while also demonstrating good performance in more complex real data

settings. Our present approach is naturally situated in the more general Random

Dot Product Graph setting of [Young and Scheinerman, 2007]. While still not able to

capture all the intricacies of real network data, the random dot product graph is quite

flexible and encompasses numerous other common random graph models (ER, Chung-895

Lu, positive definite stochastic block model, etc.). In addition, we also demonstrate

the effectiveness of our method on more complex real data networks as well.

Percolation based algorithms could certainly be used for vertex nomination in a

similar way that we present vertex nomination based on the seeded graph matching

algorithm from Chapter 2 (which is based on a fast approximate quadratic program-900

ming algorithm of [Vogelstein et al., 2015]). One of the advantages of the present

optimization based approach is the ability to efficiently explore the space of locally

optimal solutions near the global optimum. Practically, the graphs to be matched

in real data are much more messy than theory would allow, and the variations that

can be obtained from these local optima provide a degree of robustness to model905

misspecification. Furthermore, the SGM algorithm itself runs quickly on modestly

sized networks and has asymptotic guarantees for particular models and conditions

(see for example [Vogelstein et al., 2015,Fishkind et al., 2019a] and [Lyzinski et al.,
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2014a,Lyzinski et al., 2016a]).

In [Ji et al., 2016] the authors focus on the task of de-anonymization, and explore910

a method for matching nodes based on node-degree; that is, the authors consider

two graphs drawn in some manner from a larger graph and attempt to de-anonymize

(match) the vertices in the two graphs which have the highest degrees. We are not

concerned with matching vertices based on their degree, since a vertex of interest

is based on an external characteristic that is not necessarily related to the degree915

distribution of the two graphs.

Another technique for approximate graph matching relies on Bayesian methods

[Pedarsani et al., 2013]. The authors of [Pedarsani et al., 2013] introduce a method

which relies on estimating the posterior probability that two nodes should be matched

based on a particular prior. In the afore-mentioned paper, the authors rely on node920

attributes, such as vertex degree, mapping a few nodes at a time in an iterative

manner until all nodes are matched; any nodes matched in one iteration will be used

as seeds (referred to as anchors) in the next iteration. In the end, the authors seek

to obtain a hard matching of the nodes that maximizes the sum of the log-posteriors

for all node pairs. While the idea of a posterior probability that two nodes should925

be matched is a similar idea to what we present, the purpose of our more frequentist

method is to utilize a soft matching of the nodes in order to rank them in order from

most to least likely matches to the vertex (or vertices) of interest.
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3.2 Corresponding vertices

Consider two social networks in which vertices represent users/accounts and edges930

represent whether or not two accounts are linked in some way. An individual may

have an account on one network or the other or both. We would say that two accounts

across the platforms correspond to each other if the same individual runs both ac-

counts; that is, both nodes correspond to the same individual although with possibly

different node labels. Arguably an individual who has an account on both networks935

will have similar, though not identical, behavior across the two networks. Consider

an email network in which nodes are email addresses and two email addresses share

an edge (directed or not) if they send correspondence to one another, and a phone

network in which nodes are phone numbers and edges represent whether or not one of

the numbers calls the other. In this example, a vertex in the email network will cor-940

respond to a vertex in the call network if the email and phone number belong to the

same individual. An individual who uses both email and phone correspondence may

communicate with individuals in the two networks in a similar, though not identical,

manner. Thus, if there is a connection between two individuals in one network and

those same individuals exist in the second network, one would think that it is more945

likely that there exists a connection between these individuals in the second network,

i.e. there is a positive correlation between the edges between these vertices across the

networks. To model this correspondence, we proceed as follows.

With notation as above, let U = {x}∪S ∪W and U ′ = {x′}∪S ′ ∪W ′ denote the
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set of shared vertices between G and G′ with |U | = |U ′| = 1+s+n. Define H := G[U ]950

(resp., H ′ = G′[U ′]), the induced subgraph of G (resp., G′) on the vertex set U (resp.,

U ′). As H and H ′ are graphs on the same (though potentially differently labeled)

vertex sets, we model a shared structure present across H and H ′ as (H,H ′) ∼

ρ RDPG(X). Before defining the ρ RDPG model, we first recall the definition of a

random dot product graph (RDPG); see [Young and Scheinerman, 2007].955

Definition 3. Consider X = [X1, . . . , Xn]
⊤ ∈ Rn×d satisfying XX⊤ ∈ [0, 1]n×n. We

say that graph G with adjacency matrix A is distributed as a random dot product

graph with parameter X (abbreviated G ∼ RDPG(X)) if given X,

Ai,j
ind.∼ Bernoulli(X⊤

i Xj),

i.e.,

P (A|X) =
∏
i<j

(X⊤
i Xj)

Ai,j(1−X⊤
i Xj)

1−Ai,j .

Conditioning on X, this is an independent-edge random graph model where vertex vi

is associated with a latent position vector Xi ∈ Rd, and the probability of an edge

between any two vertices is determined by the dot product of their associated latent

position vectors.

To imbue multiple random dot product graphs with a notion of vertex correspon-960

dence, we correlate the behavior of nodes across networks. We call this new model

the ρ RDPG model, which is defined as follows.
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Definition 4. Consider X = [X1, . . . , Xn]
⊤ ∈ Rn×d satisfying XX⊤ ∈ [0, 1]n×n. The

bivariate graph valued random variables (G,G′)—with respective adjacency matrices

A and A′—are said to be distributed as a pair of ρ-correlated random dot product965

graphs with parameter X (abbreviated (G,G′) ∼ ρ RDPG(X)) if

1. Marginally, G,G′ ∼ RDPG(X), and

2. {Ai,j, A′
k,l}{i,j},{k,l}∈(V2) are collectively independent except that for each {i, j} ∈(

V
2

)
, correlation(Ai,j, A

′
i,j) = ρ.

Our framework posits (H,H ′) ∼ ρ RDPG(X) for a latent position matrix X ∈970

R(1+s+n)×d. In order to generate the full graphs G and G′ which also have unshared

vertices, we generate G ∼ RDPG([X, Y ]) and G′ ∼ RDPG([X, Y ′]), so that the

induced subgraphs (H,H ′) ∼ ρ RDPG(X) and the remaining edges of G and G′ are

formed independently as in the case for the general RDPG. Thus, the first 1 + s+ n

vertices in the two graphs correspond to one another via the identity map and the975

remainingm andm′ vertices of G and G′, respectively, represent the unshared vertices

J and J ′. Here, Y ∈ Rm×d and Y ′ ∈ Rm′×d represent the respective latent positions

for the unshared vertices in G and G′. For ease of notation, we will write (G,G′) ∼

ρ RDPG(X, Y, Y ′), where (G,G′) is realized as two graphs: G on η = 1+ s+ n+m

vertices {x} ∪ S ∪W ∪ J and G′ on η′ = 1 + s+ n+m′ vertices {x′} ∪ S ′ ∪W ′ ∪ J ′.980

If G and G′ exhibit latent community structure, it can be fruitful to model them

as stochastic block model (SBM) random graphs [Holland et al., 1983]. SBMs have
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been extensively studied in the literature and have been shown to provide a useful and

theoretically tractable model for more complex graphs with underlying community

structure [Rohe et al., 2011, Sussman et al., 2012, Airoldi et al., 2008, Olhede and985

Wolfe, 2014]. We define the stochastic block model as follows.

Definition 5. We say that graph G = (V,E) with adjacency matrix A is distributed

as a stochastic block model random graph with parameters k, b and Λ (abbreviated

G ∼ SBM(k, b,Λ)) if

1. V is partitioned into k blocks V = V1 ∪ V2 ∪ · · · ∪ Vk;990

2. b : V → {1, . . . , k} is a map such that b(i) denotes the block label of the ith

vertex;

3. Λ ∈ [0, 1]k×k is a matrix such that Ai,j
ind∼Bernoulli(Λb(i),b(j)) for distinct {i, j} ∈(

V
2

)
.

Recall that the edge probability matrix for a random dot product graph model, with995

parameter X ∈ Rn×d, is equal to XXT , which is positive semi-definite. If X consists

of precisely k distinct rows, then a graph generated via RDPG(X) can also be said to

be generated from a stochastic block model having k blocks, block assignment vector

b assigning vertices with the same latent position to the same block, and probability

matrix Λ = X(k)(X(k))T where X(k) here refers to the k × d matrix of distinct rows1000

of X. Moreover, if Λ is positive semidefinite, then G ∼ SBM(k, b,Λ) can be realized
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as a RDPG with appropriately defined X. Thus, there is an overlap in the set of

random dot product graph models and stochastic block models.

We can then define the ρ SBM model as follows.

Definition 6. The bivariate graph valued random variables (G,G′)—with respective1005

adjacency matrices A and A′—are said to be distributed as a pair of ρ-correlated

stochastic block model graphs with parameter k, b, and Λ (abbreviated (G,G′) ∼

ρ SBM(k, b,Λ)) if

1. Marginally, G,G′ ∼ SBM(k, b,Λ), and

2. {Ai,j, A′
k,l}{i,j},{k,l}∈(V2) are collectively independent except that for each {i, j} ∈(

V
2

)
,

correlation(Ai,j, A
′
i,j) = ρ.

Note that if we generate H and H ′ from a ρ SBM(k, b,Λ), G and G′ can be con-

structed so that

G ∼ ρ SBM(k1, b1,Λ1) and G
′ ∼ ρ SBM(k2, b2,Λ2),

where k ≤ min(k1, k2), b1(j) = b2(j) = b(j) for all j ∈ {1, 2, . . . , 1 + s + n}, and the

upper left k × k submatrix of Λi is Λ (for i = 1, 2). We write this formally as

(G,G′) ∼ ρ SBM(k1, k2, b1, b2,Λ1,Λ2).

62



CHAPTER 3. VN

3.3 Vertex nomination via seeded graph1010

matching

With this notion of corresponding vertices, we next introduce our proposed algo-

rithm for finding the corresponding vertex x′ ∈ V ′ to a particular vertex of interest

x ∈ V . Again, we assume a single vertex of interest for simplicity, as the extension to

multiple vertices of interest follows immediately. The easy interpretability and simple1015

extension of the SoftSGM algorithm, introduced in Section 2.1.6, to generating nomi-

nation lists for vertices of interest make it a natural candidate for the vertex nomina-

tion subroutine task of Algorithm 4; however, other methods of graph matching, such

as spectral-based methods, for which extension to vertex nomination is possible could

also be used during this step of the algorithm. Such methods have been employed1020

in the single-graph vertex nomination framework; see for example [Marchette et al.,

2011, Coppersmith and Priebe, 2012, Sun et al., 2012, Coppersmith, 2014, Fishkind

et al., 2015], and work particularly well for large networks (which we do not explore

in this present chapter.

Using the notation of this chapter, the seeded graph matching algorithm is pre-1025

sented as follows. We have G = (V,E) and G′ = (V ′, E ′) with vertex sets V =

{x} ∪ S ∪ W ∪ J and V ′ = {x′} ∪ S ′ ∪ W ′ ∪ J ′, with |V | = η = 1 + s + n + m,

|V ′| = η′ = 1 + s+ n+m′, and seeding S ↔ S ′. Without loss of generality, suppose

S = S ′ = {1, 2, . . . , s} (if no seeds are used, s = 0 and S = S ′ = ∅), and suppose for
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the moment that η = η′. The seeded graph matching problem aims to solve1030

min
P∈Πη−s

∥A(Is ⊕ P )− (Is ⊕ P )A′∥2F , (3.1)

where, Πη−s denotes the set of (η− s)× (η− s) permutation matrices, and ⊕ denotes

the direct sum of matrices. Note that decomposing A and A′ via

A =

⎛⎜⎜⎝A11 A12

A21 A22

⎞⎟⎟⎠ , and A′ =

⎛⎜⎜⎝A′
11 A′

12

A′
21 A′

22

⎞⎟⎟⎠ (3.2)

where A11, A
′
11 ∈ Rs×s, AT21, (A

′
21)

T , A12, A
′
12 ∈ R(η−s)×s, and A22, A

′
22 ∈ R(η−s)×(η−s),

the SGMP is equivalent to

max
P∈Πη−s

f(P ) = max
P∈Πη−s

[
trace(P TA21(A

′
21)

T )+

trace(P TAT12A
′
12) + trace(AT22PA

′
22P

T )
]
. (3.3)

3.3.1 VNmatch

We consider two graphs G and G′ with vertex sets V = {x} ∪ S ∪W ∪ J and

V ′ = {x′} ∪ S ′ ∪W ′ ∪ J ′, where the vertices in V \J and V ′\J ′ are shared between

the two graphs. As stated previously, our task is to leverage an observed one-to-one

correspondence S ↔ S ′ to find the vertex x′ ∈ V ′ corresponding to a particular
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Algorithm 4 VNmatch: vertex nomination via seeded graph matching

Input: G,G′; S, S ′ – the seed sets, with S ↔ S ′; ℓ ≥ h
Step 1: find Sx = s ∩ Nh(x), and matching vertices Sx ↔ S ′

x in G′, if |Sx| = 0,
stop;
Step 2: create Gx = G[Nℓ(Sx)] and G

′
x = G[Nℓ(S

′
x)];

Step 3: use graph matching (we use SoftSGM Algorithm 3) to match Gx = (Vx, Ex)
and G′

x = (V ′
x, E

′
x), yielding p(·, ·) : Vx × V ′

x ↦→ [0, 1];
Step 4: create nomination list ϕx for x by ranking the vertices in V ′

x by decreasing
value of p(x, ·);
Output: ϕx

vertex of interest x ∈ V . If G and G′ are modestly sized (on the order of thousands

of vertices), we could use Algorithm 3, the SoftSGM algorithm introduced in Section

2.1.6, to soft match G and G′, padding V or V ′ as necessary when η ̸= η′. As the

purpose of matching the graphs in this inference task is to identify the vertex x′ ∈ V ′;

we create a ranked nomination list, which we denote by ψx, for x by ordering the

vertices in G′ by decreasing value of p(x, ·): (with ties broken uniformly at random)

ψx(1) ∈ argmax
r∈v′

p(x, r),

ψx(2) ∈ arg max
r∈(v′)\{ψx(1)}

p(x, r),

...

ψx(η
′) ∈ arg max

r∈(v′)\{ψx(1),...,ψx(η′−1)}
p(x, r).

In practice, however, the networks under consideration may be too large to directly

apply SoftSGM or similar global graph matching procedures. For example, many of

the partially crawled social networks found at [Leskovec and Krevl, 2014] contain tens-
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of-millions of vertices or more. Therefore, rather than applying SoftSGM globally, we

reduce the size of the problem through localization. In our underlying network model,

the local structure around a vertex in one graph will be similar to the local structure

around a vertex in the second graph. With this in mind, given h ∈ N and a set

Υ ⊂ V , we define the h-neighborhood of Υ in G via

Nh(Υ) := {v ∈ V : there exists a path of length

≤ h in G from v to a vertex in Υ}.

Note, by convention Υ ⊂ Nh(Υ). We denote by Sx = Sx,h := S ∩ Nh(x) the set of

seeded vertices in G with shortest path distance to x less than or equal to h, and we1035

define S ′
x to be the corresponding seeds in G′ with |Sx| = sx = |S ′

x|. Notionally, as

h → ∞, Nh(x) tends towards the connected component of G containing x, and we

say that h = ∞ yields Nh(x) to be the entire vertex set V of G.

For ℓ ≥ h, we define Gx = (Vx, Ex) := G[Nℓ(Sx)] and G
′
x = (V ′

x, E
′
x) := G[Nℓ(S

′
x)]

to be the respective induced subgraphs of G and G′ generated by Nℓ(Sx) and Nℓ(S
′
x).

Ideally, Nℓ(S
′
x)—which is a local ℓ-neighborhood of those seeds in G′ whose distance

to x in G is at most h ≤ ℓ—will contain x′, the corresponding VOI in G′. If so, we

propose to uncover the correspondence x↔ x′ by using SoftSGM to soft match Gx and

G′
x rather than all of G and G′. The output of SoftSGM is then p(·, ·) : Vx×V ′

x ↦→ [0, 1],

and we create the nomination list for x, denoted Φx, by ranking the vertices in V ′
x
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based on decreasing value of p(x, ·); i.e., if |V ′
x| = ξ then

Φx(1) ∈ argmax
r∈V ′

x

p(x, r),

Φx(2) ∈ arg max
r∈(V ′

x)\{Φx(1)}
p(x, r),

...

Φx(ξ) ∈ arg max
r∈(V ′

x)\{Φx(1),...,Φx(ξ−1)}
p(x, r),

where ties are broken uniformly at random.

Remark 7. Figure 3.1 demonstrates how |Sx| depends on |S| and h for graphs gener-1040

ated from a stochastic block model (Figure 3.1a, model described in Definition 5) and

for the Facebook network of [Mastrandrea et al., 2015] which we consider in detail in

Section 3.4.2.1. In both cases, the seed sets and VOI are chosen uniformly at ran-

dom. As expected, as h increases, |Sx| approaches |S|. It is important to keep in mind

that increasing h also increases ℓ and, consequently, the sizes of Nℓ(Sx) and Nℓ(S
′
x),1045

increasing computational complexity. In both the simulated and Facebook examples,

h = 2 seems an appropriate choice, and is the value we use for the networks in further

exploration (see Section 3.4).
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Figure 3.1: Average size of Sx over 50 Monte Carlo simulations as a function of (h, s);
seed sets and vertex of interest selected randomly. As h increases, more vertices in
the graph are within an h-path of the randomly chosen VOI, and therefore more of
the seed vertices are in Nh(x).

3.4 Simulations and real data experiments

Note here that all necessary code and data needed to produce the figures in this1050

section can be found at http://www.cis.jhu.edu/~parky/D3M/VNSGM/.

We will measure the performance of VNmatch via rank(x′), the expected rank of x′

in Φx when ties are broken uniformly at random. Since the size of the set of candidate

matches C ′
x := V ′

x \ S ′
x (seeds in G′ will never be matched to x by SoftSGM) varies

greatly in each experiment, we will compare across experiments by computing the1055
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normalized rank of x′

τ(x′) =

(
rank(x′)− 1

|C ′
x| − 1

)
∨ 0 ∈ [0, 1]. (3.4)

Note that τ(x′) = 0 (resp., τ(x′) = 0.5 or τ(x′) = 1) implies that the Φx(1) = x′

(resp., Φx(|C ′
x|/2) = x′ or Φx(α) = x′ for α ≥ |C ′

x|); i.e., the VOI was first, half-way

down, or effectively last in the nomination list. A low value of τ(x′) corresponds to

a low ranking of x′ in the nomination list output from the VNmatch algorithm and1060

corresponds to a measure of how much time is saved (versus a uniformly random

search) by the end-user when searching through the candidate set of vertices for the

true match x′. We view a score of τ(x′) = 5/100 as better than a score of τ(x′) = 5/10

since the amount of time saved by the end-user is greater in the first case.

3.4.1 Simulation experiments1065

We first explore the performance of Algorithm 4 in the ρ-RDPG setting, followed

by the ρ-SBM setting (see Section 3.2 for descriptions of these models). To wit, we

first generate pairs of graphs from a ρ RDPG(X), where the latent positions of X

are uniformly chosen so that each row of X is a unit vector and for any two rows of

X, namely Xi and Xj, XiX
T
j ∈ (0, 1). In Figure 3.2 we explore how τ(x′) is affected1070

by the number of seeds used in the matching as compared against various correlation

values ρ = 0, 0.3, 0.5, 0.7, 1 (3.2a) and disparities in the sizes of the graphs to be
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Figure 3.2: For pairs of 300-node graphs generated from a ρ RDPG(X) model, we
plot the average normalized rank, τ(x′), as a function of sx, ρ, and r.

matched when ρ = 0.6 (3.2b).

Next, we generate pairs of graphs from a ρ SBM(3, b,Λ), where b is such that 1/3

of the vertices are in each block and1075

Λ =

⎡⎢⎢⎢⎢⎢⎢⎣
0.7 0.3 0.4

0.3 0.7 0.3

0.4 0.3 0.7

⎤⎥⎥⎥⎥⎥⎥⎦ . (3.5)

In Figure 3.3, we explore how τ(x′) is affected by the number of seeds used in the

matching as compared against correlation values ρ = 0, 0.3, 0.5, 0.7, 1 (3.3a) and dis-

parities in the sizes of the graphs to be matched when ρ = 0.6 (3.3b).

In order to explore how the number of seeds used in matching, sx, affects the

location of the VOI in the nomination list, in both the RDPG and SBM setting, we1080

vary sx from 1 to 9, and run 100 Monte Carlo replicates using VNmatch, with both
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Figure 3.3: For pairs of 300-node graphs generated from a ρ SBM(3, b,Λ), we the
average normalized rank, τ(x′), as a function of sx, ρ, and r.

the VOI and the seeds chosen uniformly at random in each Monte Carlo replicate.

In Figures 3.2a and 3.3a, we record the average normalized rank of the VOI in the

nomination list (±2s.e.) for the RDPG and SBM settings, respectively. It is apparent

that for sufficiently correlated networks, as the number of seeds increases, our pro-1085

posed nomination scheme becomes more accurate; i.e., the location of the VOI in the

nomination list is closer to the top of the list. For graphs with very low correlation,

the uniformly poor performance can be attributed to both the lack of much common

structure between Gx and G′
x and the failure of SoftSGM to tease out this common

structure. Since both G and G′ are dense networks, Nℓ(Sx) and Nℓ(S
′
x) generally1090

contained between 250 and 300 vertices each. Thus, the proportion of shared vertices

in Gx and G′
x is rather high for this example.

To explore how the normalized rank of the VOI is influenced by matching graphs

which differ in size, we next consider pairs of graphs on different sized vertex sets. We
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will set the number of vertices in the smaller graph, G′, to be |V ′| = r|V | = 300r, for1095

r = 0.25, 0.30, . . . , 1. Let H ′ = G′ and suppose there exists an induced subgraph H of

G so that (H,G′) ∼ 0.6 RDPG(X) for Figure 3.2b and (H,G′) ∼ 0.6 SBM(3, b,Λ)

for Figure 3.3b. For each r, we plot the average τ(x′) (±2s.e.) over 100 Monte Carlo

replicates for fixed sx = 4. As can be seen, under this model when the original

networks G and G′ have a large discrepancy between the sizes of their vertex sets1100

there is less accuracy in the VNmatch algorithm. Furthermore, the more obvious

community structure present in the SBM setting contributes to better performance

of the VNmatch algorithm. Although we are not matching graphs Gx and G′
x with

vertex size difference ratio r at every iteration, since the connectivity of the vertices

is high, Gx and G′
x do not deviate much from being the full graphs.1105

Li and Campbell explore the effects of utilizing seeds in graph matching problems

in [Li and Campbell, 2015]. They found that although a small number of seeds can

greatly increase the number of correctly matched vertices, as the number of shared

users decreases so does the ability to find a good match. As might be expected,

since the number of potential mismatches increases as the number of shared users1110

decreases, Figures 3.2b and 3.3b are consistent with Li and Campbell’s results.

3.4.2 Real data experiments

In this section, we explore two applications of VNmatch on real data. Section

3.4.2.1 explores a pair of high-school networks obtained from [Mastrandrea et al.,
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Figure 3.4: The induced subgraphs for the High School Facebook and Survey net-
works generated by the shared vertices [Mastrandrea et al., 2015].

2015] in which the first graph is created based on student responses to a ‘who-knows-1115

who’ survey and the second is a Facebook friendship network involving some of the

same students. In Section 3.4.2.2, we consider Instagram and Twitter networks having

over-lapping vertex sets in which we would like to identify which Instagram profile

corresponds to a particular Twitter profile.

3.4.2.1 Finding friends in high school networks1120

We consider two High School friendship networks on over-lapping vertex sets pub-

lished in [Mastrandrea et al., 2015]. The first network, having 156 vertices, represents

a Facebook network of profiles in which two vertices are adjacent if the pair of indi-

viduals were friends on Facebook. The second network consists of 134 vertices, each

representing a particular student, and two vertices are adjacent if one of the students1125

reported that they are friends with the other student. There are 82 shared vertices

across the two networks for which we know the bijection between the two vertex sets,
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Figure 3.5: Consider each x ∈ V as the VOI (|V | = 82). For each v ∈ N2(x)
match the induced subgraphs of H and H ′ generated by N2(v) and N2(v

′), con-
sidering {v} and {v′} to be seed-sets of size 1. For each x, plot how often
τ(x′) ∈ {0, (0, 0.5), [0.5, 1], NA} in light green, dark green, light purple, and dark
purple, respectively (colors here listed in order as they appear in the plot from bot-
tom to top). The height of the stack represents the total number of vertices in N2(x).

and the remaining vertices are known to have no such correspondence. In the lan-

guage that introduced this chapter, η = 156, η′ = 134, n + s = 81, m = 74, and

m′ = 52.1130

Due to the large number of unshared vertices (nearly 40% and 50% for the Sur-

vey and Facebook networks, respectively), for illustrative purposes we perform our

analysis of this data set by looking at the induced subgraphs generated by the shared

vertices. A brief glimpse into the effects of the unshared vertices can be found in the

supplemental material accompanying this article. This step is purely for exploratory1135

analysis and would not be feasible in practice, as we would not have prior knowledge

about which vertices in the networks are shared as opposed to unshared. At the
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Figure 3.6: Using x = v27 as the VOI, vary sx from 1 to 9 in VNmatch. For sx > 1,
uniformly at random generate 100 seed sets from N2(x). For sx = 1, consider all 47
possible seed sets of size 1.

same time, immediate success of VNmatch is still not guaranteed since the structure

of the two graphs is very different, see Figure 3.4. Furthermore, we can see that there

appears to be a 2-block structure for each of the (shared) networks, although, if we1140

were to model these networks the block probability matrices for the two networks

appears to differ (unlike our simulation examples).

We first explore how VNmatch performs when finding the VOI using a single seed.

Let H and H ′ denote, respectively, the induced subgraphs of the High School Face-

book and Friendship-Survey networks generated by the 82 shared vertices. We run1145

82 experiments, one for considering each x ∈ V as the VOI, and for each VOI we
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consider using each v ∈ N2(x) as our single seed for VNmatch. In Figure 3.5, for each

x, we plot how often τ(x′) ∈ {0, (0, 0.5), [0.5, 1], NA} in light green, dark green, light

purple, and dark purple, respectively (colors listed in order as they appear in Figure

3.5 from bottom to top): When τ(x′) = 0, the true match x′ is at the top of the1150

nomination list – this is the best case possible; when τ(x′) ∈ (0, 0.5), x′ is somewhere

between the top of the nomination list and half-way down (i.e. better than chance,

but not first); when τ(x′) ∈ [0.5, 1] the nomination list from VNmatch is worse than

a uniformly random nomination list; and finally τ(x′) = NA means that x′ ̸∈ V ′
x and

our algorithm cannot hope to nominate the correct vertex. The height of the stack1155

represents the total number of vertices in N2(x). While beyond the scope of this

work, this figure points to the impact of seed-selection as well-chosen seeds can be

the difference between perfect algorithmic performance and performance worse than

chance. Note also that for vertices 6, 31, 36, and 49, x′ ̸∈ V ′
x for all v ∈ N2(x),

so, matching the two neighborhoods for these vertices would never be successful for1160

ℓ = h = 2.

We next consider the effects of increasing sx. For simplicity, we present our find-

ings while considering vertex 27 to be the VOI. Vertex 27 shows moderately good

performance using 1 seed in Figure 3.5, although not the best. We expect VNmatch to

work equally well on any other vertex with similar (or better) performance to vertex1165

27 as noted in Figure 3.5.

With vertex x = v27 as the VOI in G, for each sx increasing from 2 to 9 we
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Figure 3.7: Graphs of a particular friend of the VOI for both Twitter and Instagram;
VOI in red and seeds in pink.

uniformly at random generate 100 seed sets from N2(x) and apply VNmatch to match

Gx and G′
x using these seed sets. For sx = 1, rather than having 100 Monte Carlo

replicates, we consider only the 47 possible seed sets of size 1 in N2(27). Figure 3.6,1170

displays τ(x′) as a function of sx, with Figure 3.6a showing the general performance of

τ(x′) with respect to sx and Figure 3.6b displaying a frequency histogram (conditioned

on τ(x′) ̸= NA) of τ(x′) for each sx ∈ {1, . . . , 9}.

3.4.2.2 Finding Friends on Instagram from Twitter

We next consider nominating across two publicly available social network datasets,1175

one derived from Twitter and one derived from Instagram, where there is an edge

between two vertices if one vertex is following the other vertex in the respective social

network. We consider a single vertex present on both the Twitter and Instagram

networks and construct the two-hop neighborhoods of this vertex in each network,

yielding a 163 vertex Twitter graph (Figure 3.7a) and a 28 vertex Instagram graph1180
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Figure 3.8: Plot the average value of τ(x) (Equation 3.4), along with a confidence
bound, for sx = 2, 4, 6, 8, 10, always using the center vertex (8) as a seed.

(Figure 3.7b). After identifying a VOI in each network, a simple metadata analysis

of vertex features yields 10 potential seeds. In Figure 3.8, we plot the average value

of τ(x′) (±2s.e.) when using a seed set of size sx = 2, 4, 6, 8, 10. To avoid pathologies

arising from x′ ̸∈ V ′
x, we use vertex 8 as a seed in each experiment. As there are few

seeds here, we average τ over all possible sets of seeds of size sx in each example.1185

There are a few takeaways from this figure. First note that as the number of seeds

increases, the performance of VNmatch increases significantly (i.e., the rank of x′ in Φx

is closer to the top). In fact, we find that there are two vertices (including the central

vertex in both graphs) whose presence in the seed sets are crucial in that if they are

in the seed set then τ(x′) = 0 every time, and if not then τ(x′) > 0.5. Thus, the1190

improvement upon τ(x′) in Figure 3.8 is due to the increased proportion of seed sets

which contain the two crucial seeds for identifying the true match. Furthermore, these

are the only two seeds which are adjacent to the vertex of interest. This indicates

that in the future it may be beneficial to focus on what vertex-properties impact seed-

usefulness in terms of assistance with matchability. Also note that these graphs are1195
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quite local—the full Twitter and Instagram networks would have >> 107 vertices—

yet our algorithm still performed quite well only considering ≈ 102 vertices. Indeed,

by whittling the networks down into local neighborhoods, we are able to leverage the

rich local signal present across networks without the computational burden induced

by working with the full, often massive, networks themselves.1200

3.4.3 On the impact of seeds and unshared vertices

in real-data

Figure 3.6 in Section 3.4.2.1 suggests an interesting phenomenon – as the number

of seeds in Sx increases from 1 to 3, the performance of VNmatch improves. Indeed,

for sx = 3, recovery of the true matched VOI is better than chance for more than1205

half of the simulations. However, as the number of seeds continues to increase, we

again see how important seed selection is: some seeds seem to improve performance

while others do not improve performance and can in fact degrade performance. If

we categorize seeds as “good/bad” based on whether they are helpful/unhelpful in

matching, intuition suggests that a good seed is one that behaves similarly in both1210

graphs. However, what precisely makes a seed “good” or “bad” is an open problem,

and an active area of our present research.

In our simulations, we used the ρ RDPG and ρ SBM to generate our graphs;

therefore, every pair of vertices (v, v′) ∈ V × V ′—where v corresponds to v′—has
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Figure 3.9: Considering each vertex, v ∈ H, as a seed we match N2(v) and N2(v
′)

for each x ∈ N2(v)∩W = N2(v) and plot how often: rank(x′) is 1, x′ is selected as a
match at least once in SoftSGM portion of the VNmatch algorithm, x′ is never selected
and remains in N2(v

′), and x′ is not in N2(v
′) in dark green, light green, purple,

and black, respectively (colors listed as they appear from bottom to top). Vertices
(x-axis) are ordered in increasing order of degree in H ′.

relatively similar shared structure across the two graphs. Hence, we expect any known1215

seeds to be good seeds. However, real data is less clean, and we expect some seeds

to actually have a negative impact on algorithmic performance (making them “bad”

in terms of utility for matching the two graphs). These facts are evidenced in the

primary manuscript, Figure 6, as it is possible that allowing sx to be large can have

negative impacts on τ(x′). Furthermore, the structure of the networks differs more1220

in this real-world setting than in our simulations, so some performance degradation

in comparison to simulation results is to be expected.

Figure 3.9 provides a brief illustration of just one feature that appears to impact

what we mean by a “good” seed – namely, degree. In particular, considering each
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shared vertex, v ∈ H, as a seed, we match N2(v) and N2(v
′) and nominate potential1225

matches for each x ∈ N1(v), using the VNmatch algorithm (with underlying machinery

of the SoftSGM algorithm for illustrative purposes), and report the rank of each x′ as

either 1 (dark green), greater than 1 and nominated at least once by the algorithm

in Step 3 in the VNmatch algorithm (light green), x′ ∈ N2(v
′) but never nominated

(purple), and x′ ∈ V \N2(v
′) (black). The x-axis consists of the vertices in V (H)1230

ordered according to increasing degree in H ′, the core of the high school survey

network. The degree of the vertices in the core of the Facebook network are given

by the heights of the bars in the plot, and the y-axis represents the counts for which

the rank of each x′ was of each particular afore-mentioned type. It is apparent from

Figure 3.9 that when all vertices are shared, for this example, vertex degree influences1235

how often a vertex is a useful seed; that is, the higher the degree of the vertex in the

target network, the more likely it is to be able to assist in properly identifying the

true match, placing it towards the top of the nomination list. For this example, we

use R = 100 restarts.

We next explore the effects of unshared vertices on the performance of VNmatch.1240

To compare these effects, we first contemplate how our proposed localization proce-

dure affects performance when all vertices are shared (see Figure 3.10) as opposed to

performance in the presence of unshared vertices as is the case when we use the full

networks (see Figure 3.12).

We consider each shared vertex as a vertex of interest in turn. Letting x be the1245
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Figure 3.10: Considering each vertex, x ∈ W , as a vertex of interest, for each
v ∈ N1(x) match (1) N2(v) and N2(v

′), and (2) the largest connected components
of G and G′ containing v and v′, respectively. Show when the rank of using method
(1) is better than method (2) (green), when neither is an improvement upon the
other (light green), when the rank of x′ using method (2) is better than when using
method (1) (purple), and when x′ ̸∈ N2(v

′) but is in the largest connected component
containing v′ (black). Vertices (x-axis) are ordered in increasing order of degree in
core Survey network.

present vertex of interest, we consider each v ∈ N1(x) as a seed (with its pair v′ ∈ W ′),

in turn, so that S = {v} and S ′ = {v′}. We then match (1) N2(v) and N2(v
′), and

(2) N100(v) and N100(v
′). For this data using ℓ = 100 ensures that we are matching

the largest connected component of G which contains v with the largest connected

component of G′ which contains v′. We then compute the difference in ranks of x′1250

when matching with seed v via methods (1) and (2). In Figure 3.10, for each vertex of

interest, we show how often the rank of x′ using localization (1) was an improvement

upon the rank of x′ when using the largest connected components (2) (green), how

often the rank of x′ showed no improvement nor degradation including when both
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ranks were the same and when both methods yielded that the vertex of interest was1255

not removed from the graph and also was not selected at any point in the SoftSGM

step of the algorithm (light green), how often the rank of x′ using method (2) was an

improvement over method (1) and localization hindered the matching performance

(purple), and how often x′ ̸∈ N2(v
′) but x′ ∈ N100(v

′) (black). There were a few

instances in which x′ ̸∈ N100(v
′); however, we remove these cases. As in Figure 3.91260

we arrange the vertices in increasing order of degree in the core Survey network, and

the height of the stack shows the degree of each vertex in the core of the Facebook

network. It is arguable that the degree of the vertex of interest in both networks

seems to influence whether or not localization will improve (or at the very least not

hinder) performance of the VNmatch algorithm, when all vertices are shared across1265

the two networks.

Complementary to Figures 3.9 and 3.10, Figures 3.11 and 3.12 utilize the same

analyses, respectively, now using the full Facebook and Survey networks. Comparing

Figure 3.9 and Figure 3.11, we see that the degree of the seed vertices remains a

prominent influence on algorithmic performance. On the other hand, while vertex1270

degree seemed to influence how often a vertex of interest was identifiable when all

vertices were shared, this influence is not apparent in the presence of so many unshared

vertices, as evidenced in Figure 3.12. It is clear, however, from Figure 3.12 that

localization can help identify vertices of interest as opposed to matching the full (or

largest connected components) of the graphs, especially in the presence of so many1275
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Figure 3.11: Considering each vertex, v ∈ W , as a seed (using only this vertex)
matching N2(v) and N2(v

′) for each x ∈ N2(v) ∩W plot how often: rank(x′) is 1
(green, τ(x′) = 0), x′ is selected as a match at least once in SoftSGM portion of the
VNmatch algorithm (light green), x′ is never selected and remains in N2(v

′) (purple),
and x′ is not in N2(v

′) (black). Vertices (x-axis) are ordered in increasing order of
degree in full Survey network.

unshared vertices.

Remark 8. In this chapter, we have focused on finding a corresponding vertex in

a second network to the VOI in the first network with a notion of correspondence

in our real-data examples meaning that two nodes across the networks represent the

same individual. Another application of this algorithm would be finding vertices, either1280

across two networks or across two subnetworks of one larger network, that have similar

structural role across the two networks. Since the resulting nomination list of the

VNmatch algorithm already outputs nodes in an ordering that is based on which vertices

in a localized version of the second network have similar localized structural role to

the VOI in the first network, this extension follows immediately. Applying VNmatch1285
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Figure 3.12: Considering each vertex, x ∈ W , as a vertex of interest, for each
v ∈ N1(x) match (1) N2(v) and N2(v

′), and (2) the largest connected components
of G and G′ containing v and v′, respectively. Show when the rank of using method
(1) is better than method (2) (green), when neither is an improvement upon the
other (light green), when the rank of x′ using method (2) is better than when using
method (1) (purple), and when x′ ̸∈ N2(v

′) but is in the largest connected component
containing v′ (black). Vertices (x-axis) are ordered in increasing order of degree in
full Survey network.

to multiple VOI could be done either iteratively or simultaneously. We will present

a combination of simultaneous and iterative procedures for identifying matches for

vertices across networks in a real-data application involving matching the left and

right hemispheres of the Drosophila larvae connectome in Chapter ??.
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Chapter 41290

Seeded Graph Matching via Joint

Optimization of Fidelity and

Commensurability

Thus far, we have only considered matching a pair of graphs. However, in some

instances, we may wish to align multiple networks, for example a series of connectomes1295

as is done in [Milano et al., 2017] which explores several methods of multiple network

alignment for the task of aligning connectomic data or networks across many social

media platforms as is done by the authors of [Shu et al., 2017], [Xu et al., 2014],

and [Zhang et al., 2018]. In this chapter, we introduce a methodology for aligning

the vertex sets of multiple graphs simultaneously when a partial alignment is known.1300

In particular, we present a seeded graph matching algorithm derived from the Joint
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Optimization of Fidelity and Commensurability (JOFC) algorithm of [Priebe et al.,

2013], extending the preliminary results of [Adali, 2014]. Our algorithm is flexible

enough to handle many of the difficulties inherent to real data, such as multi-node

alignment and differently sized vertex sets, while simultaneously not sacrificing too1305

much performance (compared to the SGM algorithm of Section ??) when matching

across simple graphs.

Many methods of multiple network alignment have been proposed in the literature.

For example, in [Flannick et al., 2009], the authors introduce a stage-based approach

to aligning multiple networks, which they call Græmlin 2.0. This method first groups1310

nodes across the multiple platforms into equivalence classes, then partitions the global

alignment into smaller, local alignments, and lastly allows nodes to belong to mul-

tiple clusters of the local alignment. It also requires a training set of graphs from

which to learn. Other methods for aligning multiple networks include [Vijayan and

Milenković, 2017], [Liao et al., 2009], [Faisal et al., 2014], and [Hashemifar et al.,1315

2016]. The last three methods are two-stage methods using various cost functions to

align nodes across networks where the cost function has the goal of node-conservation

(how similar two nodes are according to some determined measure) and performance

is evaluated based on edge-conservation (whether edges involving aligned pairs of

nodes are consistently seen across the multiple graphs). The algorithm introduced1320

in [Vijayan and Milenković, 2017] aims to optimize both node and edge conservation.

These methods seem to be primarily cluster based, aiming to group types of vertices
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together across the multiple networks, meaning they often require additional attribute

information. However, as the authors of [Chu et al., 2019] point out, it has been shown

in [Liu et al., 2014] and [Backstrom et al., 2007] that attribute information may be1325

incomplete, unreliable, or unavailable in many settings. Instead of relying heavily on

attribute information that may or may not be available, the authors of [Chu et al.,

2019] apply embedding techniques to aid the task of multiple network alignment –

providing for each node a pair of representative vectors capturing structure-based in-

formation and anchor-node based information. The authors then perform a similarity1330

search across the pairs of vectors to establish which are most similar. In [Chu et al.,

2019], anchor vertices are akin to what we refer to as “seed” vertices.

We presently approach the seeded graph matching problem via a modification

of the Joint Optimization of Fidelity and Commensurability (JOFC) algorithm of

[Priebe et al., 2013], which was originally designed for manifold matching. Briefly,1335

our algorithm embeds a list of m graphs into a common Euclidean space where our

matching inference task can be performed. The embedding seeks to maximize the

information contained both within the connectivity structure of each graph and the

across graph relationship provided by the seeding, i.e. we seek to maximize the fi-

delity and commensurability of the embedding. Once embedded, finding the optimal1340

matching between the vertices then amounts to solving a generalized tensor assign-

ment problem to align the graphs simultaneously (and without the need for a training

process as was used in [Chu et al., 2019]). We will present our algorithm in its most
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general form and will note when certain assumptions on our graphs necessarily lead

to simplifications.1345

Note: We will define Πn to be the set of n × n permutation matrices, and Dn to be

the set of n × n doubly stochastic matrices. Furthermore, given a graph G = (V,E)

with vertex set V and edge set E, by i ∼G j we mean there is an edge from vertex i

to vertex j in G; similarly i ̸∼G j indicates that there is not an edge from i to j in G.

Notationally, we can generalize the classical graph matching problem between

two graphs to matchings among m graphs as follows. Given m graphs G1, G2, ...,

Gm on the same vertex set V (with |V | = n), we seek to find a set of bijections

Φ = {ϕp,q}1≤p<q≤m, where ϕp,q : V ↦→ V is a mapping between graph Gp and Gq, such

that the set Φ minimizes

d(Φ) =
∑
ϕp,q∈Φ

⏐⏐{(i, j) ∈ V × V : [i ∼Gp j, ϕ
p,q(i) ≁Gq ϕ

p,q(j)] or[i ≁Gp j, ϕ
p,q(i) ∼Gq ϕ

p,q(j)]
}⏐⏐.

(4.1)

Equivalently, if the adjacency matrix for graph Gk is Ak, the problem seeks a set of1350

permutation matrices {Pp,q} ⊆ Πn minimizing
∑

1≤p<q≤m
∥Ap − Pp,qAqP

T
p,q∥F . If we are

given, for each graph Gk, a subset Sk ⊂ V of size sk of the vertices called seeds and

seeding functions σp,q which maps a subset of Sp to a subset of Sq, the classical seeded

graph matching problem then seeks to minimize (4.1) over bijections ϕp,q : V ↦→ V

satisfying ϕSp,Sq = σp,q where ϕSp,Sq is the restriction of ϕp,q to an appropriate subset1355

89



CHAPTER 4. SGMVIAJOFC

of Sp.

4.0.1 Setup

Let {Gk}mk=1 be graphs on respective vertex sets {Vk := V (Gk)}mk=1 (with each

|Vk| = nk). Without loss of generality, we assume the vertices are labeled Vk =

{1, 2, . . . , nk}. As we no longer assume all graphs have the same set of vertices, the1360

graph matching problem as stated in (4.1) is not necessarily well-posed. Rather than

reformulating the classical GMP in terms general enough to handle all of the difficul-

ties inherent to real data problems, we choose instead to reformulate our approach to

graph matching. We begin with a set of assumed true matchingsM = {Mp,q}1≤p<q≤m

between every pair of vertex sets Vp and Vq, though in the present general setting a1365

matching is simply a subset Mp,q ⊂ Vp × Vq. If (u, v) ∈ Mp,q, then u and v are

“matched” vertices in graphs Gp and Gq, though the precise definition of “matched”

here is context specific. In one setting, u and v could be the same actor in two differ-

ent communication graphs, while in another setting, u and v could represent the same

neuron in two different neuro-connectome graphs. In each of our real and simulated1370

data examples, the true matching is explicit from the context of the problem. Note

that although it is often the case that np = nq and the matching Mp,q is a bijection

between the vertex sets, our more general definition allows for multiple vertices in Gp

to be matched to a single vertex or no vertex at all in Gq, and vice-versa. See Figure

4.1 for an illustrative example of a matching in this general context. Our inference1375
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Figure 4.1: For graphs G1 and G2 above, the matching M1,2 ⊂ V1 ×
V2 is given via the gray arrows above and is formally defined as M1,2 =
{(1, 1), (1, 2), (1, 3), (2, 5), (3, 4), (4, 6), (5, 8)}. Note that vertex 1 in G1 is matched to
three vertices in G2, namely vertices 1, 2, and 3. Also vertex 7 in G2 is not matched
to any vertex in G1.

task is then to leverage the information contained in seeded vertices to estimate the

true underlying matching M.

In this newly reformulated graph matching problem, a seeding refers to a collection

S = {Sp,q}1≤p<q≤m, where given any two graphs Gp and Gq, S
p,q ⊂ Mp,q ⊂ Vp × Vq

with the following property: if (i, j) ∈ Sp,q, (l, h) ∈ Sp,q and (i, h) /∈ Sp,q then1380

(i, h) /∈Mp,q; i.e. seeded vertices can only be matched to other seeded vertices if the

matching is explicitly given by the seeding. This is an intuitive assumption; indeed

it is often natural to assume the full matchedness amongst the seeded vertices is

known. There are certainly applications in which this is not true, and our algorithm

can easily be modified to incorporate an incomplete seeding as well. The vertices in1385

the ordered pairs of Sp,q are referred to as seeds, and we define Sp,q as the set of all

seeds in Vp that match to seeds in Vq. Furthermore, we define all seeded elements
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in Vp as Sp, i.e., Sp :=
⋃

q:q ̸=p
Sp,q =

⋃
q:q ̸=p

{i : (i, j) ∈ Sp,q}. We will label all the

unseeded vertices of Gp and Gq via Up,q and Uq,p respectively, so that Up,q = {i ∈

Vp : there is no j ∈ Vq so that (i, j) ∈ Sp,q}, and similarly for Uq,p ⊂ Vq, and define1390

Up = Vp \ Sp. In addition, we will assume that if (i, j) ∈ {v ∈ Vp : (i, v) ∈ Sp,q}×Uq,p

or (i, j) ∈ Up,q × {v ∈ Vq : (v, j) ∈ Sp,q, then (i, j) /∈Mp,q.

Note: To simplify later notation, for any subset W ⊂ Vp × Vq, we write

W (i) :=

⎧⎪⎪⎪⎨⎪⎪⎪⎩
{j ∈ Vq : (i, j) ∈ W} if i ∈ Vp

{j ∈ Vp : (j, i) ∈ W} if i ∈ Vq.

In the sequel, we shall also write |Sp| = sp.

4.0.2 Embedding the seeded graph data

Due to the pathological nature of the graphs we aim to match, performing the1395

matching directly on the graph data proved difficult. To circumvent this, our algo-

rithm uses multidimensional scaling (MDS) to embed the m graphs into a common

Euclidean space where our matching task can more readily occur.

Our embedding begins with m dissimilarity representations {∆k ∈ Rnk×nk : k =

1, ...,m} of {Gk}mk=1. We will assume a priori that the dissimilarities have been nor-1400

malized to be on the same scale. Ideally, we choose the dissimilarity dependent on

the nature of the data, as different dissimilarities will emphasize different aspects of
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the underlying graph topology. Although we do not theoretically address the issue

of optimally choosing the dissimilarity in the present paper, empirical results have

shown that correctly choosing the dissimilarities is essential to the performance of our1405

downstream matching task. Indeed, in one application to matching neural connec-

tomes of the C. elegans worm, we achieve excellent performance using the weighted

DICE dissimilarity of [Angelelli et al., 2008], a local neighborhood based measure

suitable for the sparse structure of the worm brain graphs; see Section 4.1.2 for de-

tail. However, in the simulated Erdös-Rènyi (ER) graph examples of Section 4.1.1,1410

the DICE dissimilarity is not appropriate due to the highly structured nature of the

neighborhoods in ER graphs. We empirically demonstrate a marked performance

increase by utilizing a more global dissimilarity, namely the shortest path distance.

Alternately, we could have used diffusion distance, expected commute times, etc.

See [Yen et al., ], [Pekalska and Duin, 2005], [Bunke and Riesen, 2008] for a wealth1415

of possible dissimilarity representations.

In order for the matching inference task to successfully occur in the embedded

space, the embedding must preserve the information contained both within the con-

nectivity structure of each graph and the between graph relationship given by the

matching M. In essence, the goal of the embedding is simple: If (i, j) ∈ Mp,q, then1420

i ∈ Gp and j ∈ Gq are “matched” vertices and should be embedded close to each

other in Rd. Also, if u, v ∈ Vi are such that ∆i(u, v) is small, then u and v are similar

vertices in the underlying graph and should also be embedded close to each other in
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Rd.

Preserving the matching M in the MDS embedding (or preserving any available1425

across graph relationship) requires us to impute an across graph dissimilarity δp,q :

Vp×Vq ↦→ R. For matched vertices (i, j) ∈Mp,q, it is reasonable to impute δp,q(i, j) =

0, though for (i, j) /∈ Mp,q, the imputation is less obvious. Here we treat these

dissimilarities as missing data in the subsequent MDS procedure.

We do not have access to the full matchingM, but the seeding S provides sufficient1430

information for calculating the imputed δ amongst the seeded vertices. For (i, j) ∈

Sp,q, we (as before) impute δp,q(i, j) = 0. For (i, j) ∈ Np,q := {(i, j) ∈ Sp×Sq : (i, j) /∈

Sp,q}, we take δp,q(i, j) as missing data. Furthermore, rather than incur additional

estimation error by imputing the unknown δ across the unseeded vertices, we also

treat these as missing data in our MDS procedure.1435

We proceed then as follows. We first embed the seeded vertices and then out-

of-sample embed the unseeded vertices using the methodology of [Tang et al., 2013].

With a possible relabeling of the vertices, let the seeded vertices for each graph Gp

be denoted as Sp = {1, 2, . . . , sp}, so that

∆p =

⎛⎜⎜⎝
Sp Up

Sp ∆
(p)
1,1 ∆

(p)
1,2

Up ∆
(p)
2,1 ∆

(p)
2,2

⎞⎟⎟⎠.

Labeling the embedded vertices of Sp via {X(p)
1 , X

(p)
2 , . . . , X

(p)
sp }, we define the across-
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graph squared commensurability error of the embedding between graph Gp and Gq

via

ε2C,Gp,Gq
:=

∑
1≤i≤sp

∑
j∈Sp,q(i)

(
d(X

(p)
i , X

(q)
j )− δp,q(i, j)

)2

, (4.2)

and the total squared across-graphs commensurability error is given by:

ε2C :=
∑

1≤p<q≤m

ε2C,Gp,Gq
(4.3)

where d(·, ·) is the Euclidean distance between points in Rd. For (i, j) ∈ Sp,q, we im-1440

pute δp,q(i, j) = 0 and commensurability error between two graphs reduces simply to

the squared Euclidean distance between embedded matched vertices. The commensu-

rability error captures how well the embedding preserves the partial graph matching

provided by the seeding.

Note that even if the commensurability of the embedding is small, the embedded1445

points may poorly preserve the original within-graph dissimilarities, which is captured

by the fidelity of our embedding. The within-graph squared fidelity error of the

embedding of ∆
(p)
1,1 is given by

ε2Fp
:=

∑
1≤i<j≤sp

(
d(X

(p)
i , X

(p)
j )−∆

(p)
1,1(i, j)

)2

, (4.4)
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and the total squared fidelity error is

ε2F :=
m∑
k=1

ε2Fk
. (4.5)

Closely connected to the fidelity error is the across-graph squared separability1450

error between two graphs defined via

ε2S,Gp,Gq
:=

∑
(i,j)∈(Sp×Sq\Sp,q)

(
d(X

(p)
i , X

(q)
j )− δp,q(i, j)

)2

. (4.6)

and the total across-graphs separability error is

ε2S :=
∑

1≤p<q≤m

ε2S,Gp,Gq
(4.7)

However, since we took δp,q(i, j) as missing data in this scenario, we can ignore the

separability error for later inference.

If the errors ε2F , and ε
2
C are all small and we have embedded the graphs into an1455

appropriate dimension, then we can successfully perform our matching inference task

in the target embedding space. Assuming at present that we know a suitable embed-

ding dimension d, we simultaneously control the above errors by jointly embedding
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the
m∑
k=1

sk seeded vertices of the m graphs via the omnibus dissimilarity matrix

D :=

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

S1 S2 . . . Sm

S1 ∆
(1)
1,1 δ1,2 . . . δ1,m

S2 δ2,1 ∆
(2)
1,1 . . . δ2,m

...
...

...
...

...

Sm δm,1 δm,2 . . . ∆
(m)
1,1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
(4.8)

We embed D using the JOFC algorithm of [de Leeuw, 1988] for weighted raw

stress MDS, where the associated weight matrix is given by

W :=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

Js1 − Is1 w ·O1,2 . . . w ·O1,m

w ·O2,1 Js2 − Is2 . . . w ·O2,m

...
...

...
...

w ·Om,1 w ·Om,2 . . . Jsm − Ism

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
∈ R

(
m∑

k=1

sk)×(
m∑

k=1

sk)
,

where Jn is an n×nmatrix of all entries being 1, w is a fixed real number between 0 and1460

1 representing the weight we choose, and Op,q is a matrix with the same dimensionality

as that of δp,q, whose entries take value 1 whenever the corresponding entries in δp,q

is 0, and take value 0 whenever the corresponding value is missing in δp,q [Lyzinski

et al., 2017a].

Suppose X is some configurations of the
m∑
k=1

sk points in Rd. The JOFC algorithm
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is an iterative procedure minimizing the cost function

σ(X) =
∑
i<j

Wi,j(D(i, j)− di,j(X)) (4.9)

over all possible configurations of
m∑
k=1

sk points X in Rd. The Wi,j are the weights1465

representing our confidence in the dissimilarity D(·, ·) between pairs of vertices. In

our applications, W is designed so that (4.9) simplifies to

σ(X) = wε2F + (1− w)ε2C , (4.10)

a mixture of the fidelity/separability errors (which capture how well our embedding

preserves the original within-graph dissimilarities) and the commensurability error

(which captures how well the embedding preserves the partial matching given by1470

the seeds). This ability to weight the dissimilarities is an essential feature of the

JOFC algorithm and is one of the main reasons we have chosen it over more classical

multidimensional scaling procedures. In all of our applications, we have chosen w =

0.8, and have left the optimal choice of w for future work.

4.0.3 Embedding the unseeded vertices1475

We next use the procedures outlined in [Tang et al., 2013] to out-of-sample embed

all the unseeded vertices Uk k = 1, . . . ,m, obtaining the configuration Y ⊂ Rd of
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the uk = |Uk| unseeded vertices of each graph Gk, labeled {Y (k)
1 , . . . , Y

(k)
uk }. For the

out-of-sample embedding, we treat the unknown across-graph dissimilarities involving

unseeded vertices as missing data.1480

The goal of our out-of-sample procedure is simply to preserve the within graph

dissimilarities ∆
(k)
1,2’s. Indeed, suppose that (i, j) ∈ Up × Uq is such that (i, j) ∈Mp,q.

Ideally, the seeding Sp,q will be such that there exists (u, v) ∈ Sp,q such that ∆p(i, u)

and ∆q(j, v) will both be small. If our two step embedding procedure preserves the

seeding Sp,q and ∆
(p)
1,1, ∆

(q)
1,1, ∆

(p)
1,2, and ∆

(q)
1,2 then d(Y

(p)
i , Y

(q)
j ) will be small from a1485

simple triangle inequality argument. If (i, j) ∈ Up × Uq is such that (i, j) /∈ Mp,q,

then the seeding Sp,q ideally has the property that there exists (u, v) ∈ Sp,q such

that one of ∆p(i, u) and ∆q(j, v) is small and the other one is large. If our two step

embedding procedure preserves the seeding Sp,q and δp,q, ∆
(p)
1,1, ∆

(q)
1,1, ∆

(p)
1,2, and ∆

(q)
1,2

then d(Y
(p)
i , Y

(q)
j ) will be large from another simple triangle inequality argument. As-1490

suming the above, the matching M amongst unseeded vertices will then be preserved

under the embedding without the need to impute the unknown δ across unseeded

vertices.

Following [Tang et al., 2013], our embedding procedure then seeks to minimizes
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the stress function:

σ(Y) =
m∑
p=1

sp∑
i=1

up∑
j=1

w̃p,q(X
(p)
i , Y

(p)
j )

(
d(X

(p)
i , Y

(p)
j )−∆

(p)
1,2(i, j)

)2

(4.11)

+
m∑
p=1

up∑
i=1

up∑
j=1

w̃p,q(Y
(p)
i , Y

(p)
j )

(
d(Y

(p)
i , Y

(p)
j )−∆

(p)
2,2(i, j)

)2

(4.12)

over configurations Y. Here w̃p,q(·, ·) : Vp × Vq ↦→ R is a weighting function repre-

senting our confidence in the computed dissimilarity between pairs of vertices. In1495

our applications, we have chosen to zero out the weighting function w̃p,q between

unseeded vertices within each graph, i.e. we have zeroed out the sums in (4.12) from

σ(Y). We set the remaining w̃’s to be 1. This is an artifact of our implementation of

the out-of-sample embedding procedure, and is not a requirement of our algorithm.

However, in applications where only the 1-neighborhoods of the seeded vertices are1500

known, this would be a naturally enforced constraint.

4.0.4 Matching the unseeded vertices

Supposing the Euclidean distances amongst the unseeded vertices well preserves

the unknown matching M (i.e. if (i, j) ∈ Up,q × Uq,p is in Mp,q, then d(Y
(p)
i , Y

(q)
j ) is

small and if (i, j) /∈ Mp,q, then d(Y
(p)
i , Y

(q)
j ) is large), we approximate the unknown1505

matching M between unseeded vertices as follows:
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1. Match graph H = G1 and G2 by solving the generalized assignment problem:

min
M̂1,2⊂U1,2

∑
(i,j)∈M̂1,2

d(Y
(1)
i , Y

(2)
j ) (4.13)

To avoid trivial solutions, we impose the further restriction that |M̂1,2(j)| > 0

for all j ∈ U1. We do allow vertices in U2 to be unmatched to any vertices in

U11510

2. Averaging the matched graphs we get from G1 and G2 to get a new graph H,

that is, if k1 vertices of graph G1 are matched with k2 vertices of graph G2, we

construct the corresponding vertex in H as the average of these k1+k2 vertices.

3. Match graph G3 to this new graph H while enforcing the consistency. That is, if

vertex i in G1 matches to both vertex j in G2 and vertex l of G3 in the seeding,1515

then j and l should also match.

4. Get the new H by taking the average of H and G3 after matching, as in ii.

5. Repeat this process for every graph Gk, k = 4, . . . ,m.

Thus, we can match every Gk to the rest of the graphs while keep the seeding

consistency. The generalized assignment problem is known to be NP-hard, see [Cat-1520

trysse and Van Wassenhove, 1992] for background. However, there are many good

polynomial-time approximation algorithms in the literature, see for example [Shmoys

and Tardos, 1993], which we use in our examples.
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4.1 Demonstrations and Examples

We will demonstrate the effectiveness of our algorithm by means of a simple (but1525

illustrative) simulation and two real data experiments which serve to demonstrate the

flexibility inherent to our algorithm. We compare the performance of our algorithm

with that of the present state-of-the-art seeded graph matching algorithm (SGM)

of [Fishkind et al., 2019a], while also pushing the boundary of the state-of-the-art

and applying our algorithm in the settings where SGM breaks down; namely in the1530

presence of weightedness, directedness, multiple edges, soft-seeding, and many–to–one

and many–to–many matchings.

In the case of matching only two graphs, letting M̂ be our algorithm’s approxi-

mation of the true matching M , we measure our performance via the matched ratio

of the remaining unseeded vertices,1535

δ(s1+s2) =

⏐⏐⏐{i ∈ U1 : M̂(i) =M(i)}
⏐⏐⏐+ ⏐⏐⏐{j ∈ U2 : M̂(j) =M(j)}

⏐⏐⏐
u1 + u2

. (4.14)

We measure the performance of graph matching algorithms by calculating the

fraction, Rm, of the unseeded vertices correctly matched across the graphs. In the

case where s1 = s2 = m and n1 = n2 = n, we calculate

Rm =
|{i ∈ U1 : M̂(i) =M(i)}|

n−m
. (4.15)
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Figure 4.2: We plot the matched ratio Rm ± 2 s.e. when matching across two bit-
flipped ER(300, 1/2) random graphs for seeds ranging from m = 0 to m = 275
and bit flip parameter ρ = 0, 0.1, . . . , 0.5. In (a), we show the performance of the
SGM algorithm of [Fishkind et al., 2019a]; in (b) we plot the performance using our
JOFC algorithm using shortest path dissimilarities. In each example, we ran 240 MC
replicates for each combination of m and ρ.

When s1 ̸= s2 and n1 ̸= n2, Rs1,s2 is calculated via

Rs1,s2 =
|{i ∈ U1 : M̂(i) =M(i)}|+ |{i ∈ U2 : M̂(i) =M(i)}|

u1 + u2
.

Note that the number of unseeded vertices to match decreases as the number of

seeded vertices increases. In all examples, we show how increasing the number of1540

seeded vertices from 0 to some substantive fraction of the total number of vertices

significantly increases our relative performance in correctly matching the unseeded

vertices.
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4.1.1 The bit-flip model

We begin with an illustrative simulated data experiment which simultaneously1545

serves to highlight both the strengths and weaknesses of our algorithm relative to the

cutting edge SGM algorithm. Let G1 ∼ ER(n, p), a graph on n vertices where each pair

of vertices independently form an edge with probability p. We create a new graph,

G2, by “flipping bits” in G1 according to the perturbation parameter ρ as follows:

if u ∼G1 v then u ∼G2 v with probability (1 − ρ) and u ≁G2 v with probability ρ; if1550

u ≁G1 v then u ≁G2 v with probability (1 − ρ) and u ∼G2 v with probability ρ. Note

that if ρ = 0 the graphs are identical, and if ρ = 0.5 the graphs are independent.

We consider n = 300, p = 1/2 and show the performance of SGM, as well as the

performance of our JOFC algorithm, for varying m and ρ. We increase m from 0 to

275 by increments of 25 and ρ from 0 to 0.5 by increments of 0.1. Our JOFC algorithm1555

is run with the shortest path dissimilarity of [Bunke and Riesen, 2008]. Note that,

using a different dissimilarity measure for the embedding, such as the weighted DICE

dissimilarity of [Angelelli et al., 2008], can lead to degradation of performance. While

important, we do not investigate a data-driven heuristic for choosing the dissimilarity

in the present paper. We plan to study this further in future work.1560

In the JOFC implementation, for all bit-flip parameters ρ, we see a general pattern

of increase in performance when the number of seeds m is increased. As expected

in this highly structured simulated data example, SGM performs better than JOFC.

Indeed, SGM achieves its optimal performance in the present Erdös-Rènyi setting, as
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shown in [Lyzinski et al., 2014a]. In the cases where the data is highly structured1565

and clean, we do not recommend our JOFC procedure. It is more appropriate for

weighted, directed, loopy, lossy graphs; i.e. it is more appropriate for real data. In the

real data examples that follow, we see our algorithm outperform the SGM algorithm.

In this simple bit-flip model, we are still able to demonstrate the flexibility of our

algorithm. While a single iteration of SGM is not designed for many-to-one matchings,1570

our JOFC algorithm can handle this difficulty in stride. To demonstrate this, we

consider the case of many–to–one matchings in the present bit-flip model. We begin

with G1 ∼ER(100,0.5), and for each vertex create a Geometric(.2) number of identical

vertices in G1 (with at most 10 copies made per vertex). In the process, we create a

new graph G̃1. Here G2 is the bit-flipped version of G̃1. We then match G1 to G2; i.e.1575

we seek to match each vertex i ∈ V1 to its copies in G2. We measure performance by

looking at the ratio of vertices in G2 matched correctly with the corresponding vertex

in G1 for varying levels of m, the number of seeded vertices. When we seed here,

for each of the m seeds in G1 we include all matched vertices in G2 as seeds as well.

The results are summarized in Figure 4.3. Again, note the increased performance as1580

more seeds are incorporated for all values of the bit–flip parameter and the decreased

performance as the bit–flip parameter is increased.
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Figure 4.3: Many–to–one matching for G1 ∼ER(100, 0, 5) and G2. We create G2

by cloning each vertex in G1 a Geo(.2) number of times (with at most 10 cloned
vertices created for each vertex) and then bit-flipping the cloned graph. We plot
the matched ratio Rm ± 2 s.e. for 240 MC replicates, m = 10, 20, 50, 65, 80, 90 and
ρ = 0, 0.1, 0.3, 0.5.

4.1.2 Matching C. elegans connectomes

The Caenorhabditis elegans (abbreviated C. elegans) roundworm has been ex-

tensively studied, and is particularly useful due to its simple nervous system. The1585

nervous system is believed to be composed of the same 302 labeled neurons for each

organism, with 279 neurons making synapses with other neurons. These neural con-

nectomes are mapped in [Varshney et al., 2011b]. There are two types of connections

between neurons: chemical (chemical synapses) and electrical (junction potentials).

We wish to match the chemical connectome graph Gc and the electrical connectome1590

graph Ge in order to investigate the extent to which the connectivity structure alone

106



CHAPTER 4. SGMVIAJOFC

can be used to identify individual neurons across the two connectomes. Here we are

considering hermaphroditic worms. Hence both Gc and Ge are weighted; Ge is undi-

rected; Gc is directed; Ge has self-edges, and Gc does not. Both graphs are sparse: Ge

has 514 undirected edges out of
(
279
2

)
possible unordered neuron pairs; Gc has 21941595

directed edges out of 279· 278 possible ordered neuron pairs. Before matching the

two graphs, we remove the isolates from each of the individual connectomes, leaving

253 vertices to be matched in each graph.

Figure 4.4: Plotting the matched ratio Rm ± 2 s.e. for matching the 253 vertex
chemical and electrical C. elegans connectomes for seed values m ranging from 0
to 200.We show the performance of the JOFC and SGM algorithms for matching
the graphs for all combinations of with/without directness and with/without edge
weights. JOFC is plotted in green, SGM in red, and chance in black. Note that JOFC
for each combination of with/without directedness and with/without edge weights
significantly outperforms the best SGM combination (directed and unweighted). For
each combination of m and ρ, we ran 100 MC replicates.
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In Figure 4.4, we compare the performance of our JOFC algorithm (utilizing the

weighted DICE dissimilarity of [Angelelli et al., 2008]) with the performance of the1600

SGM algorithm in matching across the two graphs. For each of SGM and JOFC, we

consider matching with/without edge directions and with/without edge weights. We

see that best performance is obtained with JOFC, either in the directed unweighted

graph case or the directed weighted graph case. As expected, performance improves

when incorporating more seeds. For instance, with m = 50 seeds, JOFC run on the1605

directed weighted graphs has Rm ≈ 0.05 (chance is 1/203 < 0.005) while with 100

seeds JOFC run on the directed weighted graphs matches the remaining 253−m = 153

vertices with Rm ≈ 0.10 (chance is 1/153 < 0.01). Note that for m = 100, JOFC

run on the directed weighted graphs matching either Gc to Gc or Ge to Ge is nearly

perfect (Rm > 0.97 for both cases).1610

This demonstrates conclusively that there is statistically significant signal in the

connectivity structure alone for matching individual neurons across the two connec-

tomes. The implications for understanding the relationship between neuron connec-

tivity and the information processing properties of the connectome are profound: (i)

had the matching been essentially perfect, the conclusion would have been that one1615

could consider just one (either one) of the two graphs with little loss of information;

(ii) had the matching been essentially chance, the conclusion would have been that

one must consider both graphs, but that they could be considered separately; (iii) in

fact, our results demonstrate that optimal inference regarding the information pro-
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cessing properties of the connectome must proceed in the joint space. The results1620

presented in Figure 4.4 demonstrate that seeded matching of Gc to Ge does indeed

extract statistically significant signal for identifying individual neurons across the two

connectomes from the connectivity structure alone.

We next demonstrate the potential for our JOFC algorithm to be used for vertex

classification. We consider an experiment on a collection of neurons categorized as1625

IL and OL (labial neurons), and RI and RM (ring neurons); with the number of

non-isolate vertices in each class being nIL = 8, nOL = 6, nRI = 18, and nRM = 15.

The total number of neurons under consideration in these four categories is 47.

We employ m = 253− 47 = 206 seeds not in these four categories. We first (case

I) let all 206 vertices not in categories IL, OL, RI and RM be our seeded vertices, and1630

we seek to correctly classify the 47 remaining vertices into their proper category. We

measure the number of the 47 vertices matched correctly across the graphs and also

measure the number matched to a vertex of the correct category. Second (case II),

for each of the four categories c ∈ {IL;OL;RI;RM} in turn, the m seeds are chosen

to be all the neurons in category c together with m− nc seeds chosen randomly from1635

amongst the 206 neurons not in these four categories. Again, we measure the number

of the 47−nc vertices matched correctly across the graphs (Figure 4.5a) and measure

the number matched to a vertex of the correct category (Figure 4.5b). Note that

different choices of seedings affect the matching performance. Indeed, “informative”

seeds can greatly increase the matching performance in our algorithm, and in future1640
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Figure 4.5: Results for our demonstration of JOFC’s classification potential. In (a)
we plot the fraction of categorized vertices matched correctly across the graphs; and
in (b) we plot the fraction of categorized vertices matched to the correct category
across the graphs. In both cases, the horizontal dotted lines represent the case I
results (when the seeded vertices are the 206 uncategorized vertices). Results for case
II are presented in the bar graphs in figures (a) and (b). For example, the three bars
above IL in figure (a) (resp. (b)) represent the fraction of each of the other three
categories matched correctly (resp. matched to the correct category) when the seeds
are the nIL IL vertices and 206− nIL random chosen uncategorized vertices. Again,
we used 100 MC replicates for each seeding level.

work we plan to investigate heuristics for optimizing the information in our selected

seeds. The results are summarized in Figure 4.5.

4.1.3 Matching zebrafish brains

In [Prevedel et al., 2014], the authors present their research involving a time

series dataset for a zebrafish brain using Light-Field Deconvolution Microscopy and1645

pan-neuronal expression of GCaMP, which is a fluorescent calcium indicator that
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serves as a proxy for neuronal activity [Prevedel et al., 2014,Lyzinski et al., 2017a].

From this image data, we generate a time series of 20 graphs {G(t)} indexed by

time t = 1, 2, . . . , 20 in which each graph G(t) is generated on the same fixed 469

neurons (vertices) and the vertices i and j are adjacent if and only if the neuronal1650

activities between neuron i and j cross some threshold at time t. That is, for each

graph G(t), there is an associated adjacency matrix A(t), such that A
(t)
i,j = 1 if there

is an edge between vertex i and j. We have, therefore, a complete true matching

between vertices of all 20 graphs. Furthermore, the ith row of the adjacency matrix

A(t) completely characterizes the status of ith neuron in relation to other neurons1655

at time t in the brain. We will demonstrate our JOFC scheme by comparing the

matchings of the unseeded vertices with this known “ground truth”. Initial change

point detection analysis reveals that an anomaly occurred at t = 13. For our purpose,

we select graphs G(8), G(9), G(10), G(11), G(12), G(13) and choose for each graph, the

(same) first 300 vertices as seeds and out-of-sample the remaining 169 vertices for1660

matching. As mentioned before, the choice of distance measure plays a crucial role in

the graph matching problem; here we pick 1 minus the Jaccard index as our notion

of distance. For details about the Jaccard index, see [Adamic and Adar, 2003]

We first consider matching graphs G(11), G(12), and G(13) pairwise. To match the

unseeded vertices, we calculate the pairwise distances between all pairs of unseeded1665

vertices from different graphs and rank them in increasing order after the embedding.

For example, between graphs G(11) and G(12), the kth unseeded vertex in G(11) will
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be more likely to be matched with the unseeded vertex in graph G(12) that is the

closest to it. In this manner, not only do we have a matching, but we also get a list of

likely matchings between unseeded vertices. As the anomaly occurs at time t = 13,1670

we expect that the output of JOFC should favor the true matching for G(11) and

G(12), as is indicated by the dark diagonal line in the left-most panel of Figure 4.6.

On the other hand, matching G(11) to G(13) and G(12) to G(13) should not recover the

true alignment, as indicated in the middle and right-most panels of Figure 4.6. This

example demonstrates that when the true alignment is known, the JOFC algorithm1675

we propose can be used to detect at which time-point an anomaly occurs as the

matchability decreases.
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Figure 4.6: The pairwise distance heat map of the unseeded vertices from 3 graphs,
at times t=11, t=12, and t=13. The darker colors correspond to smaller distances,
the x-axis represents the unseeded vertices 301–469 in one graph, and the y-axis
represents the unseeded vertices 301–469 in another graph. Since we know the true
matchings between all vertices, we should ideally see a dark line from lower left to
upper right between t = 11 and t = 12, which can be readily seen. However, since
there is an anomaly at t = 13, the unseeded vertices at t = 13 will not be matched
correctly, which also can be seen.

Next we apply JOFC to the task of aligning all 6 afore-mentioned graphs for time-
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points t = 8, 9, . . . , 13. Since the anomaly occurs at t = 13, the first 5 graphs should

match almost perfectly with each other while G(13) will not be correctly matched to1680

any one of the first 5 graphs. However, since the algorithm begins by matching two of

the graphs, and subsequently matching a subsequent graph to the average of the pre-

viously aligned graphs, the order in which the matchings occur matters. In Figure 4.7,

we present a confusion matrix showing the number of vertices incorrectly labeled at

subsequent iterations when the graphs are matched in orders t = (8, 9, 10, 11, 12, 13)1685

(left) and t = (13, 8, 9, 10, 11, 12) (right). As might be expected, the confusion ma-

trices show that the anomaly at time t = 13 results in less accuracy of the matching

when the matching begins with the anomaly.

(a) We use graph G(8) as the first graph to
merge.

(b) We use graph G(13) as the first graph to
merge.

Figure 4.7: Confusion matrix for graphs at t = 8, 9, 10, 11, 12, 13.
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Exploring a Drosophila larva1690

connectome

The mushroom body of the Drosophila larva connectome (MB), which was re-

constructed at HHMI Janelia and has been extensively studied in [Eichler et al.,

2017, Priebe et al., 2017], is the portion of the insect’s brain which is associated

with memory. The connectome was reconstructed at the synaptic level via serial1695

section transmission electron microscopy of an entire Drosophila larval nervous sys-

tem [Ohyama et al., 2015,Schneider-Mizell et al., 2016], and contains the entirety of

the MB intrinsic neurons called Kenyon cells along with all of their pre- and post-

synaptic partners [Eichler et al., 2017]. It also contains the inter-connectivity of these

pre- and post-synaptic partners, which exist in three categories: projection neurons,1700

input neurons, and output neurons. A graphical representation of this connectome
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can be constructed in which vertices represent neurons and edges represent the exis-

tence of synaptic activity between a given pair of neurons.

5.1 Matching the two hemispheres

Spear-headed by neuroscientists at Janelia (Albert Cardona, Marta Zlatic, and1705

Michael Winding), the full synapse-resolution connectome of the brain of a Drosophila

larva, with approximately 1200 neurons per hemisphere, has been re-constructed.

Prior to performing analysis on the Drosophila larva connectome, the mushroom body

(with approximately 200 neurons per hemisphere), was laboriously hand-annotated to

identify pairs of homologous neurons in the left and right brain hemispheres. While1710

it is believed that the majority of neurons in the left-hemisphere have a pair in

the right-hemisphere, the hand-annotation process can be quite tedious. For each

traced neuron on the left, the neuroscientists must look at each traced neuron on the

right and ascertain the similarity between pairs of neurons. To aid this process, the

neuroscientists use an algorithm called NBLAST [Costa et al., 2016] which creates, for1715

each neuron, a series of vectors that trace the neuron indicating (1) the location of the

neuron in space (according to some reference) and (2) the direction of the neuron. The

authors of [Costa et al., 2016] provide an illustrative representation of how NBLAST

aligns a pair of neurons, which we have included herein as well in Figure 5.1 for

reference. For more detailed information about NBLAST, see [Costa et al., 2016].1720
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Figure 5.1: Pictorial representation for how NBLAST matches a pair of neurons
in a connectome. Figure borrowed from [Costa et al., 2016] and http://flybrain.

mrc-lmb.cam.ac.uk/si/nblast/www/how/.

For our purposes, the relevant information about NBLAST is that the algorithm uses

morphological information to align a pair of neurons giving each possible pair a score

(higher score is better), from which nomination lists for each left-hemisphere vertex

could be derived by ordering vertices in decreasing order according to NBLAST score.

However, the NBLAST algorithm does not use any of the structural information based1725

on synaptic connections. Therefore, the question has been raised as to whether or

not structural information could be used to aid in the decision making process.

In this section, we describe how, given a set of known pairs, we use the SoftSGM

algorithm of Section 2.1.6 to provide, for each left-hemisphere neuron, a nomination

list of right-hemisphere neurons ordered according to structural similarity. After com-1730

paring the results with those from NBLAST, we then present a method for combining
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Figure 5.2: The adjacency matrix for the Drosophila larva connectome with color
according to edge type and intensity of color according to edge weight. In our analyses
moving forward, we use a collapsed version of this adjacency matrix (as if the edge
type is unknown).

the two lists in order to greatly speed up the time-consuming hand annotation pro-

cess. The complete homologous pairing annotation task is the ground-work for many

subsequent analysis tasks such as: identification of reconstruction errors by comparing

left/right homologous neurons (morphology/geometry + connectivity), determination1735

of natural variability between left/right hemispheres of brain – how much symmetry

is induced by nature, reduction of biological noise in connectivity for more robust

neuronal clustering, and circuit motif identification.

Our neuroscience colleagues first provided 343 pairs which were used as seeds.
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We then proceeded to match the graphs and report which matches were top pick for1740

both NBLAST and SGM. We would then send these pairs to our colleagues who would

verify these matches and report to us which ones we should add to the seed-set. After

a few iterations of this, they also went through the vertices which were incorrectly

matched by both methods and reported the correct matches for those neurons so we

could add them to the seed-set before proceeding with more iterations of matching1745

with SGM. At present, 827 neuron pairs are known. Using the original subset of

343 known pairs, we match the left and right hemispheres using these 343 seeds

and obtain structural-based (SGM) and morphological-based (NBLAST) nomination

lists for the remaining 484 known pairs. Table 5.1 reports the contingency table

for the number of times SGM reported the true match as the first choice (GM1) or1750

not (GM0) and the number of times NBLAST reported the true match as its first

choice (NB1) or not (NB0). Applying McNemar’s test yields a p-value less than 10−6

indicating that SGM reported the correct match as its top choice significantly more

often than NBLAST (when the two disagreed). As such, there is evidence to suggest

that adding SGM’s first-ranked nomination to the head of the NBLAST nomination list1755

yields a connectivity-augmented nomination list superior to that of NBLAST alone.

In terms of hand-annotation hours, using the connectivity-augmented nomination list

would save at least 63 hand-annotation hours in this example. In particular, for the

points which were ranked 1 by one method and not by the other, the connectivity-

augmented nomination list would require looking at 104+2*41=186 neuron pairs,1760
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while the NBLAST nomination list would require looking at 41+2∗104 = 249 neurons

at best, assuming the true match is rank 2 for NBLAST, which is not guaranteed.

NB1 NB2 row total

GM1 312 104 416
GM0 41 27 68

column total 353 131 484

Table 5.1: Contingency table for ranked listing using SGM (GM) as opposed to
NBLAST (NB) for the known 484 pairs not used as seeds. 1 indicates the rank of the
true match was first in the list and 0 indicates that the rank of the true match was
not first in the list.

When discussing results with our neuroscience colleagues, they found that the

structural-based matching was poor for descending neurons. The majority of con-

nections for these neurons are not traced, since these neurons are at the base of the1765

skull and most of their connections extend to the rest of the body. This suggests that

structural-based techniques for matching may be better suited for matching neurons

for which the structure is more fully known.

5.2 Bilateral Homology in the Mushroom

Body1770

In this section, we consider only the mushroom body of the Drosophila larva, as

this is the portion of the brain that has been analyzed for definitive neural type. Fur-

thermore, while we used weighted graphs in the matching considered in the previous
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section, in this section we ignore weights and only consider the binary networks for

which an edge is present between vertices i and j if there was synapse activity from1775

i to j. Each neuron either exists in the right hemisphere or the left hemisphere of

the brain, and has been labeled to be of one of the following four types: Kenyon Cell

(KC), Projection Neuron (PN), Input Neuron (MBIN), or Output Neuron (MBON).

The left hemisphere of the mushroom body connectome consists of 109 KCs, 40 PNs,

13 MBINs, and 24 MBONs, while the right hemisphere consists of 113 KCs, 40 PNs,1780

13 MBINs, and 24 MBONs. All PNs, MBINs, and MBONs are shared, and 15 of

the KCs are shared – for a total of 184 shared vertices (92 in each hemisphere). The

adjacency matrices for the induced subgraphs generated by the shared Mushroom

Body vertices are provided in Figure 5.3. (We note that this structure is different

than that which was reported in [Priebe et al., 2017] due to the fact that we are using1785

a more recent version of the network which is more complete than the one reported

on there-in.)

Some of the vertices in the left hemisphere have a corresponding vertex in the

right hemisphere. These corresponding vertices can be identified by methods such

as those discussed in Section 5.1. One feature of these corresponding vertices is that1790

they have similar structural role, for example if a pair of vertices share an edge, then

it is likely that the corresponding vertices (if they exist in the right hemisphere) share

an edge as well, thus edge presence is positively correlated across hemispheres.

Many properties of the MB connectome have been extensively studied in [Eichler
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Figure 5.3: Overall structure of the MB connectome for the left and right hemi-
spheres.

et al., 2017] and the structure has also been studied from a statistical perspective1795

in [Priebe et al., 2017]. However, while it has been believed for some time that cer-

tain aspects of many animal connectomes exhibit bilateral homology (for example,

an animal with both a left and right eye will naturally have left and right hemi-

sphere neurons associated with interpreting sight – see [Gardner, 1971, Calabrese,

2017,White et al., 1986] for some neuroscience breakthroughs regarding animals ex-1800

hibiting bilateral symmetry/homology), no one has yet extensively studied whether

or not memory-storage regions of the brain (such as the Mushroom Body in the

Drosophila larva connectome) exhibit bilateral symmetry. It is believed that the

Mushroom Body of the Drosophila larva exhibits bilateral homology; that is, edges

in the left hemisphere, which have a pair in the right hemisphere, have similar struc-1805

tural behavior across hemispheres. As such, in this section we consider how often
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edge presence between corresponding nodes is consistent across the two hemispheres

based on which class to which the endpoints of the edges belong. For this analysis,

we only consider vertices that have pairs. Let B denote the 4-block matrix such that

Bτiτj , with τi and τj denoting the blocks to which vertices i and j belong, respectively,1810

represents the proportion of times edge presence from a neuron in class i to a neuron

in class j is consistent across hemispheres. With the rows and columns ordered as

KC, MBIN, MBON, and PN, B̂ is provided in Table 5.2.

KC MBIN MBON PN
KC 0.90 0.84 0.88 0.98

MBIN 0.85 0.90 0.97 1.00
MBON 0.88 0.91 0.85 0.98

PN 0.96 0.99 0.97 0.85

Table 5.2: Proportion of edge-presence agreements across hemispheres based on
edge type for directed, binary version of the Drosophila larva mushroom body.

If we choose to ignore direction of the edges and instead place an edge between

two vertices if there is synaptic activity in either direction, the correlation estimates1815

change, as is shown in Table 5.3. As the graph, in this case, is undirected, B̂ is

symmetric.

KC MBIN MBON PN
KC 0.94 0.91 0.88 0.95

MBIN 0.91 0.86 0.91 0.99
MBON 0.88 0.91 0.81 0.96

PN 0.95 0.99 0.96 0.78

Table 5.3: Proportion of edge-presence agreements across hemispheres based on
edge type for undirected, binary version of the Drosophila larva mushroom body.

Figure 5.4 shows the proportion estimates along with a 95% confidence interval
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Figure 5.4: Proportion estimates for how often an edge from class i to class j appears
in both hemispheres, along with 95% confidence interval. Estimates shown for both
the directed (red) and undirected (blue) binary versions of the MB connectome.

for each of the edge types for the directed (red) and undirected (blue) binary rendi-

tions of the MB connectome. As shown in Figure 5.4, all proportion estimates are1820

significantly greater than 0; all confidence intervals show at least 95% confidence that

the proportion value is greater than 0.75. However, the majority of the proportion

estimates are also significantly less than 1. Furthermore, there are great differences

in the proportions when viewing the graph as directed versus undirected.

Naturally, a high proportion of shared edge presence across the two hemispheres is1825

indicative of a positive correlation between edges in the two hemispheres. We discuss

the connection between these two interpretations of bilateral homology in Section 5.3
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5.3 Correlation and P(X=Y)

Thus far, we have been considering bilateral homology to mean how often edge

presence between a pair of neurons in the left hemisphere is the same as the edge1830

presence between the corresponding pair of neurons in the right hemisphere based on

which class to which the endpoints of the edges belong. Suppose Xi
iid∼ Bern(p) and

Yi
iid∼ Bern(q), such that corr(Xi, Yi) = ρ for all i ∈ [n]. Let Zi indicate whether or

not Xi = Yi. We have, thus far, been estimating the probability that edge presence

between corresponding vertices in the two hemispheres is the same; that is, we have1835

been estimating P (Zi = 1).

In this section, we will connect P (Zi = 1) = P (Xi = Yi) and the correlation

between Xi and Yi, namely ρ. By definition, for two random variables X and Y , with

correlation ρ,

ρ = correlation(X, Y ) =
E[XY ]− E[X]E[Y ]

σXσY
, (5.1)

where E[·] and σ· denote expectation and standard deviation, respectively. For sim-1840

plicity, we will drop subscripts on the random variables for the time being and will

resume using them with further discussion about parameter estimation. The random

variable Z = 1{X = Y }, which indicates whether X = Y (Z = 1) or not (Z = 0), is

a Bernoulli random variable with parameter P (X = Y ).
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P (Z = 1) = P (X = Y ) = P (X = 1 and Y = 1) + P (X = 0 and Y = 0) (5.2)

To express Equation 5.2 in terms of p, q, and ρ, we need to determine P (X =1845

Y = 1) and P (X = Y = 0). Since X and Y are Bernoulli random variables, P (X =

Y = 1) = E[XY ]. Rearranging terms of the definition of correlation (Equation 5.1),

yields Equation 5.3.

P (X = Y = 1) = ρ
√
p(1− p)q(1− q) + pq. (5.3)

Similarly, X and Y being distributed as Bernoulli random variables with parameters

p and q, respectively, implies that (1 −X) and (1 − Y ) are distributed as Bernoulli1850

random variables with parameters (1− p) and (1− q), respectively. Thus,

P (X = Y = 0) = P ((1−X) = (1− Y ) = 1) (5.4)

= E[(1−X)(1− Y )] (5.5)

= ρ
√
p(1− p)q(1− q) + (1− p)(1− q). (5.6)

Combining Equations 5.3 and 5.4 yields Equation 5.7.

P (Z = 1) = P (X = Y ) = 2ρ
√
p(1− p)q(1− q) + 1− p− q + 2pq. (5.7)
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When p = q, Equation 5.7 reduces to Equation 5.8 and when p = q = 1/2, we can

further reduce notation to yield Equation 5.9.

P (Z = 1) = P (X = Y ) = 2ρp(1− p) + 1− 2p+ 2p2. (5.8)

1855

P (Z = 1) = P (X = Y ) =
ρ+ 1

2
. (5.9)

Equation 5.7 provides the relationship between p, q, ρ, and P (Z = 1). However, since

we are working with real data, we will need to estimate each of these parameters based

on the data. Estimation of p and q and P (Z = 1) can each happen by determining the

proportion of times xi, yi, and zi equal 1, respectively. A standard way to calculate

correlation from data is calculating the Pearson correlation coefficient, as shown in1860

Equation 5.10, where x̄ and ȳ denote the sample mean of xi and yi for i ∈ [n],

respectively. Since X and Y are Bernoulli random variables, x̄ = p̂ and ȳ = q̂.

ρ̂ =

∑n
i=1 (xi − x̄) (yi − ȳ)√∑n

i=1 (xi − x̄)2
∑n

i=1 (yi − ȳ)2
. (5.10)

We next show (Equations 5.11 and 5.19) that estimating p, q, and P (Z = 1)

and extracting an estimate for ρ via manipulation of Equation 5.7 is equivalent to

calculating Pearson’s correlation coefficient (Equation 5.10), in this context. Let the1865

Pearson correlation coefficient be denoted by ρ̂ and the estimate for ρ obtained via

p̂, q̂, and P̂ (Z = 1) and Equation 5.7 be denoted by r.
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ρ̂ =

∑n
i=1 (xi − x̄) (yi − ȳ)√∑n

i=1 (xi − x̄)2
∑n

i=1 (yi − ȳ)2
(5.11)

=

∑n
i=1 (xi − x̄) (yi − ȳ)√

(
∑n

i=1 (x
2
i )− nx̄2) (

∑n
i=1 (y

2
i )− nȳ2)

(5.12)

=

∑n
i=1 (xi − x̄) (yi − ȳ)√

(
∑n

i=1 (xi)− nx̄2) (
∑n

i=1 (yi)− nȳ2)
(5.13)

=

∑n
i=1 (xi − x̄) (yi − ȳ)√

(nx̄− nx̄2) (nȳ − nȳ2)
(5.14)

=

∑n
i=1 (xi − x̄) (yi − ȳ)

n
√
p̂(1− p̂)q̂(q − q̂)

(5.15)

=
(
∑n

i=1 (xiyi))− nx̄ȳ

n
√
p̂(1− p̂)q̂(q − q̂)

(5.16)

=
nP̂ (X = Y = 1)− np̂q̂

n
√
p̂(1− p̂)q̂(q − q̂)

(5.17)

=
P̂ (X = Y = 1)− p̂q̂√

p̂(1− p̂)q̂(q − q̂)
(5.18)

Note that moving from Equation 5.12 to Equation 5.13 holds because xi and yi

only take on values 0 or 1, so x2i = xi and y
2
i = yi; this would not hold in general.

If we can show that1870

r =
P̂ (Z = 1)− 1 + p̂+ q̂ − 2p̂q̂

2
√
p̂(1− p̂)q̂(1− q̂)

reduces to the last equation found in Equation 5.11, then we will have successfully

shown the two methods of estimating ρ are equivalent.
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r =
P̂ (Z = 1)− 1 + p̂+ q̂ − 2p̂q̂

2
√
p̂(1− p̂)q̂(1− q̂)

(5.19)

=
(1/n)

∑n
i=1(xiyi) + (1/n)

∑n
i=1((1− xi)(1− yi))− 1 + p̂+ q̂ − 2p̂q̂

2
√
p̂(1− p̂)q̂(1− q̂)

(5.20)

=
2P̂ (X = Y = 1) + (1/n)(n− nx̄− nȳ)− 1 + p̂+ q̂ − 2p̂q̂

2
√
p̂(1− p̂)q̂(1− q̂)

(5.21)

=
2P̂ (X = Y = 1) + 1− p̂− q̂ − 1 + p̂+ q̂ − 2p̂q̂

2
√
p̂(1− p̂)q̂(1− q̂)

(5.22)

=
2P̂ (X = Y = 1)− 2p̂q̂

2
√
p̂(1− p̂)q̂(1− q̂)

(5.23)

=
P̂ (X = Y = 1)− p̂q̂√

p̂(1− p̂)q̂(1− q̂)
(5.24)

Hence, ρ̂ = r, and the two methods of estimating the correlation, ρ, are equivalent.

By thinking of bilateral homology in terms of P (X = Y ), we are able to establish

both an estimate for P (X = Y ) as well as a confidence interval for this estimate by1875

invoking the Central Limit Theorem. While we can also estimate the correlation, since

our data is not normally distributed, the underlying distribution of ρ̂, equivalently r,

is unknown (even asymptotically). Displaying only the estimate for P (X = Y ) does

not, by itself, establish how high the correlation will be, since it does not consider

the marginal distributions of X and Y . Tables 5.4 and 5.5 show the corresponding1880

correlation values that go along with the proportion estimates from Tables 5.2 and

5.3.

Notice that, for the undirected, binary renditions of the graph, the proportion of
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KC MBIN MBON PN
KC 0.38 0.67 0.18 -0.01

MBIN 0.69 0.51 0.81 NA
MBON 0.09 0.51 0.54 0.34

PN 0.47 0.73 0.47 0.34

Table 5.4: Correlation between edge-presence agreements across hemispheres based
on edge type for the directed, binary version of the Drosophila larva mushroom body.

KC MBIN MBON PN
KC 0.66 0.82 0.19 0.41

MBIN 0.82 0.44 0.66 0.70
MBON 0.19 0.66 0.56 0.45

PN 0.41 0.70 0.45 0.35

Table 5.5: Correlation between edge-presence agreements across hemispheres based
on edge type for the undirected, binary version of the Drosophila larva mushroom
body.

times edge presence was consistent for edges between KC neurons and MBINs is 0.91,

which is lower than the proportion of times edge presence was consistent for edges1885

between PNs and MBINs, 0.99 (see Table 5.3). However, the correlation between

edges in the left hemisphere and right hemisphere between KC neurons and MBINs,

0.82, is higher than the correlation between edges between PNs and MBINs, 0.70

(see Table 5.5). This might seem a little counter-intuitive, since higher proportion of

edge similarity should mean higher correlation of edges. This is a key example of how1890

correlation takes into consideration the marginal probabilities while considering only

the proportion of pairs of vertices which have the same type of edge presence does

not. We can see in Figure 5.3 that, in both hemispheres, the connectivity between KC

neurons and MBINs is much higher than the connectivity between PNs and MBINs,

which explains why the proportion of shared connectivity pattern means more (in1895
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terms of correlation) for KC to MBIN connections than PN to MBIN connections.

In this section, we have shown that there is positive edge correlation between pairs

of edges in the left and right hemisphere for which the endpoints are paired across

the hemispheres, and that this correlation changes based on the endpoint class type

and the graph type (directed or undirected). We hope that the observation of these1900

differences will motivate and illuminate our understanding of the inner-workings of

the brain; perhaps the interpretation of the binary and directed MB connectome will

provide insights different from those that one would find if looking into the binary

and undirected version. Furthermore, we hope that this section inspires researchers in

other fields to consider the significance of within network correlation as it applies to1905

inference and understanding of networks. In the next chapter, we consider a statistical

graph model which captures many of the nuances found in this connectome-data.
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R-correlated Generalized Random

Dot Product Graphs1910

In order to perform statistical analysis, it is often necessary to first assume the data

being observed is generated from a statistical model. From a real-data perspective,

however, many models are too simplistic to capture the nuances inherent in real-

data. Therefore, it is important to have a model which accurately portrays important

aspects of real-world networks in a meaningful way without jeopardizing the ability1915

to discover theoretical bounds.

The random dot product graph model has seen much interest in the past decade

due to its wide range of applications, extensions, and theoretical properties. In one of

the founding papers involving random dot product graphs, [Young and Scheinerman,

2007], the authors note that the random dot product graph exhibits many of the1920
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properties ubiquitous of real-world networks (in particular, social networks), such as a

potential for power law-like degree distribution, clustering-behavior, small diameter,

and non-uniform associativity. In particular, this model allows for the notion of

covariate information in the form of latent positions which influence the probability of

an edge between vertices. As such, it is well suited for modeling real-world networks,1925

as is demonstrated in a plethora of articles; see [Athreya et al., 2017] for a recent

survey of the random dot product graph literature. The random dot product graph

model, as described in [Athreya et al., 2017] and the vast literature therein, focuses

on the use of the inner product as the kernel by which the probability of an edge is

determined; that is, if nodes u and v have latent positions Xu and Xv, the probability1930

of an edge between nodes u and v is given by the inner product of Xu and Xv,

⟨Xu, Xv⟩ = X⊤
v Xu. Utilizing the inner product, or indefinite inner product in the

case of the generalized random dot product graph which will be discussed later, the

vast literature involving spectral analysis can be applied to the adjacency matrix in

order to estimate the underlying latent positions of vertices. While of interest in their1935

own right, latent position estimates can also be useful in estimating hierarchical and

group structure within a network. For example, the authors of [Lyzinski et al., 2014b]

show that the adjacency spectral embedding method for estimating latent positions

can lead to perfect clustering of the vertices asymptotically almost surely, the authors

of [Lei et al., 2015] show that spectral methods for clustering the adjacency matrix1940

of a graph generated from an SBM are consistent, and the authors of [Lyzinski et al.,
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2017b] utilize a method of hypothesis testing developed in [Tang et al., 2017a], which

decides if two graphs come from the same underlying distribution based on their

latent position estimates, which can be used to determine if there is hierarchical block

structure within a network. The above methods primarily use the adjacency matrix1945

to estimate latent positions, but one could also use the normalized Laplacian matrix.

In [Priebe et al., 2019] it is shown that clustering the latent position estimates found

via the spectral embedding of the adjacency matrix can lead to different groupings

of vertices when compared with clustering the latent position estimates obtained by

embedding the normalized Laplacian matrix. Furthermore, as shown in [Priebe et al.,1950

2017], applying manifold learning to the latent position estimates can provide further

insights and understanding for certain data.

In [Priebe et al., 2017], the authors use the random dot product graph model

to help neuroscientists understand the behavior of the MBIN, MBON, PN, and KC

neurons present in the right-hemisphere of the Mushroom Body of the Drosophila1955

larva connectome. Since the structures of the left- and right-hemispheres of this con-

nectome are similar, these inferences were able to be made for the left-hemisphere

as well. In particular, the authors were able to embed the neurons into Euclidean

space, corresponding points being referred to as latent positions, and found that the

latent positions for the KC neurons moved along a curve and that the positions of1960

the KC neurons along this curve were dependent on the age of the neurons. At

the time of their analysis, the authors did not have the across-hemisphere connec-
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tions, so they performed their analysis solely on one side and invoked the similarity

across hemispheres for understanding the left hemisphere. With the full mushroom

body connectome now mapped, including across hemisphere connections, and strong1965

correlation between the hemispheres as shown in Sections 5.2 and 5.3, the random

dot product graph model alone does not sufficiently capture the intricacies of the

mushroom body connectome.

Inspired by this application and the wide range of applications for which the ran-

dom dot product graph model has shown itself to be appropriate and the abundance1970

of theoretical guarantees existent in the literature, in this chapter we extend the ran-

dom dot product graph model to incorporate correlation across and within networks.

In particular, we provide definitions utilizing the generalized random dot product

graph model presented by the authors of [Rubin-Delanchy et al., 2020] which allows

for an indefinite inner product as the latent position kernel operator for determining1975

edge probability. As shown in [Rubin-Delanchy et al., 2020], the generalized random

dot product graph encompasses a wide variety of models including the stochastic

block model, the latent structure model, and the independent edge model. A second

generalization of the random dot product graph has recently been published see [Ng

and Murphy, 2019], in which the generalization is of the space from which the latent1980

positions are generated. As we make no model assumptions on the distribution of the

latent positions, except that the inner product (or indefinite inner product) of latent

positions yield a probability, the generalization presented in [Ng and Murphy, 2019]
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is a sub-family of distributions of the (generalized) random dot product graph model.

A number of correlated graph models have been developed, such as the correlated1985

SBM and correlated RDPG models discussed in Sections 2.0.1 and 3.2. Related

to those models is the correlated Bernoulli graph model, as used in [Lyzinski and

Sussman, 2017b, Fishkind et al., 2019b]. While the Bernoulli random graph model

allows for edge presence to depend only on a particular probability involving the end-

points, estimating a general probability matrix P may not tell the user much about the1990

structure of the underlying network; where as many inferential tasks can naturally use

the latent position vectors estimated from the (generalized) random dot product graph

setting. Furthermore, the correlated Bernoulli graph setting only considers across-

network correlation, so that the graphs marginally are still independent edge random

graphs. Other models have incorporated correlation into the vertex attributes, see1995

for example [Pfeiffer et al., 2014], in which the authors provide a means of generating

networks with particular structural properties and correlated attributes and structural

edge properties are conditioned on learned attributes and the correlations between

them. Some models, instead, consider correlation of the degree of the nodes, as seen

in [Mahadevan et al., 2006,Wang and Wu, 2013,Schmeltzer et al., 2014], in which edge2000

presence is dependent on node-degree of the endpoints. We imagine these methods

could be incorporated in this model, but it is not the focus of this present work.
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6.0.1 Notation

Throughout this chapter, we will use the notation |S| to denote the cardinality of

a set S, [n] = {1, 2, . . . , n}, Id to be the d× d identity matrix, and Jd to be the d× d2005

all ones matrix. Furthermore, we will refer to a graph G = (V,E) and its adjacency

matrix A interchangeably depending on the context. Recall that an adjacency matrix

A for a graph G is an |V |×|V | matrix in which Aij equals 1 if there is an edge between

nodes i and j in G and is 0 otherwise. If G is a weighted graph with edge-weights

W and there is an edge between nodes i and j, then Aij = Wij. We will denote2010

the indefinite inner product between two vectors x, y ∈ Rd, ⟨y, x⟩p,q = x⊤Ip,qy, where

Ip,q = Ip ⊕ −Iq and ⊕ denotes the direct sum of two matrices. If p = d and q = 0,

then this is simply the inner product and we write ⟨y, x⟩ = x⊤y.

Unless specified otherwise, all probability matrices are symmetric and graphs are

assumed to be simple, undirected, loop-free, without weights so that only the upper2015

triangle of the probability matrix is of use. We also note that in the random dot

product graph framework the probability of self-loops given by the inner-product of

the latent position with itself is non-zero for any non-isolated vertex so that E[Aii] ̸=

X⊤
i Xi.

The remainder of this chapter proceeds as follows. In Section 6.1, we extend the2020

generalized random dot product graph model (Gp,qRDPG) of [Rubin-Delanchy et al.,

2020] to include modeling pairs of networks on overlapping, non-identical vertex sets,

and also provide an analogous correlated random dot product graph model for a single
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graph which has correlation between particular pairs of edges in the graph. Following,

in Section 6.2 we explore special cases of the one and two graph models defined in2025

6.1. Section 6.3 explores the Drosophila larva connectome in view of the proposed

single graph R−Gp,qRDPG model.

6.1 Correlated Generalized Random Dot

Product GraphModel with Shared/Un-

shared Vertices2030

As mentioned at the beginning of this chapter, the random dot product graph

model has become a prominent model for analyzing networks due to its wide range

of applications, extensions, and theoretical properties – in particular its ability to

encompass a variety of properties ubiquitous in real-world networks, such as clustering

and non-uniform associativity [Nickel, 2008,Young and Scheinerman, 2007,Athreya2035

et al., 2017]. In this section, we extend the generalised random dot product graph

model of [Rubin-Delanchy et al., 2020] (and subsequently the random dot product

graph model) to apply to the case of two graphs generated from such a model in which

there exist both shared and unshared vertices across the two graphs, and also consider

a single graph model which has corresponding, and non-corresponding vertices across2040

blocks of a single graph.
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Of note, in [Young and Scheinerman, 2007] and [Nickel, 2008], the random dot

product graph assigns an edge between two vertices i and j with probability f(x⊤i xj)

for some function f . Indeed this could be included as a further generalization in

all definitions presented in this chapter; however, due to the abundance of literature2045

and theoretical results involving the adjacency and Laplacian spectral embeddings,

some of which will be addressed in Sections 6.2 and 6.3, we will assume f(x⊤i xj) is

the indefinite inner product with signature O(p, q) throughout this chapter, unless

otherwise specified. Furthermore, in this chapter we assume the latent positions are

fixed; however, one could easily consider latent positions which are generated jointly2050

from some distribution, say F , prior to generating graphs given those latent positions.

First, we define the R-correlated generalized random dot product graph (abbre-

viated R Gp,qRDPG) as follows. For a reminder of the formal definition for a graph

generated from a random dot product graph model, see Definition 3 in Section 3.2.

For the formal definition of a generalized random dot product graph model, exchange2055

the inner product in Definition 3 with the appropriate indefinite inner product.

Definition 9. [2 graphs, shared vertices]

Consider X(k) = [X
(k)
1 , . . . , X

(k)
w ]⊤ ∈ Rw×d satisfying X(k)Ip,q(X

(k))⊤ ∈ [0, 1]w×w with

d = p+q for k = 1, 2, and R ∈ [0, 1]w×w. The bivariate graph valued random variables

(G1, G2)—with respective adjacency matrices A(1) and A(2)—are said to be distributed2060

as a pair of R-correlated generalized random dot product graphs with signature O(p, q)

and parameters X(1), X(2), and R (abbreviated (G1, G2) ∼ R Gp,qRDPG(X
(1), X(2)))
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if

1. marginally, Gk ∼ Gp,qRDPG([X
(k)]); that is,

A
(k)
ij ∼ Bernoulli

(
⟨X(k)

i , X
(k)
j ⟩p,q

)

and A
(k)
ij = A

(k)
ji for all 1 ≤ i < j ≤ w and k = 1, 2, and2065

2. {A(1)
i,j , A

(2)
k,l }{i,j}∈(n1

2 ),{k,l}∈(
n2
2 )

are collectively independent except that

correlation(A
(1)
ij , A

(2)
ij ) = Rij for 1 ≤ i < j ≤ w.

For ease of notation, we have expressed both X(1) and X(2) as having the same

dimension. Arguably, we could allow X(k) ∈ Rw×dk , with dk = pk + qk. As this

distinction is notationally burdensome, we have ignored it for this present work.2070

Furthermore, in Definition 9, the rank of X(1) is equivalent to the rank of X(2). This

assumption is convenient for notational purposes, but is not necessary. One could

imagine examples in which the ranks differ, while still maintaining correspondence

between the vertex sets of the two graphs.

For random variables X and Y with X ∼ Bernoulli(p) and Y ∼ Bernoulli(q),2075

p > q and correlation(X, Y ) = ρ, the correlation is bounded above by
√

q(1−p)
p(1−q) , which

is 1 if and only if p = q. Therefore, when the latent positions for corresponding

vertices differ, the maximum allowable correlation is strictly less than 1. However,

allowing for heterogeneity in the latent positions of corresponding vertices can be

helpful in modeling real networks, since these networks often exhibit this type of2080
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behavior, see for example [Lyzinski and Sussman, 2017a]. When R = ρJ for some

ρ ∈ [0, 1], we will use the notation (G1, G2) ∼ ρ Gp,qRDPG, and when the inner

product is to be used, we will write (G1, G2) ∼ R RDPG.

Next, consider a pair of graphs generated from an R Gp,qRDPG model and con-

nect vertices across the two graphs independently via some probability matrix P . In2085

Definition 10 we introduce the R − Gp,qRDPG model for generating a single graph

which has two groups of vertices with correspondence between the vertices of the two

groups.

Definition 10. 1 graph, shared vertices

Let2090

X =

⎡⎢⎢⎣X(1)

X(2)

⎤⎥⎥⎦ ∈ R2w×d, and Q = XIp,qX
⊤

with d = p+ q, and X(k) ∈ Rw×d for k = 1, 2, and let R ∈ [0, 1]w×w. The graph valued

random variable G—with respective adjacency matrix A—is said to be distributed as

an R-correlated generalized random dot product graph with parameters X(1), X(2),

and R (abbreviated G ∼ R Gp,qRDPG(X
(1), X(2))) if

1. For each 1 ≤ i < j ≤ 2w, Aij ∼ Bernoulli(Qij), and2095

2. All Aij are collectively independent, except that for each 1 ≤ i < j ≤ w,

correlation(Aij, A(i+w),(j+w)) = Rij

Note that we consider a single matrix X in which the first w rows correspond to
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latent positions of vertices in the first “component” and the last w rows correspond

to latent positions of vertices in the second “component”. When introducing this2100

model, we thought of two graphs separately with across graph connections made via

a probability matrix P ; however, for a resulting matrix Q made in such a manner,

there would exist a dimension d (and signature O(p, q)) for which latent position

vectors could be found which would have the properties as described in Definition

10. As such, it suffices to think of the latent positions for the first and second2105

components as having the same dimension and where the inner product satisfies the

desired across-component connectivity values when embedding the full graph.

Definition 10 is in part motivated by connectomics in which a graph consists of

neurons (nodes) and synapses (edges). The left and right hemispheres of the brain can

be thought of as the two groups, for example, and there are vertices which correspond2110

across the two hemispheres.

In both of the above definitions every vertex has a corresponding vertex across

graphs (or clusters). One important aspect of networks that is missing from the above

definitions is that of unshared vertices, i.e. vertices for which no such correspondence

exists. This motivates the R Gp,qRDPG model with contamination. Definitions 112115

and 12 extend the previous two definitions in light of the addition of subsets of vertices

for which no correspondence exists.

Definition 11. 2 graphs, with unshared vertices

Consider X(k) = [X
(k)
1 , . . . , X

(k)
nk ]

⊤ ∈ Rnk×d satisfying X(k)Ip,q(X
(k))⊤ ∈ [0, 1]nk×nk
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with d = p+q for k = 1, 2, and R ∈ [0, 1]w×w. The bivariate graph valued random vari-2120

ables (G1, G2)—with respective adjacency matrices A(1) and A(2)—are said to be dis-

tributed as a pair of R-correlated generalized random dot product graphs with signature

O(p, q) and parameters X(1), X(2)(abbreviated (G1, G2) ∼ R Gp,qRDPG(X
(1), X(2)))

if

1. marginally, Gk ∼ Gp,qRDPG([X
(k)]); that is,2125

A
(k)
ij ∼ Bernoulli

(
⟨X(k)

i , X
(k)
j ⟩p,q

)

and A
(k)
ij = A

(k)
ji for all 1 ≤ i < j ≤ nk and k = 1, 2, and

2. {A(1)
i,j , A

(2)
k,l }{i,j}∈(n1

2 ),{k,l}∈(
n2
2 )

are collectively independent except that

correlation(A
(1)
ij , A

(2)
ij ) = Rij for 1 ≤ i < j ≤ w.

Definition 12. 1 graphs, with unshared vertices

Let2130

X =

⎡⎢⎢⎣X(1)

X(2)

⎤⎥⎥⎦ ∈ Rn×d, and Q = XIp,qX
⊤

with d = p+ q, and X(k) ∈ Rnk×d for k = 1, 2, with n = n1+n2 and let w,m1,m2 ≥ 0

be such that nk = w + mk for k = 1, 2, and let R ∈ [0, 1]w×w. The graph valued

random variable G—with respective adjacency matrix A—is said to be distributed

as an R-correlated generalized random dot product graph with parameters X(1), X(2)

(abbreviated G ∼ R Gp,qRDPG(X
(1), X(2))) if2135
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1. For each 1 ≤ i < j ≤ n, Aij ∼ Bernoulli(Qij), and

2. All Aij are collectively independent, except that for each 1 ≤ i < j ≤ w,

correlation(Aij, A(i+n1),(j+n1)) = Rij

Note that the number of shared vertices is w ≤ nk for k = 1, 2 and is evident by the

dimension of R.2140

We now have four definitions to describe the correlated generalized random dot

product graph model with both shared and unshared vertices. However, upon further

reflection we can see that Definition 10 is a special case of Definition 12 when no

unshared vertices are present, and Definition 9 is a special case of Definition 11 when

no unshared vertices are present. Furthermore, if we consider the latent positions2145

for the 2-graph model in Definition 11, appending a d-length 0-vector to the end of

each latent position in X(1) and the beginning of each latent position in X(2), call the

resulting latent position matrices X̃(k) for k = 1, 2, then the pair of graphs can be seen

as generated from the model in Definition 12 with the same correlation matrix and

latent position matrices X̃(1) and X̃(2). Thus, these four definitions can be viewed as2150

special cases of Definition 12. We further observe that while all models in Definitions

9-12 are presented for generating undirected graphs, one can modify these definitions

to generate directed graphs by considering each vertex to have a pair of latent positions

and add additional latent position matrices Y (k) for each k = 1, 2, let Q = XY ⊤, and

write G ∼ R GRDPG(X, Y ). The reader may have noticed there is no mention of2155

p and q; the necessity of p and q is no longer present in the directed model since
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all (probability) matrices (with rank at most d) can already be formed as an inner

product of X and Y when X and Y are allowed to differ. Thus, the use of p and q,

while possibly a desirable way to think of the relationship between latent positions

to a scientist, is not necessary for the model, nor is it even identifiable in practical2160

estimation of the model parameters. If it is desirable to generate weighted networks,

after generating the graph from a directed or undirected R GRDPG model, a weight

matrix W can be generated so that Wij|Aij ∼ Aij ∗Fij for some distribution family F

with parameters determined by i and j; for example, consider Fij = 1+Poisson(cQij)

for some constant c.2165

6.2 Comparison with Other Models

In this section we explore special cases of the definitions presented in Section ??.

We begin by connecting several independent edge random graph models with the

generalized random dot product graph model of [Rubin-Delanchy et al., 2020] and

point out that the GRDPG model is a special case of Definition 12 with no shared2170

vertices. We then explore a few other special cases of Definitions 10 and 12 before

proceeding to special cases of the 2-graph analogues, Definitions ?? and ??.

The generalized random dot product graph model encompasses many other models

— such as the latent structure model (considering latent positions to exist on a sub-

manifold of Rd), the Erdös-Rényi graph model (Xi =
√
p and using the standard2175
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inner product), the stochastic block model (k distinct latent positions) and mixed

membership stochastic block model (all latent positions within the convex hull of k

distinct vectors) [Rubin-Delanchy et al., 2020], and the independent edge random

graph model (sometimes referred to as the inhomogeneous or heterogeneous Erdös-

Rényi graph model). It is clear that the independent edge random graph model2180

with positive semidefinite probability matrix Q can be expressed as a random dot

product graph, and that if Q is, instead, indefinite, then it can be expressed as

a generalized random dot product graph. To see this, consider the singular value

decomposition of the probability matrix Q = UIp,qΣU
⊤ for some p ≥ 1 and q > 0.

Setting Y = UΣ1/2 yields Q = Y Ip,qY
⊤ so that G ∼ IE(Q) can also be seen as2185

derived from the generalized random dot product graph model with latent position

matrix Y and signature O(p, q). Furthermore, if R = 0 and/or n2 = 0 (or w = 0),

the R−Gp,qRDPG model is simply the Gp,qRDPG model of [Rubin-Delanchy et al.,

2020] with fixed latent positions. Similarly, the RDPG model can be expressed in

terms of the R − RDPG model for R = 0, n2 = 0, and q = 0. Thus, each of these2190

models is a submodel of the single-graph correlated, generalized random dot product

graph models with shared and unshared vertices presented in Definitions 10 and 12.

The hierarchical stochastic block model introduced in [Lyzinski et al., 2017b] is a

hierarchical model in which subgraphs of a graph are generated from the same distri-

bution. Consider a 2-level hierarchical stochastic block model in which X(1)=X(2)=X2195

where there are k distinct rows of X so that a graph G generated from a random
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dot product graph with parameter X can also be considered as being generated from

a stochastic block model with k communities and block probability matrix coming

from the inner products of the k distinct rows of X – call this block probability ma-

trix BX . Then, consider a graph G such that two subgraphs have underlying SBM2200

structure with block probability matrix BX and across-subgraph structure given by

some probability matrix P . As noted in the previous paragraph, for any matrix Q we

can find a matrix Y such that Q = Y Ip,qY
T . This is true for the probability matrix

created as we have just described as well. Furthermore, for this type of probabil-

ity matrix the latent position matrices for the subgraphs will be the same, so that2205

Y (1) = Y (2). Thus, we can think of generating a graph with this type of structure as

being generated from a 0 Gp,qRDPG
(
Y (1), Y (2)

)
, with Y (1) = Y (2).

Next, consider the two-graph correlated random dot product graph model with

shared and unshared vertices — Definitions 9 and 11. Several models have been cre-

ated to sample pairs of graphs; however, many of them either force the edge presence2210

to be independent across graphs given the latent position vectors or force all vertices

to be shared.

The most simple correlated two-graph models are the ρ−ER(n, p) model of [Lyzin-

ski et al., 2014a] and the ER(n, p; s) model of [Pedarsani and Grossglauser, 2011].

Since, the connection between the ER(n, p) and RDPG(X) models has already been2215

established, the extension to connecting the ρ−ER(n, p) and ρ−RDPG(X,X) mod-

els follows immediately. Since it can be shown that the set of graph pairs generated
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from an ER(n, p; s) model can be generated from an ρ − ER(n, ps) for ρ = s−sp
1−sp , a

similar equivalence for ρ−RDPG(X,X) with ρ as stated and X ∈ {√ps}n×1 can be

made.2220

A related model which allows for both correlation and unshared vertices is the

G(n, p; t, s) model of [Kazemi et al., 2015b, Kazemi et al., 2015a]. Two graphs are

generated from a G(n, p; t, s) model as follows. As with the G(n, p; s) model, first a

super graph G̃ is generated from an Erdös-Rényi graph model. (We note here that the

authors of [Kazemi et al., 2015b] extend this definition to allow for the super graph2225

to be generated from any distribution and in fact focus on one that is generated

from a power-law distribution.) Two subgraphs G1 = (V1, E1) and G2 = (V2, E2),

with adjacency matrices A(1) and A(2) respectively, are then generated independently,

conditioning on G̃, so that first each vertex of G̃ appears in Vk with probability

t and then for each pair of vertices in Vk if there is an edge between the original2230

vertices in G̃, then it is added to Ek with probability s. In this model, the number

of vertices in G1 and G2 is random, and it is expected that there will be both shared

and unshared vertices for 0 < t < 1. If t = 1, then almost surely V1 = V2 = V (G̃)

and the ER(n, p; 1, s) model is equivalent to the ER(n, p; s) model, which we have

already shown to be equivalent to ρ RDPG(X,X) with ρ = s(1−p)
1−sp , each row of X2235

identically
√
sp, and all vertices shared. That being said, the ER(n, p; t, s) model is

not equivalent to any R − Gp,qRDPG(X
(1), X(2)) model as they are expressed here-

in, because the size of the graphs G1 and G2 generated from our models are fixed,
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whereas in the ER(n, p; t, s) model these values are random variables.

The most general model which allows for both correlation and unshared vertices2240

(with fixed vertex set size for each graph) is the heterogeneous correlated Erdös-

Rényi (corrER) graph model of [Lyzinski and Sussman, 2017a], which we include in

Definition 13 (using our established notation) for reference. As described in Definition

13, the corrER model generates two graphs, each of which is marginally generated

from an independent edge model with specified underlying probability matrix, in such2245

a way that each pair of vertices having the same index are “shared” if there is positive

correlation for some subset of the edges incident to the pair of vertices across the two

networks and vertices for which there is no edge-related correlation are independent.

(We note that, for Bernoulli random variables, independence implies no correlation

and vice versa; however, lack of correlation does not imply independence, in general.)2250

Definition 13. For R,Q(1), Q(2) ∈ Rn×n symmetric matrices, we say
(
A(1), A(2)

)
are

instantiations of the R correlated Heterogeneous Erdös-Rényi random graph model

with parameters R,Q(1), Q(2) (abbreviated as CorrER(Q(1), Q(2), R)) if:

1. A(k) ∼ Bernoulli(Q(k)); i.e., A(k) is a Bernoulli (independent edge) random

graph with no self-loops satisfying2255

Ai,j ∼ Bernoulli((Qk)i,j)

for each i < j and k = 1, 2.
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2. Edges across networks are collectively independent except that for each

{i, j} ⊂ [n], the correlation between A
(1)
i,j and A

(2)
i,j is

Ri,j =
Cov

(
A

(1)
i,j , A

(2)
i,j

)
√

Var
(
A

(1)
i,j

)
Var

(
A

(2)
i,j

) ≥ 0.

As the correlation and latent alignment for a given pair of networks is unobserved,

the authors of [Lyzinski and Sussman, 2017a] provide a methodology for recovering2260

the latent alignment for the shared (“core”) vertices across the graphs. While the

corrER model does allow for both shared and unshared vertices, it requires that

the number of unshared vertices be equivalent. The correlated Gp,qRDPG model

as defined in Definition 11 makes explicit which vertices are shared and unshared

across the networks and only provides a correlation matrix for the shared vertices.2265

Arguably, we could re-format this definition to pair unshared vertices at random and

assign correlation 0 to corresponding edges. Padding a smaller graph with isolates

and linking via correlation 0 the unshared vertices, the R −Gp,qRDPG model of 11

provides a different way of thinking about the corrER model of Definition 13 [Lyzinski

and Sussman, 2017a], while exhibiting a clear notion of latent position influence on2270

the probability of edge presence.

A slightly simpler submodel of the heterogeneous correlated Erdös-Rényi model

of [Lyzinski and Sussman, 2017a] is the ρ correlated Bernoulli random graph model

of [Lyzinski et al., 2016a], which fixes Q(1) = Q(2) = Λ and R = ρJ for some ρ ∈ [0, 1]
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and Λ ∈ [0, 1]n×n. As such, all vertices are shared even for ρ = 0 to the extent2275

that the rows of Λ are distinguishable. The ρ Bernoulli(Λ) model is equivalent to

the ρ Gp,qRDPG(X,X) model from Definition 9 with no unshared vertices and with

signature O(p, q) where Λ = XIp,qX
⊤ and X = UΣ1/2 is obtained from the singular

value decomposition of Λ.

There have been several models extending the random dot product graph to gen-2280

erating multiple graphs. In [Levin et al., 2017], the authors introduce a joint random

dot product graph in which all graphs are independent, but latent position vectors are

shared across the graphs. In [Nielsen and Witten, 2018] and [Arroyo et al., 2020], the

authors introduce two separate models involving multiple random dot product graphs

in which graphs are generated independently, and latent position vectors are related2285

across the graphs. In [Nielsen and Witten, 2018], the multiRDPG is introduced in

which latent positions share the same eigenvector structure with potentially different

scales across the graphs and [Arroyo et al., 2020] introduces what the authors call

the COSIE model, in which it is assumed that the latent position vectors exist in

a common subspace. Each of these papers aims to estimate the latent positions in2290

some manner and determine whether or not the graphs are generated from the same

model. However, while vertices are associated with relatable latent positions, each

of these models (and the consequently adapted hypothesis tests) assume that edges

are independent of one another, so R = 0 in the analogous R − Gp,qRDPG 2-graph

setting. Indeed, in this chapter we present a mechanism for allowing: dependence2295
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across two graphs, different latent positions for corresponding vertices, and different

(over-lapping, non-identical) vertex sets.

6.3 Drosophila Example

In this section, we look back to the Drosophila larva mushroom body (MB) con-

nectome we explored in Section 5.2. While the across hemisphere connections were2300

not present in [Priebe et al., 2017], in this chapter we aim to embed the full mushroom

body connectome (both left and right hemispheres) and estimate the underlying gen-

erative parameters, assuming the underlying distribution is a directed R−Gp,qRDPG.

Recall that the left hemisphere of the mushroom body connectome consists of 186

neurons with 109 KCs, 40 PNs, 13 MBINs, and 24 MBONs, while the right hemisphere2305

consists of 190 neurons with 113 KCs, 40 PNs, 13 MBINs, and 24 MBONs. All PNs,

MBINs, and MBONs are shared, and 15 of the KCs are shared – for a total of 184

shared vertices (92 in each hemisphere). The vertices are ordered as follows left-KC-

shared, left-MBIN, left-MBON, left-PN, left-KC-unshared, right-KC-shared, right-

MBIN, right-MBON, right-PN, right-KC-unshared, so that the 184 shared vertices2310

in the left hemisphere map to the first 184 vertices of the right hemisphere portion

of the graph via the identity. In other words, vertices i and i + 186 correspond

for i = 1, 2, . . . , 92. To begin, we will consider the directed, binary version of the

connectome.
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Figure 6.1: Scree plot for singular values of the adjacency matrix for the Drosophila
Mushroom Body Connectome. First, second, and third elbows are indicated in red.

Now that we have the graph organized as we like, and consequently the adjacency2315

matrix, we will begin estimating the parameters X, Y , and R. In order to estimate

the parameters X and Y , we will spectrally embed the adjacency matrix to obtain

A = UΣV T . By [Zhu and Ghodsi, 2006], we then determine the embedding dimension

d̂ by taking the first or second elbow of the scree plot. Suppose we are considering

d̂ ≤ 20 and the first 20 singular values of A are σ1 ≥ σ2 ≥ · · · ≥ σ20. The first2320

elbow ê1 is found in such a way that there is a large drop in value between σê1 and

σê1+1, relative to the drops between σi and σi+1 for i = 1, . . . , ê1; the second elbow

is found through the same process applied to σê1+1, . . . , σ20, and so on. For details

about this process of dimension selection, see [Zhu and Ghodsi, 2006]. The scree plot

for this graph is shown in Figure 6.1, in which it can be seen that the first elbow is2325
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at 2 and the second elbow is a 5. Since this is a directed graph, there are actually 2d̂

values for each vertex, because each row in X will have dimension d̂ and each row of

Y will have dimension d̂. For ease of visualization, we consider embedding using the

first elbow value, d̂ = 2. Estimating the latent positions yields A ≈ Ud̂Σd̂(Vd̂)
T with

X̂ = Ud̂Σ
1/2

d̂
and Ŷ = Vd̂Σ

1/2

d̂
, where Ud̂ and Vd̂ are the first d̂ columns of X̂ and Ŷ ,2330

respectively, and Σd̂ is the upper left (d̂× d̂) corner of Σ. Since these are estimations

of the latent positions, while it holds that all values of XY ⊤ are in [0, 1], this may not

be the case for X̂Ŷ ⊤. Some form of renormalization can alleviate this issue if desired.

We plot the pairs plot of the latent position matrix [X̂, Ŷ ] when d̂ = 2 in Figure

6.2; this includes the first 2 dimensions of X̂ followed by the first 2 dimensions of Ŷ .2335

Since G is directed, estimation of p and q would be non-identifiable up to indefinite

orthogonal transformation, and is therefore omitted. If G were undirected, we could

estimate p and q by determining how many of the eigenvalues corresponding to the

diagonal values of Σd̂ were positive (p) and how many were negative (q). The resulting

probability matrix P̂ = X̂Ŷ T is shown in Figure 6.3 (left) while the adjacency matrix2340

for the graph is shown in Figure 6.3 (right).

In Section 5.2, we estimated the correlation matrix R, and displayed the results

in Table 5.4. We restate the correlation in Table 6.1 so as to keep all the estimated

parameters together. For discussion on the correlation and its relation to bilateral

homology, see Section 5.2.2345

We can similarly compute the latent position and correlation estimates for the
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Figure 6.2: Pairs plot for the latent position vectors [X̂, Ŷ ] after spectral embedding
of the adjacency matrix for the mushroom body of the Drosophila larva connectome.
Latent positions for left-hemisphere neurons are indiciated with a triangle and for
right-hemisphere with a diamond. Furthermore, the colors correspond to neuron
types: KC (red), PN (blue), MBIN (purple), MBON (black).
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Figure 6.3: (left) P̂ . (right) Adjacency matrix for binary, asymmetric MB connec-
tome.

KC MBIN MBON PN
KC 0.38 0.67 0.18 -0.01

MBIN 0.69 0.51 0.81 NA
MBON 0.09 0.51 0.54 0.34

PN 0.47 0.73 0.47 0.34

Table 6.1: Correlation between edge-presence agreements across hemispheres based
on edge type for the directed, binary version of the mushroom body of the Drosophila
larva connectome.

symmetric, binary version of the mushroom body connectome. Doing so yields latent

position estimates as shown in the pairs plot in Figure 6.5. The estimates for p and

q are obtained by first finding the most influential singular values as determined by

adjacency spectral embedding and then determining the sign of the corresponding2350

eigenvalues. Using d̂ = 2 (first elbow in scree plot, see Figure 6.4), we find p̂ = 2 and

q̂ = 0. Thus, using the latent positions to determine the underlying latent probability

matrix for the binarized and symmetrized mushroom body connectome would yield
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Figure 6.4: Scree plot of singular values for the adjacency matrix of the binary,
undirected MB connectome. First, second, and third elbows are indicated in red.

P̂ = X̂X̂T as shown in the left panel of Figure 6.6. The right panel of Figure 6.6

shows the adjacency matrix for the binarized and symmetrized version of the MB2355

connectome with vertices ordered as described at the beginning of this section.

In Section 5.2, we estimated the correlation matrix R, (sufficiently BR when con-

sidering class-based correlation) and displayed the results in Table 5.5. Again, we

restate the correlation in Table 6.2 so as to keep all the estimated parameters to-

gether. As the graph, in this case, is undirected, B̂R is symmetric.2360

It is interesting to notice the differences in the correlation values of B̂R for the

symmetrized MB conncetome as compared with the asymmetric. We hope that the

observation of these differences will motivate and illuminate our understanding of the

inner-workings of the brain. Perhaps the interpretation of the binary and symmetric
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Figure 6.5: Pairs plot for latent positions of the binary, symmetric version of the
MB connectome. Latent positions for left-hemisphere neurons are indiciated with a
triangle and for right-hemisphere with a diamond. Furthermore, the colors correspond
to neuron types: KC (red), PN (blue), MBIN (purple), MBON (black).
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Figure 6.6: (left) P̂ . (right) Adjacency matrix for binary, symmetric MB connec-
tome.

KC MBIN MBON PN
KC 0.66 0.82 0.19 0.41

MBIN 0.82 0.44 0.66 0.70
MBON 0.19 0.66 0.56 0.45

PN 0.41 0.70 0.45 0.35

Table 6.2: Correlation between edge-presence agreements across hemispheres based
on edge type for the undirected, binary version of the mushroom body of the
Drosophila larva connectome.

MB connectome will provide insights different from those that one would find if2365

looking into the binary and asymmetric version.
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Discussion

With the wide range of fields and applications which benefit from networks and

network alignment, it is necessary to provide robust methods for network alignment.2370

We introduce two methods for across-network matching which are both efficient and

helpful for aligning networks in a wide range of applications. We also extend the use of

seed-based graph matching to provide a principled method of network regularization

via localization, inspired by the notion of positive correlation for edges when endpoints

correspond to one another. Our focus for graph matching and vertex nomination has2375

focused on finding a corresponding vertex in a second network with a known notion

of correspondence in our real-data examples, such as identical topic for Wikipedia

pages, same user in social networks, or pairs of across-hemisphere neurons in the

Drosophila larvae example. Another application of the methods proposed here-in

would be finding vertices, either across two networks or across two subnetworks of2380
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one larger network, that have similar structural role across the two networks. Since

the resulting nomination list of the VNmatch algorithm already outputs nodes in an

ordering that is based on which vertices in a localized version of the second network

have similar localized structural role to the VOI in the first network, this extension

follows immediately. Furthermore, the localized vertex nomination scheme can be2385

used in propagation to match larger networks iteratively.

Furthermore, inspired by real-data examples, we propose a network model which

encapsulates many of the properties we found in these networks, and in particular

the Drosophila larvae connectome. Furthermore, we link many network models to the

proposed model (as well as each other) showing that many models that are considered2390

in the literature overlap with one another, and in some cases are merely different ways

of thinking about the networks, inspired by the authors’ application of interest.

A wide range of questions remains regarding theoretical guarantees for networks

which include correlation within a graph, further exploration and theoretical under-

standing of the impact of seeds under various network models, and how errors in2395

the networks through unshared vertices or misreporting affect the effectiveness of our

methods. In particular, while asymptotic results establishing phase-transition-like

results on when matchability is possible dependent on correlation and probability of

edge presence have been explored (as described in Section 6.2), finite-sample bounds

are much more difficult to obtain. A pioneer in the field, the authors of [Fishkind2400

et al., 2019b] have established a finite-sample result involving matchability based on
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what they call total-correlation. While it is not discussed there-in, determining a

method for testing whether or not two graphs will be matchable via our methodology

would be desirable. Furthermore, much of the theory discusses binary graphs, and

while our methods still work on weighted graphs, as demonstrated in Chapter 5, the2405

theory involving weighted graphs is an active area of research.
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